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Summary
Visual reinforcement learning policies trained on pixel observations often struggle to gener-

alize when visual conditions change at test time. Object-centric representations are a promising
alternative, but most approaches use fixed-size slot representations, require image reconstruc-
tion, or need auxiliary losses to learn object decompositions. As a result, it remains unclear how
to learn RL policies directly from object-level inputs without these constraints. We propose
SegDAC, a Segmentation-Driven Actor-Critic that operates on a variable-length set of object
token embeddings. At each timestep, text-grounded segmentation produces object masks from
which spatially aware token embeddings are extracted. A transformer-based actor-critic pro-
cesses these dynamic tokens, using segment positional encoding to preserve spatial information
across objects. We ablate these design choices and show that both segment positional encoding
and variable-length processing are individually necessary for strong performance. We evalu-
ate SegDAC on 8 ManiSkill3 manipulation tasks under 12 visual perturbation types across 3
difficulty levels. SegDAC improves over prior visual generalization methods by 15% on easy,
66% on medium, and 88% on the hardest settings. SegDAC matches the sample efficiency of
the state-of-the-art visual RL methods while achieving improved generalization under visual
changes.

Contribution(s)
1. A transformer-based actor-critic that learns stable model-free policies from a variable-

length set of object tokens whose size and content change at every timestep, robust to natural
variation in token count and identity without reconstruction, auxiliary losses, or data aug-
mentation.
Context: Prior object-centric RL methods use fixed-size slot representations or require
reconstruction objectives or data augmentation to stabilize learning (Locatello et al., 2020;
Yarats et al., 2021). Robustness to natural variation in segment count and identity during
online RL training has not been explicitly addressed.

2. A method to construct contextual per-object tokens from frozen pretrained vision models,
with segment positional encoding to preserve spatial grounding without ground-truth masks
or finetuning.
Context: Prior segmentation-based RL methods either require ground-truth masks at setup
time or operate on recomposed pixel images rather than structured object-level representa-
tions (Wang et al., 2023; Chen et al., 2024).

3. An empirical evaluation across 8 manipulation tasks showing that SegDAC improves over
prior visual generalization methods by up to 88% while matching DrQ-v2 in sample effi-
ciency, without data augmentation or auxiliary losses.
Context: Methods strong in visual generalization typically sacrifice sample efficiency, and
vice versa (Almuzairee et al., 2024).

4. A visual generalization benchmark on 8 ManiSkill3 tasks with 12 perturbation types across
3 difficulty levels organized by a scene entity taxonomy.
Context: Prior benchmarks primarily use locomotion and simple control tasks with limited
visual variation (Hansen et al., 2021; Almuzairee et al., 2024).
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Abstract
Visual reinforcement learning policies trained on pixel observations often struggle to
generalize when visual conditions change at test time. Object-centric representations
are a promising alternative, but most approaches use fixed-size slot representations, re-
quire image reconstruction, or need auxiliary losses to learn object decompositions. As
a result, it remains unclear how to learn RL policies directly from object-level inputs
without these constraints. We propose SegDAC, a Segmentation-Driven Actor-Critic
that operates on a variable-length set of object token embeddings. At each timestep,
text-grounded segmentation produces object masks from which spatially aware token
embeddings are extracted. A transformer-based actor-critic processes these dynamic
tokens, using segment positional encoding to preserve spatial information across ob-
jects. We ablate these design choices and show that both segment positional encod-
ing and variable-length processing are individually necessary for strong performance.
We evaluate SegDAC on 8 ManiSkill3 manipulation tasks under 12 visual perturba-
tion types across 3 difficulty levels. SegDAC improves over prior visual generalization
methods by 15% on easy, 66% on medium, and 88% on the hardest settings. SegDAC
matches the sample efficiency of the state-of-the-art visual RL methods while achieving
improved generalization under visual changes.

1 Introduction

Visual reinforcement learning from pixel observations has made significant progress in recent years,
with methods like DrQ-v2 achieving strong sample efficiency on standard benchmarks (Mnih et al.,
2013; Pathak et al., 2017; Yarats et al., 2021; Lepert et al., 2025). However, policies trained on pixel
observations often remain brittle when visual conditions change at test time (Yuan et al., 2023).
Small changes in background textures, lighting, or object colors can cause large drops in perfor-
mance, even when the underlying task structure is unchanged. Data augmentation techniques help
(Kostrikov et al., 2021; Yarats et al., 2021; Hansen & Wang, 2021; Almuzairee et al., 2024), but they
operate on raw pixels where task-relevant and task-irrelevant information are entangled, limiting
their robustness to distribution shifts beyond what the augmentation covers.

Object-centric representations offer a natural way to separate task-relevant structure from visual
noise (Wang et al., 2023; Locatello et al., 2020; Didolkar et al., 2025). By representing a scene as a
collection of objects rather than a grid of pixels, the policy can focus on what matters: the objects,
their positions, and their relationships. Prior work in object-centric RL has explored this direction
using learned decomposition methods such as Slot Attention (Locatello et al., 2020). However,
these approaches typically rely on a fixed number of object slots, require image reconstruction as
a training signal, or need auxiliary losses to learn meaningful decompositions. These constraints
limit their applicability to visually complex environments, and reconstruction objectives can bias
representations toward visual fidelity rather than task relevance (Assran et al., 2023).
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Recent advances in pretrained vision models have made high-quality object segmentation widely
accessible without task-speci�c �netuning (Kirillov et al., 2023). This opens a concrete opportunity
for visual RL: rather than learning from raw pixels, a policy could reason directly over per-object
representations. Yet this is less straightforward than it appears. Detected segments vary in number
across timesteps as objects move, occlude, or as detection con�dence �uctuates, producing a token
set that is unordered, variable in length, and whose identity changes at every step. A policy must
remain stable under these variations during online learning, where value estimates and gradients are
already noisy (Haarnoja et al., 2019).

We proposeSegDAC, a Segmentation-Driven Actor-Critic that addresses this question. At each
timestep, text-grounded segmentation produces object masks, and spatially aware token embeddings
are extracted from a pretrained vision encoder. A transformer-based actor-critic then processes this
variable-length token set. We identify two design choices that are critical for stable learning: (1)
segment positional encoding, which injects spatial information about each object's location into
the token representation, and (2) variable-length processing without padding or truncation, which
allows the policy to adapt to changes in the number of detected objects. We validate through abla-
tions that each choice is individually necessary, with the largest effects appearing on more complex
manipulation tasks.

We evaluate SegDAC over eight ManiSkill3 manipulation tasks, 12 perturbation types, and 3 dif-
�culty levels (Tao et al., 2025). SegDAC improves over prior visual generalization methods by
15% on easy, 66% on medium, and 88% on the hardest settings. Unlike these methods, SegDAC
also matches the sample ef�ciency of DrQ-v2, which does not generalize well under visual changes
(Yuan et al., 2023). Notably, SegDAC achieves this without data augmentation during RL training,
a technique most prior visual generalization methods depend on but that can hinder training stability
and ef�ciency (Hansen & Wang, 2021; Almuzairee et al., 2024).

2 Related Work

Data augmentation for visual RL generalization. A common approach to visual generalization
applies transformations directly to pixel observations during training. DrQ (Kostrikov et al., 2021)
and DrQ-v2 (Yarats et al., 2021) use simple image shifts and achieve strong sample ef�ciency, but
their robustness to unseen visual conditions remains limited (Yuan et al., 2023).SVEA (Hansen et al.,
2021), SODA (Hansen & Wang, 2021), and SADA (Almuzairee et al., 2024) build on this by stabi-
lizing Q-targets under augmentation, improving generalization within the augmentation distribution.

Task-relevant representations and pretrained models.Rather than augmenting observations, a
second line of work extracts representations that emphasize task-relevant information. PIE-G (Yuan
et al., 2022) feeds observations through a frozen pretrained encoder to produce a single global fea-
ture vector, improving generalization but compressing the entire scene into one representation and
losing object-level structure. Other methods learn to mask task-irrelevant regions : SGQN (Bertoin
et al., 2022) derives saliency maps from Q-function gradients, and MaDi (Grooten et al., 2023)
learns a soft pixel mask from the reward signal alone. SMG (Zhang et al., 2024a) takes a more
structured approach, using separated foreground and background encoder-decoder branches with
cooperative reconstruction and consistency losses to disentangle task-relevant from task-irrelevant
features. These methods improve robustness to visual distractors, but all produce a single �xed-size
representation regardless of scene content, discarding the compositional structure of the scene.

Object-centric and segmentation-based representations for RL.A third line of work reasons
at the level of objects rather than pixels. Slot Attention (Locatello et al., 2020) and its vari-
ants decompose a scene into a �xed number of object slots through an iterative attention mech-
anism, typically trained with a reconstruction objective. However, the slot count must be spec-
i�ed in advance, reconstruction losses can bias representations toward visual �delity rather than
task relevance, and the learned decompositions do not always align with task-relevant objects (As-
sran et al., 2023). Pretrained segmentation models have been used to obtain object-level struc-
ture without learning to segment from scratch. SAM-G (Wang et al., 2023) uses SAM (Kir-
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illov et al., 2023) and DINOv2 (Oquab et al., 2024) features to �nd point correspondences from
a reference image and its ground-truth mask, then produces a masked image for the RL agent.

Table 1: Comparison of segmentation-based visual RL
methods.

FTD SAM-G SegDAC

No ground-truth masks 3 7 3
Dynamic object tokens 7 7 3
Pretrained vision encoder 3 3 3
Text-grounded detection 7 7 3
No auxiliary losses 7 3 3
No data augmentation 3 7 3

This improves generalization but requires
a ground-truth mask at setup time, uses
data augmentation during training, and
does not dynamically extract per-object
features. FTD (Chen et al., 2024) uses
prompt-free SAM segmentation to decom-
pose the scene into segments, scores each
segment's task relevance via a learned
attention mechanism, and produces a
weighted combination of segment pixel
crops to reconstruct an image as input to
a CNN policy. However, it still requires
tuning a predetermined number of segments to process per task, requires auxiliary self-supervised
losses, and operates on a recomposed pixel image rather than object-level tokens. Unlike these ap-
proaches, SegDAC learns directly from a variable-length set of object token embeddings constructed
from representations dynamically extracted by a frozen pretrained vision pipeline, and processes
them jointly through a transformer-based actor-critic with segment positional encoding, without
ground-truth masks, auxiliary losses, data augmentation, or image reconstruction. We summarize
the key differences in Table 1.

3 Method

An overview of SegDAC is shown in Figure 1. At each time step, the agent receives a single RGB
frame and a set of text inputs. A frozen segmentation pipeline decomposes the scene into a vari-
able number of segments and produces one object token per segment (Sections 3.1 and 3.2). A
transformer-based actor-critic then processes these object tokens alongside proprioception to pre-
dict actions and Q-values (Section 3.3). The entire system trains with the standard SAC loss alone,
without reconstruction, auxiliary objectives, data augmentation, or ground-truth masks. While we
use SAC as the base RL algorithm due to its popularity in visual RL for continuous control (Yarats
et al., 2020; Laskin et al., 2020; Kostrikov et al., 2021; Hansen & Wang, 2021; Hansen et al., 2021;
Bertoin et al., 2022; Yuan et al., 2022; Grooten et al., 2023; Chen et al., 2024; Almuzairee et al.,
2024), our framework can be adapted for other model-free algorithms by changing the output di-
mension of the projection head to match the desired action space.

Figure 1: SegDAC end-to-end pipeline from image to action/Q-value prediction.

Three design problems must be solved to make this pipeline work for online RL. First, the scene
must be decomposed into semantically meaningful regions fast enough for real-time data collection.
Second, each region must be represented as a compact embedding that captures both local detail
and scene-level context. Third, the actor-critic must handle a set of tokens whose size and content
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Figure 2: Object-Centric Segmentation pipeline. Text concept names guide an open-vocabulary de-
tector to propose bounding boxes, which prompt a semantic segmentation model to produce instance
masks. Morphological mask re�nement (opening followed by closing) then improves mask quality
without the latency overhead of iterative re�nement methods used in prior segmentation-based RL
work. The number of output segmentsN varies with scene content.

changes at every time step and learn which tokens matter without supervision, while remaining
stable for learning. The following subsections address each problem in turn.

3.1 From Pixels to Object Masks

The �rst step of our pipeline is to decompose each frame into (sub)object-level regions that are
semantically grounded and produced fast enough for online RL. Prior segmentation-based RL meth-
ods either use prompt-free segmentation, which is slow and requires heavy mask post-processing via
iterative mask re�nement, or rely on ground-truth masks provided of�ine (Wang et al., 2023; Chen
et al., 2024). We instead adopt a text-grounded approach: a lightweight open-vocabulary detector
proposes bounding boxes from a short list of concept words (e.g., “robot”, “cube”, “background”),
and a semantic segmentation model produces masks within those boxes (Figure 2). Both models re-
main frozen throughout training. Rather than the iterative mask re�nement used in prior RL segmen-
tation work, we design a lightweight morphological mask re�nement to each mask which consists of
morphological opening followed by morphological closing (Sreedhar, 2012), which removes small
spurious artifacts and �lls boundary gaps while adding negligible latency, allowing the full pipeline
to remain fast enough for online RL. We provide qualitative examples and implementation details of
our fast morphological mask re�nement in Section 12.

Concretely, we use YOLO-World (Cheng et al., 2024) as the detector and Ef�cientViT-SAM (Zhang
et al., 2024b) as the segmentation model. Achieving suf�cient accuracy and throughput for on-
line RL on512� 512images required careful component selection, as most segmentation pipelines
introduce latency incompatible with environment interaction. Importantly, incorrect class predic-
tions from the detector do not propagate to segmentation errors, since the segmentation model uses
only bounding-box coordinates as prompts rather than class labels. Figure 3 shows representative
segment outputs for thePushCube-v1task.

A key property of this design is that the number of output segmentsN varies naturally across time
steps, since the detector only proposes boxes for objects it identi�es in the current frame. This
contrasts with slot-based methods that �x the representation count in advance and with approaches
that pad to a constant maximum regardless of scene content. We ablate this choice in Section 5.4
and �nd that clamping to a �xed segment count degrades performance, particularly on tasks with
high segment count variability.

The text inputs are simple concept names rather than detailed descriptions, and they can be de�ned
per task, shared across tasks, or generated automatically by an image-tagging model (Zhang et al.,
2023b; Huang et al., 2023) or a VLM (Zhang et al., 2025). We also include a generic “background”
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text input across all tasks, this was found to improve generalization by forcing the network to learn
to ignore irrelevant part of the image (see Figure 25). Our ablations (Section 5.4) show that replacing
all text inputs with synonyms or using a single shared vocabulary across tasks has no measurable
effect on performance, con�rming that SegDAC does not depend on prompt engineering.

Figure 3: Examples of segments extracted by our object-centric segmentation module for the
PushCube task. Left: image with extracted bounding boxes. Right: segments extracted after our
lightweight post-processing.

3.2 From Masks to Contextual Object Tokens

Given N binary masks and a grid of patch embeddings from the frozen encoder, the goal is to
produce one compact embedding per segment that is rich enough for policy learning. A naive
approach would encode each segment independently, discarding the relationships between objects
in the scene. Instead, we leverage a fundamental property of vision-transformer encoders: their
patch embeddings already incorporate global context through self-attention. By pooling only the
patches that overlap with each mask, we obtain object tokens that capture precise local structure
while retaining scene-level context, without any additional attention or cross-segment computation
(Figure 4). This shared-context property is important for robustness, as we discuss in Section 5.3.

Concretely, for each of theN masks we identify the encoder patches whose spatial footprint overlaps
with the mask by at least4 pixels, then apply global average pooling over the selected patches to
produce a single vector. This operation has no trainable parameters and adds negligible compute.
Because the object tokens are computed from frozen encoder features, we store them directly in the
replay buffer rather than raw images, avoiding the need to re-run the encoder during gradient updates
and signi�cantly reducing memory usage. Together with our morphological mask re�nement and
text-guided prompting, this design contributes to our pipeline achieving roughly1:8� the training
throughput of SAM-G and5:8� that of FTD (Section 17), making training online RL practical on a
single A100 or L40s GPU (� 24h).

Although we use the segmentation encoder for ef�ciency, reusing features already computed during
mask prediction, the extraction procedure is backbone-agnostic and compatible with any vision-
transformer encoder such as DINOv2 (Oquab et al., 2024).

3.3 Transformer Actor-Critic for Dynamic Object Tokens

The third and central design problem is building an actor-critic (Konda & Tsitsiklis, 1999) that can
ef�ciently learn from a set of object tokens whose cardinality changes at every time step, fuse them
with proprioceptive information, and produce stable Q-value and action predictions under online
RL. We address this with a transformer decoder architecture (Vaswani et al., 2017) in which each
object token is treated as an input element, inspired by how ViT treats image patches (Dosovitskiy
et al., 2021).

Modality & Segment position encoding. Inspired by BERT (Devlin et al., 2019), which uses
learned segment embeddings to distinguish tokens from different input sequences, we add a learned
modality embedding to each token to allow the decoder to distinguish object tokens from the pro-
prioception token and learned query tokens, segment tokens receive a learned segment positional
encoding derived from their bounding-box coordinates, providing an explicit spatial reference tied
to the object-centric structure of the input. Our ablation (Section 5.4) con�rms that removing this
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Figure 4: Dynamic object token construction. For each detected segment, patch embeddings with
suf�cient spatial overlap (� 4 pixels) are average-pooled into a single token. The sequence length
varies dynamically with the number of segments at each timestep.

Figure 5: SegDAC actor (left) and critic (right) networks. Both networks project a variable-length
sequence ofN object tokens alongside proprioception into a shared latent space, conditioned with
segment position encodings and modality embeddings, before cross-attending via a transformer de-
coder. The actor uses a single learned query token to produce actions, while the critic constructs
an action-conditioned query by concatenating a learned token with the environment action prior to
decoding.

encoding destabilizes training on harder tasks, indicating that the spatial information implicit in
pretrained patch features is not suf�cient for the decoder to reason about object locations.

Action-Conditioned Critic Query. In the critic, the query token is produced by an MLP that takes
as input a learned token and the action:q = MLP(qlearn; a). This allows the critic to attend over
object tokens with respect to the speci�c action being evaluated.

Variable-length processing. BecauseN varies across time steps, a batch ofB transitions yields
a total ofN total object tokens where each transition may contribute a different number. Rather than
padding every sequence to a �xed number, which wastes compute on empty slots and introduces
a per-task hyperparameter, we concatenate all tokens into a single packed sequence and apply an
attention mask that restricts each token to attend only within its own time step. This sequence-
packing strategy, inspired by recent techniques in large language models (Touvron et al., 2023),
means transitions with few segments and transitions with many segments coexist in the same batch
without wasted computation. There is no architectural upper bound on segment count: SegDAC is
limited only by available GPU memory, allowing the same model to be deployed across tasks of
varying visual complexity without recon�guration.

Training. The actor and critic each use their own transformer decoder with separate weights. Both
are trained with the standard SAC objective (Haarnoja et al., 2018; 2019) without modi�cation. No
auxiliary losses, reconstruction terms, or data augmentation are used during RL training. Because
the decoder operates on a compact set of object tokens (typically 5� 25 tokens per time step) rather
than dense patch grids, it processes far fewer tokens than patch-based encoders, keeping the compu-
tational cost manageable despite using a full transformer architecture.
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4 Experimental Methodology

We design our experiments to answer �ve questions. (1) Does learning from dynamic object to-
kens improve visual generalization compared to state-of-the-art pixel-based and segmentation-based
methods? (2) Can SegDAC learn from dynamic object tokens in a stable manner and maintain com-
petitive sample ef�ciency? (3) Is the architecture robust to the natural variability of segments pro-
duced by pretrained segmentation models? (4) What is the impact of each design choice in Section 3
? (5) When the policy does fail under strong perturbations, does it degrade gracefully or collapse into
erratic behavior? The following subsections describe the benchmark, baselines, evaluation protocol,
and ablation design used to address these questions. Results are presented in Section 5.

4.1 Visual Generalization Benchmark

Figure 6: Hard visual perturbation in the
PushCube task, with scene entities la-
beled using our taxonomy.

Table 2: Dif�culty levels.

Dif�culty Visual change Semantic perturbation

Easy 3 Low 7 None
Medium 3 Moderate 7 None
Hard 3 High 3 Present

Existing visual RL benchmarks such as DMC-
GB (Hansen et al., 2021) and DMC-GB2 (Almuzairee
et al., 2024) mainly focus on locomotion tasks with rel-
atively simple visual changes. Yuan et al. (2023) showed
that these settings do not fully capture the demands
of more realistic robotic environments. To provide a
more rigorous evaluation, we introduce a new visual
generalization benchmark built on ManiSkill3 (Tao et al.,
2025), covering 8 manipulation tasks across two robot
embodiments (Franka Panda arm and Unitree G1 hu-
manoid) with systematic visual perturbations organized
into semantically meaningful dif�culty levels.

Scene entity taxonomy. Inspired by (Pumacay et al.,
2024), we de�ne perturbations precisely, we decom-
pose each scene into four entity types: themanipulation
object (MO), the object directly grasped or moved by
the end-effector; thereceiverobject (RO), an object not
directly manipulated but necessary for task completion;
the primary interactionsurface (table); andbackground
elements (walls, �oor, skybox). This taxonomy enables
perturbations that target speci�c scene components and
allows us to design con�gurations that create controlled
semantic con�icts between entities.

Perturbation categories. We de�ne four perturbation
categories, each targeting a different visual dimension: (1)camera (pose, �eld of view), (2)lighting
(direction, color), (3)color (MO, RO, table, background), and (4)texture (MO, RO, table, back-
ground). Together these yield up to 12 perturbation types per task, depending on whether the task
includes a receiver object.

Dif�culty levels. Each perturbation is tested at three dif�culty levels for all 8 tasks.Easy perturba-
tions introduce minor visual changes that remain close to the default scene, serving as a smoke test
for basic robustness.Medium perturbations produce substantial visual shifts while avoiding seman-
tic con�icts between scene entities (e.g., no object is given the same color as another task-critical
element). Hard perturbations apply aggressive out-of-distribution changes that deliberately intro-
duce both visual and semantic challenges, such as texturing the manipulation object with patterns
that resemble the goal target or matching the table color to the cube. These are designed to stress-
test perception rather than to facilitate task completion. Visual examples for all tasks and dif�culty
levels are provided in Section 8.4.
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4.2 Baselines

We compare SegDAC against six baselines across three categories.Pixel-based: SAC-AE (Yarats
et al., 2020) (reconstruction objective, lower bound), DrQ-v2 (Yarats et al., 2021) (state of the
art in sample ef�ciency), MaDi (Grooten et al., 2023) (soft pixel masking from reward), and
SADA (Almuzairee et al., 2024) (soft and strong data augmentation).Self-supervised: SMG (Zhang
et al., 2024a) (foreground-background reconstruction with consistency losses).Segmentation-based:
SAM-G (Wang et al., 2023) (SAM features with ground-truth masks, see Figure 42). MaDi, SADA,
SMG, and SAM-G are strong visual generalization baselines and DrQ-v2 is our sample ef�ciency
reference. All methods use of�cial implementations, share the same training budget and evalua-
tion protocol, with hyperparameters detailed in Section 11. Note that we do not include FTD (Chen
et al., 2024) in the benchmark due to its prohibitive training cost. At roughly 6x slower than SegDAC
(Section 17), making the full training (8 tasks, 5 seeds) infeasible within our compute budget.

4.3 Training and Evaluation Protocol

All agents are trained for 1M environment steps without visual perturbations, using 20 parallel GPU
environments and a shared set of hyperparameters across all 8 tasks. See Section 10 for more details
on the tasks and their de�nition. For SegDAC, only the text inputs differ between tasks. During
training, policies are evaluated every 10K steps on unperturbed seeds using 10 rollouts across 5
seeds, with stochastic policies run in deterministic mode (taking the mean of the action distribution).

To ensure statistically robust evaluation, each perturbation-task-dif�culty combination is evaluated
with 50 rollouts per seed across 5 seeds, yielding one score per seed per combination. For the overall
score per dif�culty, the IQM is computed over450 = 80+80+145+145 scores (see Section 8.3 for
the per-category breakdown), derived from450� 50 = 22;500total rollouts per dif�culty. We report
IQM returns with 95% con�dence intervals via strati�ed bootstrap, following Agarwal et al. (2022),
which is robust to outlier tasks where some methods collapse entirely. Returns are normalized by
each task's maximum episode length to produce values in[0; 1], enabling aggregation across tasks
with different horizons.

4.4 Ablation Design

We isolate each design choice by removing or replacing one component at a time: (i)no segment
positional encoding, removing explicit re-injection of positional information for object tokens,
(ii) �xed object tokens count, clampingN =5 with zero-padding and truncation (with attention
mask to prevent padding from changing the attention computation), (iii)global token vs object-
centric tokens, replacing per-object tokens and the transformer decoder with an MLP over a single
mean-pooled vector, and (iv)text sensitivity, testing synonym substitution and a shared cross-task
vocabulary for the text inputs. All ablations run on 3 seeds unless stated otherwise.

4.5 Case Studies and Failure Analysis

We qualitatively compare SegDAC and MaDi to characterize not just when each method fails, but
how gracefully it fails. This question matters for real-world deployment, where structured failure is
preferable to erratic behavior. For each method, we identify representative failure episodes under
hard visual perturbations and examine whether the policy degrades smoothly or collapses entirely.

5 Empirical Results

We present results organized by the �ve questions posed in Section 4: visual generalization (Sec-
tion 5.1), sample ef�ciency (Section 5.2), robustness to segment variability (Section 5.3), ablations
(Section 5.4), and failure analysis (Section 5.5). Additional analysis of the attention patterns learned
over object tokens is provided in Section 14.
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Figure 7: Visual generalization results grouped by perturbation category and dif�culty level. Gray
bars show unperturbed baseline IQM; colored bars show perturbed IQM with 95% con�dence inter-
vals.

5.1 Visual Generalization

The central result is in the hard setting: most baselines lose over half their unperturbed perfor-
mance, with SADA and MaDi dropping by 59% and DrQ-v2 by over 90%. SAM-G is the only
competitive baseline, yet SegDAC achieves an IQM return 88% higher. This gap is consistent with a
representational difference: by reasoning over per-object tokens rather than a single global feature,
SegDAC remains effective under perturbations that fundamentally change pixel statistics but leave
object-level structure intact.

Performance differences are small under easy perturbations, where all methods remain close to their
unperturbed baseline, and begin to diverge at medium dif�culty before separating sharply at hard
(Figure 7). This progression con�rms that the benchmark dif�culty levels are well-calibrated: easy
perturbations are a smoke test, and the hard setting is where the representational differences between
methods matter most.

Semantic perturbations. Hard MO texture and hard table color perturbations introduce seman-
tic con�icts that challenge object identity by making task-critical objects visually ambiguous (Fig-
ure 8). Most baselines collapse under these conditions. SegDAC achieves the highest IQM on 6 of 8
tasks under hard table color and on all 8 tasks under hard MO texture. SAM-based methods consis-
tently outperform pixel-based methods, this con�rms their inherent robustness to surface appearance
changes. Complete per-perturbation-per-dif�culty results are in Section 19.

Figure 8:Hard Manipulation Object (MO) Texture and Table Color forPullCubeTool andPushCube .
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Table 3: Hard Table Color Visual Generalization
Task SAC AE DrQ-v2 SAM-G SMG SADA MaDi SegDAC

LiftPegUpright 0.19� 0.00 (-11.7%) 0.19� 0.01 (-60.0%) 0.41� 0.13 (-3.2%) 0.22� 0.01 (-3.1%) 0.22� 0.01 (-0.5%) 0.19� 0.00 (-13.0%) 0.38� 0.14 (-8.1%)
PickCube 0.02� 0.01 (-88.5%) 0.00� 0.00 (-98.9%) 0.09� 0.01 (-11.3%) 0.03� 0.01 (-89.9%) 0.03� 0.01 (-92.2%) 0.02� 0.01 (-95.2%) 0.11� 0.01 (-67.9%)
PokeCube 0.02� 0.01 (-90.5%) 0.02� 0.01 (-95.7%) 0.27� 0.06 (-15.0%) 0.09� 0.02 (-56.9%) 0.12� 0.04 (-68.9%) 0.03� 0.03 (-92.6%) 0.20� 0.03 (-49.9%)
PullCube 0.02� 0.02 (-94.0%) 0.02� 0.02 (-95.9%) 0.12� 0.01 (-0.9%) 0.16� 0.05 (-59.6%) 0.27� 0.04 (-43.9%) 0.09� 0.04 (-81.0%) 0.35� 0.07 (-31.1%)
PullCubeTool 0.03� 0.02 (-85.9%) 0.03� 0.02 (-95.9%) 0.11� 0.03 (-52.5%) 0.09� 0.06 (-60.6%) 0.02� 0.03 (-95.5%) 0.03� 0.03 (-94.9%) 0.14� 0.04 (-80.9%)
PushCube 0.04� 0.03 (-87.0%) 0.04� 0.03 (-91.0%) 0.40� 0.06 (-21.2%) 0.05� 0.02 (-86.7%) 0.17� 0.08 (-64.1%) 0.06� 0.03 (-86.3%) 0.60� 0.15 (+33.3%)
PlaceAppleInBowl 0.00� 0.01 (-93.4%) 0.01� 0.01 (-92.7%) 0.06� 0.02 (-15.9%) 0.02� 0.01 (-84.4%) 0.04� 0.05 (-67.5%) 0.01� 0.02 (-95.5%) 0.25� 0.09 (-21.2%)
TransportBox 0.07� 0.05 (+45.2%) 0.07� 0.10 (-73.6%) 0.12� 0.08 (-56.3%) 0.17� 0.08 (-37.8%) 0.19� 0.10 (-20.7%) 0.12� 0.06 (-55.8%) 0.28� 0.01 (-0.6%)

Table 4: Hard Mo Texture Visual Generalization
Task SAC AE DrQ-v2 SAM-G SMG SADA MaDi SegDAC

LiftPegUpright 0.20� 0.01 (-5.1%) 0.22� 0.01 (-53.9%) 0.25� 0.03 (-39.7%) 0.22� 0.01 (+0.0%) 0.22� 0.02 (-1.2%) 0.21� 0.01 (-4.4%) 0.28� 0.08 (-32.3%)
PickCube 0.06� 0.02 (-69.8%) 0.01� 0.00 (-97.0%) 0.11� 0.01 (+3.3%) 0.03� 0.01 (-90.5%) 0.02� 0.01 (-94.4%) 0.01� 0.00 (-98.1%) 0.15� 0.01 (-55.2%)
PokeCube 0.08� 0.01 (-54.2%) 0.03� 0.01 (-92.1%) 0.07� 0.01 (-77.6%) 0.16� 0.05 (-25.1%) 0.02� 0.02 (-95.1%) 0.04� 0.09 (-89.4%) 0.22� 0.03 (-45.0%)
PullCube 0.12� 0.04 (-66.5%) 0.10� 0.03 (-71.4%) 0.12� 0.01 (-0.7%) 0.27� 0.07 (-29.8%) 0.10� 0.04 (-79.0%) 0.26� 0.12 (-46.2%) 0.43� 0.05 (-14.4%)
PullCubeTool 0.13� 0.04 (-40.8%) 0.12� 0.08 (-81.2%) 0.16� 0.05 (-30.0%) 0.11� 0.05 (-54.3%) 0.02� 0.05 (-94.0%) 0.03� 0.02 (-94.6%) 0.45� 0.08 (-38.9%)
PushCube 0.13� 0.02 (-55.9%) 0.02� 0.02 (-94.9%) 0.23� 0.06 (-54.3%) 0.21� 0.02 (-38.6%) 0.08� 0.03 (-82.7%) 0.15� 0.07 (-67.7%) 0.45� 0.06 (-0.4%)
PlaceAppleInBowl 0.05� 0.02 (-32.0%) 0.05� 0.03 (-70.3%) 0.06� 0.03 (-2.8%) 0.07� 0.04 (-34.4%) 0.04� 0.04 (-66.6%) 0.06� 0.02 (-54.9%) 0.29� 0.18 (-7.4%)
TransportBox 0.05� 0.03 (+1.6%) 0.18� 0.07 (-28.9%) 0.27� 0.01 (+0.3%) 0.27� 0.01 (+0.4%) 0.23� 0.09 (-5.2%) 0.26� 0.01 (-0.1%) 0.28� 0.01 (-0.1%)

5.2 Sample Ef�ciency

(a) Per-task sample ef�ciency. (b) Aggregated IQM returns.

Figure 9: Sample ef�ciency results, aggregated using 5 seeds.

SegDAC matches the sample ef�ciency of DrQ-v2 across all 8 tasks and outperforms it on three
of eight (Figure 9). This is notable because SegDAC uses no data augmentation, while DrQ-v2
relies on random shifts as its primary mechanism for learning ef�ciency. SegDAC also consistently
outperforms all visual generalization baselines (MaDi, SADA, SMG, SAM-G) in sample ef�ciency.
These methods often perform well on a subset of tasks but collapse on others: MaDi achieves
competitive returns on PullCube but fails on LiftPegUpright. In contrast, SegDAC maintains stable
learning curves across all 8 tasks without collapsing.

This result directly addresses a known tradeoff in visual RL: methods strong in visual generalization
tend to sacri�ce sample ef�ciency, and vice versa (Almuzairee et al., 2024). SegDAC achieves
both, suggesting that learning from dynamic object tokens provides a favourable inductive bias not
just for generalization but for learning stability as well. Additional per-task curves are provided
in Section 16.

5.3 Robustness to Segment Variability

In practice, the set of detected segments varies frequently along a trajectory, both in its count and
in its granularity. Figure 10 (top) illustrates this: the background may appear late, task-critical seg-
ments may temporarily disappear, and parts of the robot arm may merge or split across consecutive
frames. Figure 10 (bottom) shows that within a single episode ofUnitreeG1PlaceAppleInBowl, the
segment count can vary from as few as 5 to as many as 21. Despite this, SegDAC maintains sta-
ble behavior and successfully completes the task even when task-critical objects temporarily vanish
from the segment set. We attribute this robustness to two properties of our design. First, natu-
ral segment variability during training acts as an implicit structural augmentation: by seeing token
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Figure 10: (Top) Each row is a rollout showing variability in detected segments: (a) PushCube,
(b-c) AppleInBowl. (Bottom) Segment count within a single episode: 5 (left) vs. 21 (right).

sets that change in identity, count, and granularity at every timestep, the policy learns to reason from
incomplete object information without any explicit data augmentation strategy. Second, our context-
preserving pooling design means that each object token is computed from a ViT encoder that has
already attended over the full scene. When a segment disappears, the remaining tokens still carry
partial information about the missing region through self-attention, providing a soft redundancy.
Together, these two properties are emergent bene�ts of our architecture and training regime.

5.4 Ablations

Segment positional encoding.Removing our segment positional encoding does not prevent learn-
ing but consistently hurts sample ef�ciency: the ablated variant lags on all three tasks with sub-
stantially higher variance (Figure 11). Pretrained patch features merged via mean pooling thus do
not implicitly encode the spatial grounding needed for precise manipulation.Fixed vs. variable
segment count. A �xed budget of N =5 segments is competitive onPushCubebut degrades on
tasks with more complex manipulation and diverse segmentation (Figure 11), most sharply onUni-
treeG1PlaceAppleInBowl, where both variants track closely for 600K steps before diverging, pre-
cisely when the policy must exploit �ne-grained object location. Truncation is not a minor quanti-
zation error: it can discard task-critical information that cannot be recovered.Global vs. per-object
token. Replacing per-object tokens with a single mean-pooled global feature drops performance on
7 of 8 tasks (Figure 11), even after hyperparameter tuning of this baseline, showing that SegDAC's
gains are not purely inherited from the frozen encoder: object-level structure must be explicitly
preserved through segmentation and the transformer decoder.Text input sensitivity. Synonym
substitution (Section 9.1.2) and a shared cross-task vocabulary (Section 9.1.3) produce no measur-
able degradation, only a slight variance increase on one task with the shared vocabulary, con�rming
SegDAC requires no prompt engineering.

5.5 Case Studies and Failure Analysis

Under hard perturbations, SegDAC fails more gracefully than MaDi: rather than producing erratic
behavior, it executes structured attempts that consistently miss by a small margin, preserving task
intent. This suggests that object-centric representations maintain behavioral coherence even when
generalization breaks down. Qualitative examples are provided in Section 8.5.
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Figure 11: Ablation studies.(Top) Removing segment positional encoding hurts sample ef�-
ciency. (Middle) Fixing token count to 5 degrades performance on harder tasks.(Bottom)Global
SAM features collapse on 7 of 8 tasks (remaining tasks in Section 9.2), indicating object-level
structure contributes substantially to SegDAC's gains. Shaded:� 1 std (3 seeds; 5 forUni-
treeG1PlaceAppleInBowlin top, all tasks in bottom).

6 Limitations and Future Directions

SegDAC is evaluated on short-horizon simulated manipulation tasks. As a memoryless single-frame
policy, it lacks temporal reasoning, and its 2D positional encodings may not generalize to extreme
viewpoint shifts. SegDAC processes512� 512 inputs with semantic text tags, whereas baselines
use their original84 � 84 con�gurations; scaling the latter is non-trivial as their CNNs and frame-
stacking require redesign and greater compute. Consequently, we cannot de�nitively disentangle
our architecture's gains from the effects of higher-�delity visual inputs and semantic text priors. Al-
though our global-token ablation (Section 5.4) shows high-resolution features alone are insuf�cient,
and SAM-G uses a larger perception stack (Section 11), this discrepancy means models receive dif-
ferent visual information. Isolating the impact of resolution and text priors, alongside real-world
deployment, remain essential future directions.

7 Conclusion

We introduced SegDAC, a transformer-based actor-critic that ef�ciently learns from dynamic object-
centric tokens built from frozen pretrained vision models. On our ManiSkill3 visual generalization
benchmark, SegDAC improves over prior methods by up to 88% on the hardest settings while match-
ing DrQ-v2 in sample ef�ciency. Our ablations show that training on dynamically changing object
tokens, rather than raw pixels or a �xed slot budget, provides a favorable inductive bias for learning
robust policies without per-task representation tuning.



SegDAC: Visual Generalization in Reinforcement Learning via Dynamic Object Tokens

References

Rishabh Agarwal, Max Schwarzer, Pablo Samuel Castro, Aaron Courville, and Marc G. Bellemare.
Deep reinforcement learning at the edge of the statistical precipice, 2022. URLhttps://
arxiv.org/abs/2108.13264 .

Abdulaziz Almuzairee, Nicklas Hansen, and Henrik I Christensen. A recipe for unbounded data aug-
mentation in visual reinforcement learning.ReinforcementLearningJournal, 1:130–157, 2024.

Mahmoud Assran, Quentin Duval, Ishan Misra, Piotr Bojanowski, Pascal Vincent, Michael Rabbat,
Yann LeCun, and Nicolas Ballas. Self-supervised learning from images with a joint-embedding
predictive architecture, 2023. URLhttps://arxiv.org/abs/2301.08243 .

David Bertoin, Adil Zouitine, Mehdi Zouitine, and Emmanuel Rachelson. Look where you
look! saliency-guided q-networks for generalization in visual reinforcement learning. In
S. Koyejo, S. Mohamed, A. Agarwal, D. Belgrave, K. Cho, and A. Oh (eds.),Advancesin
NeuralInformationProcessingSystems, volume 35, pp. 30693–30706. Curran Associates, Inc.,
2022. URL https://proceedings.neurips.cc/paper_files/paper/2022/
file/c5ee2a08fbe743b171b0b4b2bdfd6f86-Paper-Conference.pdf .

Albert Bou, Matteo Bettini, Sebastian Dittert, Vikash Kumar, Shagun Sodhani, Xiaomeng Yang,
Gianni De Fabritiis, and Vincent Moens. Torchrl: A data-driven decision-making library for
pytorch, 2023. URLhttps://arxiv.org/abs/2306.00577 .

Chao Chen, Jiacheng Xu, Weijian Liao, Hao Ding, Zongzhang Zhang, Yang Yu, and Rui Zhao.
Focus-then-decide: Segmentation-assisted reinforcement learning.Proceedingsof the AAAI
Conferenceon Arti�cial Intelligence, 38(10):11240–11248, Mar. 2024. DOI: 10.1609/aaai.
v38i10.29002. URLhttps://ojs.aaai.org/index.php/AAAI/article/view/
29002 .

Tianheng Cheng, Lin Song, Yixiao Ge, Wenyu Liu, Xinggang Wang, and Ying Shan. Yolo-world:
Real-time open-vocabulary object detection, 2024. URLhttps://arxiv.org/abs/2401.
17270 .

Jacob Devlin, Ming-Wei Chang, Kenton Lee, and Kristina Toutanova. BERT: Pre-training of
deep bidirectional transformers for language understanding. In Jill Burstein, Christy Doran, and
Thamar Solorio (eds.),Proceedingsof the 2019Conferenceof the North AmericanChapterof
theAssociationfor ComputationalLinguistics:HumanLanguageTechnologies,Volume1 (Long
andShortPapers), pp. 4171–4186, Minneapolis, Minnesota, June 2019. Association for Compu-
tational Linguistics. DOI: 10.18653/v1/N19-1423. URLhttps://aclanthology.org/
N19-1423/ .

Aniket Rajiv Didolkar, Andrii Zadaianchuk, Rabiul Awal, Maximilian Seitzer, Efstratios Gavves,
and Aishwarya Agrawal. Ctrl-o: Language-controllable object-centric visual representation learn-
ing. In Proceedingsof the IEEE/CVFConferenceon ComputerVision andPatternRecognition
(CVPR), 2025.

Alexey Dosovitskiy, Lucas Beyer, Alexander Kolesnikov, Dirk Weissenborn, Xiaohua Zhai, Thomas
Unterthiner, Mostafa Dehghani, Matthias Minderer, Georg Heigold, Sylvain Gelly, Jakob Uszko-
reit, and Neil Houlsby. An image is worth 16x16 words: Transformers for image recognition at
scale, 2021. URLhttps://arxiv.org/abs/2010.11929 .

Bram Grooten, Tristan Tomilin, Gautham Vasan, Matthew E. Taylor, A. Rupam Mahmood, Meng
Fang, Mykola Pechenizkiy, and Decebal Constantin Mocanu. Madi: Learning to mask distractions
for generalization in visual deep reinforcement learning, 2023. URLhttps://arxiv.org/
abs/2312.15339 .



Reinforcement Learning Journal 2026

Tuomas Haarnoja, Aurick Zhou, Pieter Abbeel, and Sergey Levine. Soft actor-critic: Off-policy
maximum entropy deep reinforcement learning with a stochastic actor, 2018. URLhttps:
//arxiv.org/abs/1801.01290 .

Tuomas Haarnoja, Aurick Zhou, Kristian Hartikainen, George Tucker, Sehoon Ha, Jie Tan, Vikash
Kumar, Henry Zhu, Abhishek Gupta, Pieter Abbeel, and Sergey Levine. Soft actor-critic algo-
rithms and applications, 2019. URLhttps://arxiv.org/abs/1812.05905 .

Nicklas Hansen and Xiaolong Wang. Generalization in reinforcement learning by soft data aug-
mentation. In2021 IEEE InternationalConferenceon Roboticsand Automation(ICRA), pp.
13611–13617. IEEE Press, 2021. DOI: 10.1109/ICRA48506.2021.9561103. URLhttps:
//doi.org/10.1109/ICRA48506.2021.9561103 .

Nicklas Hansen, Hao Su, and Xiaolong Wang. Stabilizing deep q-learning with convnets and vi-
sion transformers under data augmentation, 2021. URLhttps://arxiv.org/abs/2107.
00644 .

Xinyu Huang, Yi-Jie Huang, Youcai Zhang, Weiwei Tian, Rui Feng, Yuejie Zhang, Yanchun Xie,
Yaqian Li, and Lei Zhang. Open-set image tagging with multi-grained text supervision, 2023.
URL https://arxiv.org/abs/2310.15200 .

Alexander Kirillov, Eric Mintun, Nikhila Ravi, Hanzi Mao, Chloe Rolland, Laura Gustafson, Tete
Xiao, Spencer Whitehead, Alexander C. Berg, Wan-Yen Lo, Piotr Dollár, and Ross Girshick.
Segment anything, 2023. URLhttps://arxiv.org/abs/2304.02643 .

Vijay Konda and John Tsitsiklis. Actor-critic algorithms. InAdvancesin Neural Information
ProcessingSystems, volume 12, 1999.

Ilya Kostrikov, Denis Yarats, and Rob Fergus. Image augmentation is all you need: Regularizing
deep reinforcement learning from pixels, 2021. URLhttps://arxiv.org/abs/2004.
13649 .

Michael Laskin, Kimin Lee, Adam Stooke, Lerrel Pinto, Pieter Abbeel, and Aravind Srinivas. Re-
inforcement learning with augmented data, 2020. URLhttps://arxiv.org/abs/2004.
14990 .

Marion Lepert, Ria Doshi, and Jeannette Bohg. Shadow: Leveraging segmentation masks for cross-
embodiment policy transfer, 2025. URLhttps://arxiv.org/abs/2503.00774 .

Francesco Locatello, Dirk Weissenborn, Thomas Unterthiner, Aravindh Mahendran, Georg Heigold,
Jakob Uszkoreit, Alexey Dosovitskiy, and Thomas Kipf. Object-centric learning with slot atten-
tion. In Proceedingsof the 34th InternationalConferenceon Neural Information Processing
Systems, NIPS '20, Red Hook, NY, USA, 2020. Curran Associates Inc. ISBN 9781713829546.

Volodymyr Mnih, Koray Kavukcuoglu, David Silver, Alex Graves, Ioannis Antonoglou, Daan
Wierstra, and Martin Riedmiller. Playing atari with deep reinforcement learning, 2013. URL
https://arxiv.org/abs/1312.5602 .

Maxime Oquab, Timothée Darcet, Théo Moutakanni, Huy Vo, Marc Szafraniec, Vasil Khalidov,
Pierre Fernandez, Daniel Haziza, Francisco Massa, Alaaeldin El-Nouby, Mahmoud Assran, Nico-
las Ballas, Wojciech Galuba, Russell Howes, Po-Yao Huang, Shang-Wen Li, Ishan Misra, Michael
Rabbat, Vasu Sharma, Gabriel Synnaeve, Hu Xu, Hervé Jegou, Julien Mairal, Patrick Labatut, Ar-
mand Joulin, and Piotr Bojanowski. Dinov2: Learning robust visual features without supervision,
2024. URLhttps://arxiv.org/abs/2304.07193 .

Adam Paszke, Sam Gross, Francisco Massa, Adam Lerer, James Bradbury, Gregory Chanan, Trevor
Killeen, Zeming Lin, Natalia Gimelshein, Luca Antiga, Alban Desmaison, Andreas Kopf, Edward
Yang, Zachary DeVito, Martin Raison, Alykhan Tejani, Sasank Chilamkurthy, Benoit Steiner,
Lu Fang, Junjie Bai, and Soumith Chintala. Pytorch: An imperative style, high-performance



SegDAC: Visual Generalization in Reinforcement Learning via Dynamic Object Tokens

deep learning library. In H. Wallach, H. Larochelle, A. Beygelzimer, F. d�Alché-Buc, E. Fox,
and R. Garnett (eds.),Advancesin Neural Information ProcessingSystems, volume 32. Cur-
ran Associates, Inc., 2019. URLhttps://proceedings.neurips.cc/paper_files/
paper/2019/file/bdbca288fee7f92f2bfa9f7012727740-Paper.pdf .

Deepak Pathak, Pulkit Agrawal, Alexei A. Efros, and Trevor Darrell. Curiosity-driven exploration
by self-supervised prediction. InProceedingsof the 34th InternationalConferenceon Machine
Learning- Volume70, ICML'17, pp. 2778–2787. JMLR.org, 2017.

Wilbert Pumacay, Ishika Singh, Jiafei Duan, Ranjay Krishna, Jesse Thomason, and Dieter Fox. The
colosseum: A benchmark for evaluating generalization for robotic manipulation, 2024. URL
https://arxiv.org/abs/2402.08191 .

Nikhila Ravi, Valentin Gabeur, Yuan-Ting Hu, Ronghang Hu, Chaitanya Ryali, Tengyu Ma, Haitham
Khedr, Roman Rädle, Chloe Rolland, Laura Gustafson, Eric Mintun, Junting Pan, Kalyan Va-
sudev Alwala, Nicolas Carion, Chao-Yuan Wu, Ross Girshick, Piotr Dollár, and Christoph Fe-
ichtenhofer. Sam 2: Segment anything in images and videos, 2024. URLhttps://arxiv.
org/abs/2408.00714 .

K Sreedhar. Enhancement of images using morphological transformations.InternationalJournal
of ComputerScienceand Information Technology, 4(1):33–50, February 2012. ISSN 0975-
4660. DOI: 10.5121/ijcsit.2012.4103. URLhttp://dx.doi.org/10.5121/ijcsit.
2012.4103 .

Stone Tao, Fanbo Xiang, Arth Shukla, Yuzhe Qin, Xander Hinrichsen, Xiaodi Yuan, Chen Bao,
Xinsong Lin, Yulin Liu, Tse kai Chan, Yuan Gao, Xuanlin Li, Tongzhou Mu, Nan Xiao, Arnav
Gurha, Viswesh Nagaswamy Rajesh, Yong Woo Choi, Yen-Ru Chen, Zhiao Huang, Roberto Ca-
landra, Rui Chen, Shan Luo, and Hao Su. Maniskill3: Gpu parallelized robotics simulation and
rendering for generalizable embodied ai.Robotics:ScienceandSystems, 2025.

Hugo Touvron, Louis Martin, Kevin Stone, Peter Albert, Amjad Almahairi, Yasmine Babaei, Niko-
lay Bashlykov, Soumya Batra, Prajjwal Bhargava, Shruti Bhosale, Dan Bikel, Lukas Blecher,
Cristian Canton Ferrer, Moya Chen, Guillem Cucurull, David Esiobu, Jude Fernandes, Jeremy
Fu, Wenyin Fu, Brian Fuller, Cynthia Gao, Vedanuj Goswami, Naman Goyal, Anthony Hartshorn,
Saghar Hosseini, Rui Hou, Hakan Inan, Marcin Kardas, Viktor Kerkez, Madian Khabsa, Isabel
Kloumann, Artem Korenev, Punit Singh Koura, Marie-Anne Lachaux, Thibaut Lavril, Jenya Lee,
Diana Liskovich, Yinghai Lu, Yuning Mao, Xavier Martinet, Todor Mihaylov, Pushkar Mishra,
Igor Molybog, Yixin Nie, Andrew Poulton, Jeremy Reizenstein, Rashi Rungta, Kalyan Saladi,
Alan Schelten, Ruan Silva, Eric Michael Smith, Ranjan Subramanian, Xiaoqing Ellen Tan, Binh
Tang, Ross Taylor, Adina Williams, Jian Xiang Kuan, Puxin Xu, Zheng Yan, Iliyan Zarov, Yuchen
Zhang, Angela Fan, Melanie Kambadur, Sharan Narang, Aurelien Rodriguez, Robert Stojnic,
Sergey Edunov, and Thomas Scialom. Llama 2: Open foundation and �ne-tuned chat models,
2023. URLhttps://arxiv.org/abs/2307.09288 .

Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N Gomez,
� ukasz Kaiser, and Illia Polosukhin. Attention is all you need. In I. Guyon, U. Von
Luxburg, S. Bengio, H. Wallach, R. Fergus, S. Vishwanathan, and R. Garnett (eds.),
Advancesin Neural Information ProcessingSystems, volume 30. Curran Associates, Inc.,
2017. URL https://proceedings.neurips.cc/paper_files/paper/2017/
file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf .

Ziyu Wang, Yanjie Ze, Yifei Sun, Zhecheng Yuan, and Huazhe Xu. Generalizable visual reinforce-
ment learning with segment anything model, 2023. URLhttps://arxiv.org/abs/2312.
17116 .

Denis Yarats, Amy Zhang, Ilya Kostrikov, Brandon Amos, Joelle Pineau, and Rob Fergus. Im-
proving sample ef�ciency in model-free reinforcement learning from images, 2020. URL
https://arxiv.org/abs/1910.01741 .



Reinforcement Learning Journal 2026

Denis Yarats, Rob Fergus, Alessandro Lazaric, and Lerrel Pinto. Mastering visual continuous con-
trol: Improved data-augmented reinforcement learning, 2021. URLhttps://arxiv.org/
abs/2107.09645 .

Zhecheng Yuan, Zhengrong Xue, Bo Yuan, Xueqian Wang, YI WU, Yang Gao, and Huazhe
Xu. Pre-trained image encoder for generalizable visual reinforcement learning. In S. Koyejo,
S. Mohamed, A. Agarwal, D. Belgrave, K. Cho, and A. Oh (eds.),Advancesin Neural
Information ProcessingSystems, volume 35, pp. 13022–13037. Curran Associates, Inc.,
2022. URL https://proceedings.neurips.cc/paper_files/paper/2022/
file/548a482d4496ce109cddfbeae5defa7d-Paper-Conference.pdf .

Zhecheng Yuan, Sizhe Yang, Pu Hua, Can Chang, Kaizhe Hu, and Huazhe Xu. Rl-vigen: A rein-
forcement learning benchmark for visual generalization, 2023. URLhttps://arxiv.org/
abs/2307.10224 .

Di Zhang, Bowen Lv, Hai Zhang, Feifan Yang, Junqiao Zhao, Hang Yu, Chang Huang, Hongtu
Zhou, Chen Ye, and Changjun Jiang. Focus on what matters: Separated models for visual-based
rl generalization, 2024a. URLhttps://arxiv.org/abs/2410.10834 .

Renrui Zhang, Zhengkai Jiang, Ziyu Guo, Shilin Yan, Junting Pan, Xianzheng Ma, Hao Dong,
Peng Gao, and Hongsheng Li. Personalize segment anything model with one shot, 2023a. URL
https://arxiv.org/abs/2305.03048 .

Shaolei Zhang, Qingkai Fang, Zhe Yang, and Yang Feng. Llava-mini: Ef�cient image and video
large multimodal models with one vision token, 2025. URLhttps://arxiv.org/abs/
2501.03895 .

Youcai Zhang, Xinyu Huang, Jinyu Ma, Zhaoyang Li, Zhaochuan Luo, Yanchun Xie, Yuzhuo Qin,
Tong Luo, Yaqian Li, Shilong Liu, Yandong Guo, and Lei Zhang. Recognize anything: A strong
image tagging model, 2023b. URLhttps://arxiv.org/abs/2306.03514 .

Zhuoyang Zhang, Han Cai, and Song Han. Ef�cientvit-sam: Accelerated segment anything model
without accuracy loss, 2024b. URLhttps://arxiv.org/abs/2402.05008 .



SegDAC: Visual Generalization in Reinforcement Learning via Dynamic Object Tokens

Supplementary Materials
Thefollowing contentwasnotnecessarilysubjectto peerreview.

8 Visual Generalization Benchmark De�nition

8.1 Visual Perturbation Categories

Category Perturbations
Camera camera pose, camera FOV
Lighting lighting direction, lighting color
Color MO color, RO color, table color, ground color
Texture MO texture, RO texture, table texture, ground texture

Table 5: Perturbation categories and their corresponding visual perturbation tests.

Table 5 lists the visual perturbation categories used in Figure 7.

8.2 Model Selection

For all methods, we tested the �nal model (for each seed) after 1 million training steps. Early
stopping had no signi�cant effect on results, so using the �nal checkpoint ensured consistency and
simplicity across tests.

8.3 Scores Aggregation

Scores are computed using normalized returns, where each return is divided by the maximum num-
ber of steps for the task, yielding values in[0; 1]. To compute benchmark returns, we �rst evaluate
baseline performance on the unperturbed tasks by running 50 rollouts per task and per model seed.
Each average return (over 50 rollouts) is computed for allm = 8 tasks andn = 5 seeds, yield-
ing m � n = 40 scores. We then compute the IQM and 95% con�dence intervals using strati�ed
bootstrap with 50,000 replications, following Agarwal et al. (2022).

For individual perturbation results (e.g., Table 13), we setm = 1 (a single task) andn = 5 (seeds),
with each score averaged over 50 rollouts. For category-level scores (e.g., Camera Easy, Light-
ing Easy),m is the total number of perturbation-task combinations in that category. For instance,
both the Camera and Lighting categories include two perturbations (Pose/FOV and Direction/Color,
respectively) applied to 8 tasks, resulting inm = 2 � 8 = 16.

Some perturbation categories involve a receiving object (RO), such as RO Texture and RO Color
in the Texture and Color categories. Tasks that do not include a RO (e.g., LiftPegUpright) cannot
be evaluated on these speci�c perturbations, reducingm by one for those tasks. As a result, the
total number of perturbation-task pairs varies across categories depending on RO availability. For
both Texture and Color, we obtainm = 29 after summing over all tasks while accounting for the
presence or absence of ROs. A summary of the number of valid perturbation-task pairs per category,
accounting for RO presence, is shown in Table 6.

For the overall scores, we aggregated results across all tasks and all perturbations for each dif�culty
level, yielding a total of80 + 80 + 145 + 145 = 450 test cases per dif�culty. We then computed the
IQM over these 450 results, providing a robust and reliable evaluation.




