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Summary

The paper studies reinforcement learning (RL) under temporal logic (TL) constraints where
an agent must both satisfy logical task specifications and maximize environmental rewards, a
problem that is difficult because sparse constraint signals and competing rewards often cause
policies to ignore the constraints. To address this issue, the authors propose the adaptive critic
shaping, a method that shapes the critic values rather than modifying the reward function. The
TL specification is translated into an automaton and decomposed into stages, and a max operator
is incorporated into the Bellman update to create value barriers that prevent environmental
rewards from distracting the agent from satisfying the constraint first. In addition, a PID-inspired
adaptive tuning mechanism dynamically adjusts stage-wise auxiliary values according to the
empirical probability of constraint satisfaction, enabling the agent to first learn reliable constraint
satisfaction and then gradually optimize environmental rewards. The paper also introduces a
sum-max RL framework with a new Bellman operator and proves its contraction property and
convergence. Experiments in multiple discrete and continuous environments demonstrate that
the proposed approach improves both constraint-satisfaction efficiency and reward maximization
compared with existing reward-shaping baselines.

Contribution(s)

1. Adaptive Critic Shaping for TL-constrained RL. The paper proposes a novel critic shaping
framework that directly modifies critic values using a max operator instead of adding auxiliary
rewards to the reward function. By decomposing the temporal logic (TL) specification into
stages and introducing value barriers between stages, the method prevents environmental
rewards from distracting the agent from satisfying the TL constraint, enabling the agent to
prioritize constraint satisfaction before reward maximization.

Context: Prior works (Shah et al., 2025) use addition-based reward-shaping to satisfy the
TL constraint

2. PID-inspired adaptive tuning mechanism. The authors introduce an adaptive mechanism
inspired by PID control to dynamically adjust stage-wise shaping values according to the
empirical probability of constraint satisfaction. This mechanism increases shaping strength
when constraint violations occur and gradually reduces it once the constraint is reliably
satisfied, allowing the agent to transition smoothly from constraint learning to environmental
reward optimization.

Context: None

3. Sum-max RL framework with theoretical guarantees. The paper develops a sum—max
RL formulation, defining new Bellman operators that combine environmental rewards and
auxiliary shaping values through summation and maximization. The authors prove that the
proposed Bellman operators are contractions and that the optimal critic is their fixed point,
establishing convergence guarantees for the proposed method in stochastic environments.
Context: Prior works (Veviurko et al., 2024; Gottipati et al., 2020) only have max Bellman
operator, which cannot address the additive rewards of the environment.
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Abstract

Temporal logic (TL) provides a flexible and expressive language for specifying complex
task requirements that are often difficult to encode using scalar reward functions alone.
Recently, there has been growing interest in reinforcement learning (RL) algorithms
designed to solve tasks defined by TL specifications. However, many real-world applica-
tions require the simultaneous satisfaction of logical constraints and the optimization
of environmental rewards, a setting in which TL alone is insufficient to capture both
objectives. Consequently, it is essential to develop an RL framework capable of en-
forcing TL constraints while maximizing scalar returns, i.e. accumulated rewards, of
the environment. This constrained optimization problem is particularly challenging in
deep RL, where sparse TL satisfaction signals and competing environmental rewards
often lead policies to disregard logical constraints. To address these challenges, we
propose a novel adaptive critic shaping method to guide policy learning toward achieving
both objectives. By decomposing TL constraints into sequential stages, the proposed
method employs the max operator to directly shape the critic values of key states for
achieving every stage, preventing the constraint satisfaction from being distracted by
environmental rewards. Inspired by PID control, we further introduce an adaptive tuning
mechanism that dynamically adjusts the shaped critic values, balancing the satisfaction of
TL constraint and maximization of the environmental rewards. In addition, we formulate
a sum-max RL framework and establish a theoretical guaranty on the convergence of the
proposed method in stochastic environments. Empirical evaluations demonstrate that the
proposed algorithm substantially outperforms existing reward-shaping methods in terms
of both constraint satisfaction efficiency and environmental reward maximization.

1 Introduction

Reinforcement learning (RL) relies on learning optimal policies through trial-and-error interactions
with the environment (Sutton, 2018). However, many real-world applications require RL agent to not
only maximize some objective function but also satisfy certain constraints on the agent’s trajectory.
Conventionally, the formulation of constrained RL focuses on maximizing reward functions while
keeping some cost function below a fixed threshold (Wachi et al., 2024; Achiam et al., 2017; Chow
et al., 2018). However, in practice, robotic systems often require the adhesion to some constraints
with complex spatial and temporal relationships. For example, a robot is constrained to "pick up a
lever from region A, then deliver it to region B and pick up a wheel there, while avoiding collisions
with any other objects".

Temporal logic (TL) is a formal specification language capable of expressing complex spatial and
temporal constraints that cannot be reduced to scalar Markovian rewards (Abel et al., 2021). Recently,
RL under TL constraints has gained significant attention, especially in robotics and control. One
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common paradigm embeds constraint satisfaction into the reward structure to enable policy learning
via return maximization (Li et al., 2017; Aksaray et al., 2016; Vaezipoor et al., 2021; Bagatella et al.,
2024). Another line of research focuses on modifying exploration during RL, such as shielded RL
(Alshiekh et al., 2018), which enforces Linear Temporal Logic (LTL) (Pnueli, 1977) constraints by
correcting unsafe actions. Additionally, a model-based safe exploration framework (Cai & Vasile,
2021) leverages Gaussian process models and control barrier functions to maintain a high probability
of LTL satisfaction in deep RL.

Beyond enforcing constraint satisfaction, reward optimization remains a fundamental requirement
in reinforcement learning for many real-world applications. This work addresses the problem of
satisfying temporal logic (TL) constraints while simultaneously maximizing the environmental return,
i.e. the accumulated rewards of the environment. In this problem, TL formulas capture the semantics
of task completion and safety requirements, whereas the environment-defined reward function guides
the selection of efficient strategies for task execution. Moreover, as stated in previous works on
constrained RL (Wachi et al., 2024; Gu et al., 2024), minimizing the number of constraint violations
during the agent’s learning process is always an additional objective. However, maximizing return
does not necessarily align with satisfying TL constraints. For instance, in robotic motion planning, a
TL specification may require the agent to visit a prescribed sequence of regions, while the reward
function may prioritize objectives such as reducing energy consumption or enhancing motion stability,
thereby introducing potential conflicts between task completion and optimality.

Prior work (Hasanbeig et al., 2020a; Voloshin et al., 2023; Camacho et al., 2019) commonly re-
formulates constrained learning via Lagrangian-style relaxation (Achiam et al., 2017; Le et al.,
2019), encoding TL constraints as proxy rewards optimized jointly with environmental rewards.
However, these proxy signals are often sparse and difficult to optimize, causing policies to prioritize
reward maximization over constraint satisfaction. To address this issue, several studies (Jiang et al.,
2021; Kwon et al., 2024; Shah et al., 2024) introduce intermediate auxiliary rewards through reward
shaping (Ng et al., 1999). Despite empirical improvements, such approaches may still suffer from
slow convergence in long-horizon tasks and cannot consistently prioritize constraint satisfaction or
reduce the number of constraint violations, leaving agents vulnerable to distraction from competing
environmental rewards, as highlighted in the motivating example.

To address these challenges, we propose a novel adaptive critic-shaping method that directly shapes
critic values through a max operator while adaptively tuning shaping values (auxiliary rewards) to
simultaneously promote constraint satisfaction and reward optimization. Specifically, the temporal
logic (TL) specification is first translated into a finite-state automaton (FSA) and decomposed into
sequential stages. The max operator introduces value barriers at the boundaries between consecutive
stages—each representing a transition toward greater FSA satisfaction—thereby encouraging the
agent to prioritize constraint fulfillment and preventing rewards from current or future stages from
distracting progress in the present stage. Furthermore, inspired by PID controller (Johnson & Moradi,
2005), we design an adaptive tuning mechanism that adjusts stage-wise shaping values according to
the agent’s real-time performance with respect to constraint satisfaction. In order to reduce the number
of constraint violations in the learning process, this tuning mechanism is designed to enable the
agent to first acquire behaviors that reliably satisfy TL constraints and subsequently optimize scalar
returns, allowing gradual reward maximization without compromising the performance of constraint
satisfaction. Finally, we establish a theoretical foundation based on a sum-max RL framework to
analyze the convergence of the proposed critic-shaping method in stochastic environments. In this
framework, we first formulate a sum-max Bellman operator and then show that the optimal policy of
reward maximization and constraint satisfaction is the fixed point of this operator.

In experiments, we validate the proposed method across various environments, including both discrete
and continuous settings. The simulations show that the proposed method can outperform baselines in
terms of both learning efficiency of constraint satisfaction and reward optimization.
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2 Preliminary

2.1 Labeled MDP

In this work, we assume that the agent is working in a labeled MDP where some states can be
transformed into symbolic propositions and the constraint satisfaction is accomplished by visiting
right propositions in the specified time orders. Specifically, a (symbolic) proposition is a variable that
takes on a Boolean truth value. We define an alphabet X as all possible combinations over a finite set
of propositions (P); that is, ¥ = 2P, denoting the power-set of P. For instance, if P = {a, b}, we

have 3 = {{}’ {a}7 {b}’ {a’7 b}}

Labeled MDP. A labeled Markov Decision Process (MDP) is defined as a tuple M =
(S8, A,T¢,dy,,re, L), including the state space S, the action space .A, the unknown environmental
transition function 7° : § x A — A(S), an initial state distribution dy € A(S), the discount factor
v € (0,1), the environmental reward function r, : & X A — [Ruin, Rmax), and the labeling function
L : § — 3. The labeling function outputs which propositions in P are true for a given MDP state
s € S as input.

We have an example of labeled MDP as the environ-
ment in Figure 1. In this environment, an agent (rep-
resented by the robot) can move around the environ-

ment and visit different colored regions in any time or-

ders. The propositions in this environment are defined

as P = {y,o0,7r,p,g,c,b}, corresponding to whether ®

the agent is in the yellow, orange, red, purple, green,

cyan, or blue region at any point in time. As an exam- (2) Environment (b) Task FSA

ple, the environmental reward r. may produce a reward
of 1 whenever the agent visits purple or orange regions, Figure 1: Example. (a): the labeled MDP

which may distract the agent from visiting the red region. With P = {y,0,7,p, g, ¢, b}, denoting colored
regions. (b): the FSA of LTL task formula

O(0(r A Oy A O(b)))) AD(—g).
2.2 Reinforcement Learning (0L 0y 1 010)))) o)

Reinforcement Learning (RL) is a learning paradigm where an intelligent agent solves sequential
decision-making problems through trial and error (Sutton, 2018). The agent’s strategy of action
selection at each state is described by a policy 7 : S — A(.A). In standard RL, the major quantity
being optimized is the cumulative return, defined as Gy = Z;’io 77:7“@,15+1+i- In order to train the
policy 7 to maximize the expected return E,[G}], most previous RL algorithm learn the state and
state-action value functions as below, V(s,a) € § X A,

V™ (s) = Ex[Gt|st = $], V*(s) = max V7™(s)
Q7 (s,a) = Ex[Gt|st = s,ar = al, Q*(s,a) = mﬁuxQ“(s,a)

These functions are solutions to the Bellman equations as below

VT(s) = EaslTeir1 7V (8t41)]5t = 8]
Q"(s,a) = Eg i ap[rets1 Q7 (5041, a141)]5: = 8, a1 = a]
Q*(Sv a) = E5t+1,at+1 [r€7t+1 + ’anﬁx Q* (5t+1> a/>|5t = $,ar = a]

The solutions of these equations can be found by repeatedly applying the Bellman operators (Sutton,
2018) which are contractions and hence each of them has a unique fixed point corresponding to one
of the value functions above. The Bellman equation is the foundation of modern RL algorithms,
since it allows training deep neural networks to approximate value functions and produce the optimal
policy. In this work, we propose a new max-sum Bellman operator to reach a better trade-off between
the satisfaction of TL constraint and maximization of environmental rewards.
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2.3 Temporal Logic Specification

Linear Temporal Logic (LTL). Linear Temporal Logic (Pnueli, 1977) is a specification language
that integrates propositions in P with logical and temporal operators to precisely define complex
spatial and temporal relationships required by the task. In this work, we use ¢ to denote an LTL task
specification (formula). The LTL specifications are constructed by both logic operators, including not
(—), and (A), and implication (—), and temporal operators, including next (X), repeatedly/always/-
globally (OJ), eventually ({), and until (/). A more comprehensive overview of LTL specification is
in (Baier & Katoen, 2008).

We can demonstrate task specifications in the navigation environment in Figure 1(a). LTL can easily
define some simple objectives, such as safety (J(—g) (avoid the green region), reachability O(r)
(reach the red region), or progress O(r) A X(O(g)) (reach the red, then the yellow region). We
can also combine these operators to represent more complex specifications, such as O(O(r A O(y A
O(b)))) AO(—g), which instructs an agent to oscillate among first reaching the red, then yellow, and
then blue regions in this order while avoiding the green region.

In order to determine the logical satisfaction of an LTL formula and incorporate it into the learning of
RL agent, we need to transform it into a specialized automaton called a Limit Deterministic Biichi
Automaton (LDBA). The details on how LTL specifications can be transformed into semantically
equivalent LDBA are introduced in (Sickert et al., 2016; Hahn et al., 2015).

Limit Deterministic Biichi Automaton (LDBA). An LDBA is defined as a tuple B :=
(Q,%, T8, 9", &, q), representing a set of automaton states Q, the alphabet ¥ of predicates that
is the power-set of propositions (27) and defines deterministic transitions in the automaton, the
transition function of LDBA T2 : Q x (XUE) — Q, the set of accepting states Q*, and an initial
state go € Q. The states of an LDBA can be separated into deterministic and nondeterministic
components, i.e., @ = Qp U Qp, such that Q* C Qp, and for any ¢ € Qp and = € 3, we have
TB (¢,z) C Bp. &€ is known as epsilon-transitions, for ¢ € Q that transits to @ without being
conditioned on any propositions. A path n = (qo, g1, - . .) is a sequence of states in Q which are
reached via successive transitions governed by 7.

Acceptance of a Path. A path ) = (go, q1,. . .) is accepted by an LDBA B if an accepting state of B
is visited infinitely often by 7.

2.4 Problem Formulation

In this work, our target is to learn a policy that can produce trajectories following the TL constraint
specified by an LTL formula ¢ while maximizing the accumulated rewards 7. from the environmental
MDP M.

Product MDP. A product MDP is defined as a tuple M* := (§*, A*,T*,dg,~,7*), which is a
product of environmental MDP M and constraint LDBA B transformed from ¢. Specifically, the
state space is S™ := S x Q, the action space is A* := AU E which combines environmental actions
and epsilon transitions together, and the transition function of the product MDP is defined as

T¢(s,a,s'), a€Aq =T"(q L(s))
TX(37Qaa7S/7q/): ]-7 aES,q':TB(q,a),s:s' (1)
0, otherwise

In addition, d; is the initial state distribution of product MDP, combining dy of M and g of LDBA
BB together, and 7> combines 7. of M and the auxiliary reward function r 4 for LDBA B3, where 74
is designed to accelerate LDBA satisfaction as a constraint.

Over the product MDP M*, we define the policy as w : S* — A(A*). A policy can generate
trajectories 7 = ((S0, o, a0), (81,41, a1),...) in M*. Define the return R.(7) := > 1o re(st, ar)
as the accumulated environmental reward along the trajectory 7.
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Figure 2: Motivating example. (a): Layout of the environment. The TL constraint to satisfy is
O(red A Opurple) (first reach red and then purple regions). Reaching yellow region can get +1
reward. (b): Performance comparison of reward shaping (PBRS) and proposed method. PBRS fails in
constraint satisfaction, since the auxiliary rewards and +1 reward are all added to the critic function
and the agent is distracted by +1 reward without visiting the purple region.

Policy Satisfaction. We define P(7m |= ¢) as the probability of policy = € II satisfying the TL
constraint ¢. Specifically, P(7 = @) := E__ x [1;1=¢], where trajectory 7 is sampled from the
distribution induced by policy 7 in M*, and 1., is an indicator which checks if 7 is accepted by
¢, i.e., if T visits an accepting state ¢ € Q* of B infinitely often or not.

Constraint-satisfaction Policies. Define pges € (0, 1] as the desired probability of satisfying the
TL constraint ¢, which is set by the user. We denote II* as the set of policies which satisfy ¢ with
probability p at least, i.e., IT* := {7 € II|P(7 = ¢) > pues }. In this work, we solve the problem
of finding a policy m* among constraint-satisfaction policies II* that maximizes the environmental
return (discounted accumulated environmental rewards) in expectation, i.e.,

" € arg max E, ux[Re(T)] 2)

3 Methodology

In this work, we propose a novel adaptive critic shaping method to resolve policy optimization under
TL constraints, aiming to balance constraint satisfaction with return maximization. First, we present a
motivating example for the proposed method. Then, the critic shaping is formally presented to prevent
constraint satisfaction from being distracted by environmental rewards, and a PID-inspired adaptive
mechanism is introduced to tune the shaping values. The combination of these two techniques can
help the agent achieve both constraint satisfaction and return maximization. Finally, a theoretical
framework based on the sum-max RL is proposed to prove the convergence of the proposed method
in a stochastic environment, the full proof of which is presented in Supplementary Material C. The
implementation details and full algorithm are demonstrated in Supplementary Material E.

3.1 Motivating Example

Let us first have a motivating example for the proposed method. As shown in Figure 2(a), a robot
is navigating in a room and its task is to visit the red region first and then the purple region, i.e.
O(red A Qpurple). The room is divided into two parts. In every episode, the robot randomly starts
any position in the blue area. Once the robot steps into the green area, it cannot go back to the blue
area again. The solid black lines are wall segments. Visiting the yellow region can give the robot
+1 as an environmental reward. In this room, since yellow is easier to reach than purple, the yellow
region essentially distracts the robot from completing the task.

With PPO (Schulman et al., 2017) as the backbone, we compare conventional potential-based reward
shaping (PBRS) (Jiang et al., 2021; Ng et al., 1999) and critic shaping (CS) in improving the
efficiency of satisfying a TL constraint. As shown in Figure 2(b), PBRS fails due to distraction
from environmental rewards associated with reaching the yellow region. In PBRS, auxiliary signals
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reflecting TL progress are added to the reward function and propagated through the critic, where
the agent in policy learning can be biased toward locally rewarding but suboptimal behaviors. For
example, the two trajectories in Figure 2(a) (green and blue) fail to complete the task even though
auxiliary rewards are assigned at intermediate states, such as the purple and yellow dots on the paths.
Because the +1 reward at the yellow dot produces a larger advantage during policy updates than
progress toward the purple region, the agent tends to remain in the lower half of the red region and
repeatedly move toward the yellow circle. In contrast, CS shapes the critic directly via a max-based
operator, mitigating the interference of +1 reward and enabling more balanced exploration, thereby
increasing the likelihood of satisfying the TL constraint.

3.2 Definitions and Auxiliary Rewards

In this section, we first define several key concepts associated with the constraint automaton, includ-
ing distance, level, stage, and round, and then introduce the auxiliary rewards R 4. Given a task
specification ¢, we first translate it into an LDBA 5. For any automaton state s, € Q, the distance is
defined as the minimum number of transitions required to reach the nearest accepting state in Q*.
A level is then defined as the set of states sharing the same distance, with the level index equal to
that distance; hence, all accepting states belong to level 0. As illustrated in Figure 3, the red nodes
correspond to level 2, while the blue nodes belong to level 1.

Using levels, we partition a trajectory into rounds a (o f

and stages to capture progress toward satisfying 5. —’@{D @‘ _____ 6
A round denotes the trajectory segment leading to : ;
the next accepting-state visit; in Figure 3, the dot- :
ted and dashed lines correspond to rounds 1 and (&)=

2, respectively. Each round is further divided into Figure 3: Example of stage and round in a FSA.
stages, where the stage index equals the minimal = pe self-loops are omitted here. Red node: level 2,
level visited so far within that round and is initial- blue node: level 1, green node: level 0. Dotted line:
ized by the minimal distance to the next accepting round 1, dashed line: round 2. Green line: stage 3,
state. In the same figure, the green, red, and blue red line: stage 2, blue line: stage 3.

lines correspond to stages 3, 2, and 1, respectively.

Based on the definitions above, the state can be extended to a tuple of four elements, i.e. § =
(s,q,k,7) € S x Q@ x N x N, with environmental state s € S, automaton state ¢ € Q of the constraint
automaton B, stage index k£ € N and round index ¢ € N in B.

In order to encourage the agent to repeatedly visit an accepting state in Q* of B, the auxiliary rewards
R 4 are defined in terms of stage and round indices only, independent of exact environmental and
automaton states, and R4 are only non-zero at the boundary of going to next stage or round. The
definition of R 4 can be expressed as below.

R(kty1,ie41) ifhepr =k — 1iepr =it

RA(§t,a, §t+1) = R(kt+1, it—i—l) if’L't_;'_l = it + 1, kt = 0 (3)
otherwise

o

where the first line indicates the situation of entering the next stage, and the second line refers to the
initiation of the next round after an accepting state in 5 is visited. The values of R(k, ) are designed
to be positive and satisfy some conditions introduced at the end of Section 3.3.

3.3 Adaptive Critic Shaping

In this work, we propose investigating the effect of the critic shaping method on balancing the TL
constraint satisfaction and environmental return satisfaction. Inspired by the PID controller, we also
propose an adaptive tuning mechanism to adapt the shaping values (auxiliary rewards R 4) to different
difficulties of state transitions in constraint automaton 3 and instantaneous changes of the agent’s
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performance in the process of policy learning. The backbone RL algorithm is PPO (Schulman et al.,
2017), and the detailed algorithm table is presented in Appendix E.

3.3.1 Critic Shaping

In contrast to prior reward-shaping approaches for RL with TL specifications (Jiang et al., 2021;
Kwon et al., 2024; Shah et al., 2025), we introduce a critic-shaping framework that employs the max
operator V to integrate auxiliary rewards R 4 (determined by R) into the critic, thereby mitigating
the distracting influence of environmental rewards r, on TL-constraint satisfaction. During the
early stages of learning, when critic values are typically small across most states, incorporating V
into the Bellman update directly reshapes the critic by anchoring the values of critical intermediate
states at R. This mechanism prevents environmental rewards from dominating value estimation,
encouraging the agent to prioritize constraint satisfaction before reward maximization and reducing
the number of constraint violations during the learning process. Formally, the proposed critic-shaping
method incorporates R4 and the environmental reward r, through V and +, respectively, yielding
the following formulation of the sum-max return at time ¢, which serves as the training target for the
critic function.

Gy = Tetd1 + Rar1 VY(Tera + Ra 2 Vy(..))) 4)

where V is the max operator (a V b := max{a, b}). Based on this sum-max return, we develop a
sum-max RL framework to show the convergence of the proposed shaping method.

reward i The role of the operator V described above is illustrated in
S Figure 4. During the early stages of training, the agent typi-
: cally cannot reliably complete stage k£ — 1 of 13 or obtain the
auxiliary reward R 4 associated with its completion. As a re-
sult, the accumulated return at time ¢, derived solely from
environmental rewards r,, remains below 24 4, . In this
T Itime .regime, Ray, acts as a ba.rri.er that prevents r(,: collec.ted

in stage k — 1 from propagating backward and interfering

with policy learning in stage k and earlier stages. More-
Figure 4: Diagram of auxiliary and envi- OVET, because the critic value at ¢, is effectively fixed by this
ronmental rewards. k+ 1, k, k — 1: stage in- mechanism, the training targets for the policy within stage
dices. tx41,tx: time when stages £+ 1 and &k become more stable, thereby accelerating and stabilizing
k are passed. Blue line: auxiliary rewards ]earning to satisfy B.

R. Dotted line: unachieved R. Green line: ) o
environmental reward r.. Curved arrow: re- AS the agent becomes proficient at satisfying stage k — 1 of

ward discounted by ~y. Dash: rewards when B and consistently acquires R 4 of that stage, the accumu-
the agent can reliably pass stage k — 1. Red: lated discounted return at ¢, can eventually exceed R4 ¢, .
rewards (R + r.) discounted by . At this point, environmental rewards r. obtained in stage

k — 1 begin to propagate to preceding stages, allowing the
policy to optimize environmental rewards across both current and earlier stages, as illustrated by the
dashed curves in Figure 4. Consequently, the proposed method naturally induces a two-phase learning
process: the agent first prioritizes TL-constraint satisfaction and subsequently transitions toward
maximizing environmental rewards, achieving a balanced trade-off between reward optimization and
constraint compliance.

k+1 1l &
trt1 tr

3.3.2 PID-inspired Tuning Mechanism

The selection of auxiliary rewards R 4 is critical to the actual performance of the proposed method.
Since the agent has no prior knowledge of the environment, we design an adaptive tuning mechanism
to adjust R4 in every stage of the constraint automaton 5 according to the difficulties of state
transitions in 3 and the actual performance of agent’s policy being trained. No matter how these R 4
change, the values of R 4 have to satisfy a condition introduced in the following.
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To ensure effective propagation of reward information along the trajectory, we impose a monotonicity
condition on each auxiliary reward R 4. Specifically, when computing the sum-max return Gt in
equation 4 for collected trajectories, the signals corresponding to stage and round achievements in B
must be back-propagated across the entire trajectory. This design enables policy updates to promote
progress toward satisfying B while avoiding suboptimal local solutions. To achieve this, each R 4,
after being discounted by the environmental MDP factor -y, must remain larger than R 4 associated
with earlier stages. For example, as illustrated in Figure 4, the discounted value of R 4 at time ¢,
attenuated by "+ ~***+1 must exceed the corresponding R at ¢ ;. Defining H as the maximal
number of time steps in any transition from one stage to its decedent, since R, is defined by R in
equation 3, the values of R have to satisfy the following condition, Vk,i > 0,

R(k,i) < vHR(k—1,9),  R(0,i) <y R(Ki11,i+1) )

where K is the largest stage index in round ¢ 4 1. As introduced in Supplementary Material E.1,
we adopt the eventual discounting factor and the condition above is satisfied whenever R of every
stage is smaller than that of next stage.

Following this condition, we propose a PID-inspired adaptive tuning mechanism to adjust R of every
stage and round on the constraint automaton 5. A Proportional-Integral-Derivative (PID) controller
(Astrom & Higglund, 20006) is a widely-used and closed-loop feedback mechanism in automation
that maintains a process variable at a desired setpoint by calculating the error between them. It
calculates an output value based on current error (proportional), accumulated past errors (integral),
and predicted future errors (derivative), providing precise and automated control. By borrowing some
ideas from PID controller, we adjust values of R adaptively to maintain the empirical probability of
constraint satisfaction above the desired probability pqes introduced in Section 2.4.

Denote by pf’i the empirical probability of successfully achieving the stage k£ of round i in the
automaton B, up to the [-th episode, computed over a recent window of episodes (e.g., from episode
{ — 100 to I). To balance constraint satisfaction with reward maximization, we introduce two
integral terms: the constraint integral /C and the reward integral /R. For stage k£ of round i,
the constraint integral accumulates violations of the TL constraint, and is updated according to
1C, M= C, kd ;. + l{pf’i < Paes - thereby increasing whenever the observed satisfaction probability
falls below the desned level pyes. Conversely, for stage k of round ¢, when the empirical probability
exceeds the desired threshold with a margin p,,, i.e., pl * > pges + Pm. the agent is considered to
satisfy the constraint in that stage reliably, and the auxiliary reward R(k, i) can be slightly reduced
to encourage greater emphasis on reward maximization. In practice, the margin p,, is chosen to be
small (e.g., 0.05). Accord1ngly, for stage k of round 4, at the end of episode [ the reward integral is
updated as IRk = IRl L+ D > pdes + P}

In addition to the integral components, we also need to incorporate the proportional and derivative
components to maintain the observed probability pl * of constraint satisfaction greater than pges stably

and reliably. Specifically, the proportional component A;” can hasten the response to constraint
violations and smoothen oscillations We set Ak t= (p;C " — Daes)1» where (@) := max{0,a}. The
derivative component (5 * acts as a damper and predicts future violation by analyzing the rate of
change of Pz *, reducing overshoot and oscillations. It is computed as 6;“ e (pk o pl ) . By

summarizing three components discussed above, the expressions for updating R(k, z) at the end of
episode [ are as below.

ICF = ICM 4+ 1{pf" < pues}
IRM" = IRM +1{p > pees + pm}
AYY = (0P Daes)+

A S

R(k,i) = KpAl"+KrcIC" — KipIR" + Kpd)™ (6)
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where parameters K p, K;¢, Krr, Kp are empirically selected positive coefficients. To follow the
condition in equation 5, R(k,4) are updated in reverse time order, starting from the last stage in
the last round and back to the first stage, and every R(k, i) is upper bounded by the R value of its
following stage. Note that each R is also limited by R,; which is the maximal value of the auxiliary
reward selected for learning stability.

3.4 Theoretical Analysis

Different from conventional RL frameworks, in order to incorporate both auxiliary and environmental
rewards, we propose the sum-max return defined in equation 4 to formulate the learning objective for
the RL agent, based on which we could have a recursive expression of sum-max return:

E, [Gt] =Erx[ress1 + Raq1 V ’Yét+1]

where [E is taken over the action distribution produced by the policy 7 and the distribution of transition
function of product MDP 7. Whenever the condition in equation 5 is satisfied, maximizing E [G4]
leads to the maximization of both constraint satisfying probability and environmental rewards.

However, since E and V do not commute, we cannot obtain expressions with E[Gt+1] only, preventing
us from deriving the corresponding Bellman equation directly. Inspired by (Veviurko et al., 2024),
we define the critic function for sum-max return by introducing an auxiliary variable y as below
Vﬂ'(g,y) = Eﬂ.’Tx[y\/éﬂgt = §]

Q"(5.a.y) = ErrxlyVGils =50, =a

where y € R is an auxiliary real scalar. Then, we can define the sum-max Bellman operator and
formulate its y-contraction, which yields the convergence proof of the proposed shaping method. The
full proof is presented in Supplementary Material C.

Definition 3.1. LetV : S xR — Rand @ : SxAxR — Rbe any real-valued state and state-action
critic functions. For any 3,5" € S,a € A,y € R, define y' := ((y — r(5,a)) V Ra(5,a,5))/7.
Then, the sum-max Bellman operator 7™ can be defined as below

TV(EY) = Eas,re(Sea0) + 70V V (S, 9)) 53]
T"Q(5,a,y) E._ . [re(8t,at) + (Y V Q8111 arr1,y")) 5 23]

St
at41
In order to design RL algorithms based on this operator, we need to prove that this Bellman operator

is a contraction and the sum-max critic functions are its fixed points.

Theorem 3.1. 77 is a y-contraction with respect to L, norm, and state critic function V™ and
state-action critic function Q™ are its fixed points.

4 [Experiments

In this section, we demonstrate experimental results in several domains with both discrete and
continuous action and state spaces for TL tasks of various complexity. We aim to answer the
following questions: 1) Can the proposed algorithm learn the policy which satisfies the TL constraint
without being distracted by the environmental rewards? 2) Can the proposed algorithm maximize
the environmental return without ignoring the satisfaction of TL constraint? 3) How do the tuning
parameters influence the performance of constraint satisfaction and reward maximization? The
first two questions will be answered in Section 4.3, and the last question will be investigated in
Supplementary Material F.

4.1 Environments and Tasks

In the experimental evaluation, we assess both the learning efficiency in satisfying the temporal logic
(TL) constraint and the ability to maximize the cumulative environmental return. Building upon
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Figure 5: Example visualization of environments used in the experiments.

benchmark environments commonly adopted in prior studies (Vaezipoor et al., 2021; Icarte et al.,
2022; Shah et al., 2024), we deliberately construct the environmental reward . to be uncorrelated
with constraint satisfaction. This design choice enables a systematic evaluation of the proposed
method and baseline algorithms in terms of their capacity to balance constraint satisfaction and
reward maximization. The automata corresponding to the TL constraints used in all the domains are
presented in the Supplementary Material D.

Letter Domain. The agent operates within a 10 x 10 grid-world environment. As shown in Figure
5(a), six distinct symbols, denoted by the letters ‘a’ through ‘f”, are placed at different grid locations.
In addition, the environment contains two non-overlapping 3 x 3 regions, one colored red and the
other green. The letters and colored regions are mutually exclusive and spatially disjoint, and their
positions are randomly initialized at the beginning of each episode. The agent receives the full
map of the environment as its observation and can execute one of four primitive actions: move left,
right, up, or down. The initial position of the agent is also randomly selected. An environmental
reward of r. = +3 is granted upon visiting the red region and only valid in the second stage of TL
satisfaction, while r. = +6 is provided for visiting the green region and only valid in the last stage
of TL satisfaction. To distract the constraint satisfaction, the red and green regions are specifically
selected far away from letters in the TL specifications.

Flat Domain. This is a two dimensional world with continuous state and action spaces, mimicking
the movement of a simple robot. In this world, there are several colored circle regions, including
red, blue, green, yellow, purple, cyan, orange and gray, corresponding to propositions in the TL
specification. These regions are located in fixed positions within a box of [—2, 2]?. An example is
shown in Figure 5(b). The agent navigates in this world, visiting these regions in specified orders.
Its starting position (,y) is randomly selected from [—2, 2], avoiding points in any colored region.
The state of the agent, denoted as x, is updated by an action a € [—1,1]? via 2’ = z + a/50. The
automaton representing the TL constraint is shown in Appendix. The cyan, orange and gray regions
are not used in TL specification and always larger. Each visit to cyan, orange or gray region can
grant the agent an environmental reward r. = +5, which is valid in first, second, and third stage of
TL satisfaction. To interfere with the constraint satisfaction, the positions of cyan, orange and gray
regions are selected distant with next subgoal in the TL satisfaction.

Zone Domain. We use the Zones environment from the MuJoCo suite of environments used in
(Vaezipoor et al., 2021) which has a continuous action-space. An example is shown in Figure
5(c). Our environment is a walled 2D plane with 6 colored circles (red, blue, gray, yellow, and
purple), called “zones,” that correspond to propositions in the TL specification. There are also
white zones, each visit to which can give the environmental reward . = +10 and is valid in every
stage of TL satisfaction. We use the provided Point robot as the agent with actions for steering and
forward/backward acceleration. It observes lidar information towards the zones and other sensory
data (e.g., accelerometer, velocimeter). The zones and the agent are randomly positioned on the
plane at the start of each episode and the agent has to visit and/or avoid certain zones based on TL
specification for constraint satisfaction. To make r. interfere with constraint satisfaction, in the every
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initialization of the layout, multiple white zones have larger size and are randomly located far away
from other zones.

4.2 Baselines

The only previous work we found on the joint learning of TL constraint satisfaction and environmental
reward maximization is the CyclER (Shah et al., 2025), which is used as Baseline I in our experiments.
In CyclER, an experience replay technique is proposed to automatically shape the TL auxiliary
rewards based on cycles within the target automaton B to be satisfied, and the trade-off between
constraint satisfaction and reward maximization is realized by the Lagrangian coefficient A which is
shared by every stage in B.

Besides, in order to observe the performance of a policy that does not get ‘distracted’ during training
by r., we incorporate another two baselines which only focus on accelerating the satisfaction of the
TL specification without specifically addressing the inference of r.. First, following (Jiang et al.,
2021), we directly use the principle of PBRS (Ng et al., 1999) to design auxiliary rewards R 4 in
terms of state transitions in 3, and values of R 4 remain fixed during training. This method is termed
as Baseline 2.

Furthermore, a recent paper (Kwon et al., 2024) proposed to design R4 in terms of stages in B
and adaptively tune values of R4 according to the actual performance of the policy being trained.
However, this algorithm does not have 7. in its formulation and only addresses the acceleration of B
satisfaction. Because of its similarity with our method, we adapt its adaptive progression mechanism
and use it as Baseline 3 in experiments.

4.3 Results

The comparative performance of the proposed approach and the baseline methods with respect
to constraint satisfaction and reward maximization is illustrated in Figure 6. All reported results
in this section are averaged over five independent random seeds to ensure statistical reliability.
In Figure 7(a), we further compare a'll 'methods in Domain ‘ Ko ‘ Krr ‘ Kp ‘ Kp ‘ H
terms of the number of accepting visits, defined
as the number of visits to states in Q* of the
constraint automaton B within an episode of fixed
horizon H. The reported values correspond to
the best performance achieved during training.
Additionally, Figure 7(b) presents the cumulative
environmental rewards obtained within an episode of fixed horizon H, again reporting the best
performance observed throughout training. For the proposed method, the selected tuning parameters
and the evaluation horizon H (shared by all the evaluated methods) are summarized in Table 1. The
desired satisfaction probability is chosen as pges = 0.9, and p,,, = 0.05. The tuning parameters are
employed in equation 6 to determine the auxiliary reward values R assigned to each stage and round
in the satisfaction process of B.

Letter 0.1 0.3 | 0.5 | 0.5 | 200
Flat 0.1 0.5 1 1 300
Zone 0.5 1. 5) 5 3000

Table 1: Tuning Parameters and Horizon

Compared with baseline methods, it is obvious that the proposed method can first learn to satisfy
the constraint B quickly and then maximize the accumulated environmental rewards 7., achieving a
good balance of the constraint satisfaction and reward maximization. Because of the effect of max
operator and tuning mechanism which raises R in the early learning phase, the proposed method
can learn to satisfy B much faster and reach a higher number of accepting visits than baselines,
hence reducing the number of constraint violations in an episode. When 5 can be satisfied reliably,
the tuning mechanism reduces R gradually (due to K7r) and the agent can focus more on reward
maximization, during which the proportional K p and derivative Kp components can prevent the
agent from forgetting the learned behavior for satisfying B. Therefore, compared with baselines, the
proposed method can do better on balancing of constraint satisfaction and reward maximization.
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Figure 6: Performance comparison of proposed and baseline methods. "S.R." refers to the success rate
of constraint satisfaction. "Reward" refers to average sum of environmental rewards in an episode.
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Figure 7: Comparison on the average number of accepting visits and average sum of environmental
rewards. On the right, the reward sum is normalized by the maximal sum of environmental rewards
available in the environment.

Baseline 2 performs better than other baselines because of its experience replay. However, because of
the lack of an effective adaptive tuning mechanism, some environmental rewards are neglected in Flat
and Zone domains. All the baseline methods adopts regular reward shaping and use additive operator
to incorporate auxiliary rewards to the critic function. So, the learning agent can be distracted by r.
and cannot learn to satisfy constraint B as efficiently as the proposed method.

5 Conclusion

This work studies RL under temporal logic (TL) constraints where the agent must both satisfy
logical task specifications and maximize environmental rewards. It proposes Adaptive Critic Shaping,
which decomposes TL specifications into stages and uses a max-based critic shaping mechanism to
prioritize constraint satisfaction while preventing environmental rewards from distracting learning. A
PID-inspired adaptive tuning mechanism adjusts shaping values according to the empirical probability
of constraint satisfaction. The paper also introduces a sum—max RL framework with theoretical
convergence guarantees and demonstrates improved performance over existing reward-shaping
methods in multiple environments. The limitation of this work is that the adaptive tuning mechanism
introduces additional PID parameters which need to be fine-tuned before being deployed. In the future,
we will deploy the proposed algorithm onto real-world robots to follow the constraints described by
TL specifications.
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A Source Codes

The codes are provided in https://drive.google.com/drive/folders/
1d5p8MN84gNFXFME61110chostoKwXVRU?usp=sharing

B Related Work

RL for Solving TL Task. Recently, there has been a significant amount of work devoted to developing
RL approaches with temporal-logic (TL) specification(s) as the lone objective, including both single
and multiple-task settings. Initially, Q-learning and its variants were primarily applied over the
environmental MDP augmented with the task automaton (Sadigh et al., 2014; Aksaray et al., 2016;
Venkataraman et al., 2020). Subsequently, authors in (Hasanbeig et al., 2020b; Icarte et al., 2022;
Camacho et al., 2019; Jothimurugan et al., 2019) extended TL-guided RL to deep RL settings.
Besides, some works (Vaezipoor et al., 2021; Araki et al., 2021) designed RL frameworks to train
policies which could generalize to multiple TL tasks. In order to obtain convergence guarantees on
learning, previous works have made assumptions on the environment dynamics (Fu & Topcu, 2014;
Voloshin et al., 2022; Wolff et al., 2012) or finitized the policy’s horizon through discounting or
recurrence time (Alur et al., 2023; Perez et al., 2024). In addition, prior works developed convergence
guarantees in continuous state spaces that the optimal policy under a proxy objective will satisfy the
target TL specification (Voloshin et al., 2023; Hasanbeig et al., 2020b; Jothimurugan et al., 2021).

RL with TL Constraint. By assuming known environmental dynamics, some previous work has
explored cost-optimal control under linear temporal logic (LTL) constraints (Ding et al., 2014; Cai
et al., 2021). More recently, RL-based approaches have been intensively applied to solve the logic-
constrained policy optimization. Authors in (Voloshin et al., 2022) provides an exact solution method
for policy optimization under general LTL constraints in discrete settings where the dynamics are
unknown and a lower bound on transition probabilities of environmental MDP is assumed. Some other
works focus on Signal Temporal Logic (STL) and are either designed for discrete spaces (Kalagarla
et al., 2021) or lack guarantees (Ikemoto & Ushio, 2022). In order to address the sparse reward issue
of TL satisfaction, previous works (Jiang et al., 2021; Kwon et al., 2024; Shah et al., 2024) proposed
reward shaping methods to add auxiliary rewards in some key steps which transit from one state to
another on the automaton corresponding to the TL specification. The auxiliary rewards are designed
based on the potential-based reward shaping (PBRS) (Ng et al., 1999; Jiang et al., 2021), or adaptive
to the difficulties of reaching specific automaton states (Kwon et al., 2024), or calculated by using
cyclic experience replay (Shah et al., 2024; 2025). However, all of these approaches add auxiliary
rewards onto the original rewards, which are different from our approach which directly shapes
the critic values at important intermediate states. Only (Shah et al., 2025) addressed the problem
of TL-constrained return optimization. However, its trade-off between TL satisfaction and return
maximization is controlled by the Lagrangian coefficient \, which equally treats every state in the
constraint automaton and ignores the differences of difficulties of state transitions. Our PID-inspired
adaptive mechanism tunes shaping values of different stages separately, making the agent first learn
to satisfy the constraint and then maximize the scalar return.

RL with Max-reward Objective. (Quah & Quek, 2006) first formulated max-reward RL and
derived a learning rule for the maximum reward state-action value function. However, later authors in
(Gottipati et al., 2020) pointed out that (Quah & Quek, 2006) made a technical error of interchanging
expectation and maximum operators and corrected this error. Subsequently, (Wang et al., 2020)
derived a similar method in the context of planning in deterministic Markov Decision Processes
(MDPs). Furthermore, the max-reward objective was also used in the safe RL for reach-avoid
problems. In (Fisac et al., 2019), authors considered a deterministic open-loop dynamic system,
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where the agent’s goal is to avoid constraint violations. The authors derived a contraction operator,
similar as the one in (Gottipati et al., 2020), to learn the max-cost safe value function. (Hsu et al.,
2021) extended this approach to reach-avoid problems, where the goal is to reach the goal while
satisfying the constraints. In (Veviurko et al., 2024), authors extend the analysis in (Gottipati et al.,
2020) and derived a contraction operator for the stochastic environment. A recent work (Xu, 2025)
applied the max-reward RL to accelerate the solving of TL task without considering environmental
rewards, where there is no need to balance between constraint satisfaction and reward maximization,
and its theoretical analysis is limited to the deterministic environment only.

C Theoretical Analysis

For any RL algorithms, the major objective is to maximize the expected (sum-max) return from the
initial state, defined as below (Sutton, 2018)

J(m) = By [Golgo = 3]
Then, the optimal policy is defined as the maximizer of the expected return, i.e.
7 € argmax J(n)

Since the sum-max return equation 4 is different from cumulative return in classical RL (Sutton,
2018), we need to formulate a sum-max RL framework to build the theoretical foundation of critic
shaping, including the sum-max Bellman operator and its contractive property. First, according to
equation 4, we could have a recursive expression of sum-max return:

E‘n’[ét] =E; rx[reis1 + Raeq1 V ’Yét+1] @)

where [E is taken over the action distribution produced by the policy 7 and the distribution of transition
function of product MDP T'*. Since E and V do not commute, we cannot obtain expressions with
E[GAtJ,_l] only, preventing us from deriving the corresponding Bellman equation directly. Inspired by
(Veviurko et al., 2024), we define the critic function for sum-max return by introducing an auxiliary
variable y as below

VT (&Ey) = E.rx[yVGils =3 (8)
QATI'(§7 a,y) = Erpx[yV ét|§t =5,a; = aj )

where y € R is an auxiliary real scalar. Since we assume that both r, and R 4 are non-negative, the
expected sum-max return can always be recovered by setting y = 0 into the critic functions:

Vﬂ—(§7 0) == ]E‘n',TX [Gt‘gt == g]

Qﬂ(gv a, 0) = ]ETA',T>< [Gt‘gt = g; ay = a]
which shows that optimizing critic functions is equivalent to maximizing the expected return
Eﬂ. Tx [Gt]

By integrating the definitions of sum-max critic functions equation 8 and equation 9 and the recursive
expression of sum-max return equation 7, we can have the following Bellman-like equation.

Lemma C.1. Lety € Randy' := %((y —1.(8,a)) V Ra(3,a,5¢41)). Then, the sum-max critic
functions follow the Bellman-like recursive equations, expressed as below:

V™ (5,y) = Easlre(Bra) + 9@ V V™ (i1, 9))|5 = 8] (10)

Qw(g»%y) = Es 00 [re(8e,a0) +v(y' Vv Qﬂ(§t+17at+lvy/))|§t =35,a;=a] (11

where a; and ay11 follow the distributions of 7w(5;) and 7(5;41), respectively, and 5,11 is sampled
from the output distribution of the transition function of the product MDP T*.
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Proof. First, we prove the recursive equation for the sum-max critic function v equation 10.

V™(3,y) = EppxlyVGyls=3= Errx[yV (res1 + (Rajgs1 V VGisi1))|5=3]
Errx[ress1 + (Y —Tes1) V Ragyr V ’yét+1)|§t:§]
Epox[Fetrr + 7Y V Gir)|si=3] = B px[Fecrr + 7' V' V Girr)|5i=3]
= Eq 5., [V’e,t+1 + v(y' \% V’T(Ewl, y/))|§t:§]

where the last equation follows from the definition of sum-max critic function in equation 8. Second,
the equation for the state-critic function Q™ can be proved similarly as below,

Q"(3,a,y) = EpgxlyVG3=5] =Eprx[yV (re,es1 + (Rapsr VAGe))5=5)
= Brrc[ressr + (Y = res1) V Raerr VyGiy) 5=
= Errx[ressr + 7 VG35 =B rx [Fepsr + 7 VYV Gegr) 325

= E§t+17at+1 [Te,t+1 + ’Y(y/ \ Q”(§t+1’ At41, y/))lit,::g;i]

where 5;1 and a;; follows the distributions of 7% (-|3, a) and 7 (-|3;1), respectively. O

Based on Lemma C.1, we can formulate the Bellman operator for the sum-max critic function in the
following.

Definition C.1. LetV : SxR — Rand @ : SxAxR — Rbe any real-valued state and state-action
critic functions. For any 3,5" € S,a € A,y € R, define 3y’ := ((y — re(5,a)) V Ra(5,a,5)) /7.
Then, the sum-max Bellman operator 7™ can be defined as below

7A'7TV(§7 y) = Eat7§t+l[re(§t7at) +’7(y/ \ V(§t+1vy/>)|§t:§}
T7QGay) = E_ [reGra) +9('V QGrir, av, )=
at41

In order to design RL algorithms based on this operator, we need to prove that this Bellman operator
is a contraction and the sum-max critic functions are its fixed points.

Theorem C.2. 7™ isa ~y-contraction with respect to L, norm, and state critic function V™ and
state-action critic function Q™ are its fixed points.

Proof. We first prove a simple inequality of operator V. For any z, ¥y, 2 € R, based on the equality
xVy=0.5(x+y+|x—y|), we have

zVx—zVy = 05(z+z+z—z|—(z4+y+]z—y])
= 05(@—y+lz—a]—|z—yl)
< 05@—y+lr—z—(—y))
= 05(z—y+z—yl)
< lz—yl (12)

where the first inequality is due to the triangle inequality of | - | distance. Now, let us first show that
the operator TTisa ~-contraction for state-action critic function. Assume ¢, 2 : Sx AxR — Rare
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any real-valued functions. Then, we can analyze ||7'”q — 7A"Tz||<>o as follows

[T"¢—T" 2]l = v sup
3€S,ac A, yeR

E§t+1 [y’ Vq(3es1,ae11,y") =y V 2(541, arg1, y/)‘%t::s;’]

at41

< 7y sup Eg [ Y V(81 a01,y") =¥V 2(8041, 4011, Y) |€{;ﬂ
5e8,acAyeR  ail,

< _sup YV a(Bii1s a1, y) =YV 2(Bet, ang, y')‘ (*)
S5t+1€8,a141€AY’ ER

= 7 sup qu(57a7y)—y\/z(§,a7y)’
5e€S,acAyeR

< v _sup Q(é,a,y)Z(é,avy)‘ =7llg — zllc

5€8,acA,ycR

where (*) is due to the fact that sup, E[X|z] < sup,{z} for any real-valued random variable X and
its realization x, and the last equality is from equation 12.

"l:hen, let us demonstrate the contraction proof for the state critic function. Assume that u,v :
S x R — R be any two real-valued functions. We can express || 7™« — T ™v||« in the following.

||7'”u—7—”v\|oo = v sup

E [y Vuy) —y VoS, BIEE]
5€8,yeR

. at
St+1

< v osup B[y V(i) -y VoS, y)||s=s]

~ t
S€S,yER 544y

< 7y sup y,\/u(gtJrlvyl)_y/vv(§t+1ay/)‘ (%)
S5t+1€S,y'€R

= 7 sup yVU(E,y)—va(é,y)‘
s5eS,yeR

< v sup U(éay)—v(iy)’:vllu—vllm
seS,yeR

Based on discussions above, we can show that the sum-max Bellman operator T isa ~-contraction.
Therefore, based on Banach fixed-point theorem, there is a unique fixed point for function like ¢ or w.
According to Lemma C.1, the fixed points are state value V' and state-action value () functions. [

In addition to the Bellman operator with respect to policy 7, we also need to introduce the sum-max
Bellman optimality operator for the state-action critic function and prove that this operator is a
contraction.

Definition C.2. Let ¢ : S x A x R — R be any real-valued function, and define v/ = ((y -
7e(8t,at)) V Ra(3t,a4,8¢41))/7. Then, the sum-max Bellman optimality operator 7* can be
defined as below, Vs € S,a € A,y € R,

72*Q(§, a, y) = E§t+1 [re(gta at) + V(yl \ g’leaﬁ Q(gt-‘rlv a/7 y/)) |§1tt=:ga’} (13)

Theorem C.3. T isa ~-contraction with respect to L, norm, and Q* is its fixed point.
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(a) Letter (b) Flat (c) Zone

Figure 8: Automaton for TL constraints used in evaluated domains. The self-loops are omitted. "[]"
represents empty, meaning that a transition will occur when no symbol/proposition is observed.

Proof. Assume ¢,z : S x A xR — R are any real-valued functions. Then, we can analyze
I'7*q — T*z||o as follows

1T —T*2e = 7~ _sup
s€8S,ac A, yeR

St41
At41

at=a

B, [ Vvmaxg(Si,ay) -y Vimaxe(s, )82

]

< E &y, ~ ") — ~ ’o gtz_g’
= et I e ) g
< v osup E_ [max|y' V(S dy) =y V2 dy)| |52
se€8,acAyeR ail; ¢ €A
< v _sup YV B, a1, y') y’\/Z(ém,am,y’)‘ (%)
St41€S,a41€A,y'ER
= 7y sup y\/q(é,my)—y\/Z(@a,y)’
s€8,ac A, yeR
< 7 s q(@aw)z(&a,y)\ — g~ #llo
S€8,ac A, yeR

where (*) is due to the fact that sup, E[X|z] < sup,{z} for any real-valued random variable X and
its realization x, and the last equality is from equation 12. O

D TL Specification

In Figure 8, we present the automaton representing the TL constraints used in the evaluated domains.

E Implementation Details

In practical deep RL algorithms, the policy and critics are always realized by deep neural networks
and the training process is unstable. The backbone algorithm is PPO (Schulman et al., 2017). In
order to incorporate critic shaping into deep RL, we need to introduce some modifications and design
techniques to make the critic shaping work properly in deep RL algorithms.

E.1 Discount Factor

First, according to the sum-max Bellman operator in Definition C.1, both critic and policy functions
are conditioned on the auxiliary variable y which is multiplied by 1/ at every time step. This
constantly-changing variable y can make the prediction of policy and critic unstable, destabilizing
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the training of the agent and reducing the its learning efficiency. Inspired by the eventual discounting
technique (Voloshin et al., 2023), we set the discounting factor v to be 1 and only smaller than 1
when the agent is going across different stages (i.e., R 4 is non-zero). Therefore, we can define ~ in
terms of automaton state g; over constraint automaton B as below.

N
(@) = {7’ g € Q (14)

1, otherwise

where v € (0,1) and Q* is the set of accepting states of 3. In this case, despite of updates according
to the sum-max Bellman operators, the auxiliary variable y remains fixed in one stage and becomes
' which is larger at the boundary of going to next stage. This will help to stabilize the training of the
agent.

E.2 Modular Networks

In complex environments with large state spaces, such as Zone domain, the agent’s optimal behavior
can vary substantially across different stages of constraint satisfaction. Encoding the optimal behaviors
of all stages within a single monolithic policy network is therefore highly challenging. To address this
difficulty, we adopt a modular architecture for both the policy and critic, in which separate networks
are maintained for different stages of constraint satisfaction. Under this design, the stage index serves
solely as a selector for the corresponding policy and critic networks, rather than as an explicit input
to the networks themselves. At any given time, only the networks associated with the agent’s current
stage are active, while the networks of other stages remain unused.

Furthermore, when the agent successfully transitions to the next stage, the policy and critic networks
of that stage are initialized using the parameters learned in the previous stage. This parameter transfer
provides an effective warm start for subsequent learning, thereby accelerating convergence and
improving stability during the progression through the stages of constraint satisfaction.

E.2.1 Varying Episodic Horizon

In complex environment, such as Zone domain, we do not impose a fixed upper bound on the
number of steps within an episode for satisfying the entire constraint automaton B. Owing to the
stochastic nature of the agent’s action selection, the total number of visits to accepting states in a
single episode is neither predetermined nor easily predictable. In complex environments, frequent
Visits to accepting states in B may result in excessively long episodes, which substantially degrades
the training efficiency of both the policy and critic networks.

To address this issue, we introduce a fixed maximal step limit H for traversing each individual
stage. If the agent fails to reach the subsequent stage within H steps, the current stage is considered
unsuccessful and the episode is terminated. Under this mechanism, each stage-specific network is
trained using trajectories of length at most H, which is significantly shorter than the potentially
unbounded episode length and thus improves learning efficiency. Consequently, the overall episode
horizon becomes variable, as the total number of stages completed depends on the agent’s actual
performance in that episode. Moreover, this design allows the agent to experience an unbounded
number of visits to accepting states in 3 across episodes, thereby more faithfully approximating the
infinite-horizon semantics underlying LTL satisfaction.

F Ablation Study

In this section, we will study how changes of tuning parameters (K;c, Krr, Kp, Kp) will influence
the performance of constraint satisfaction and reward maximization.
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Algorithm 1 Critic Shaping for RL with TL constraint (PPO)

Require: Policy 7y and critic Vy; auxiliary rewards R 4 with values R; constraint automaton 5

® 3

20:
21:
22:
23:
24:
25:
26:
27:
28:
29:

translated from the TL formula ¢; discount factor ~y; parameters of generalized advantage
estimation (GAE) A; empirical probability of achieving stage & of round ¢ in B up to /-th episode
pé“; Ny, iteration period for updating auxiliary rewards R;

: Initialize 7y and critic Vy;
. Initialize R;
: for iteration/ = 1,2,...do

Initialization D < {} and D’ + {};
forn=1,2,...,Ndo
Initialize $o = (so, g0, Ko, 0) where so ~ dp and K is the largest stage index in round

Set yo = 0;
Sett, = 0;
fort=0,1,2,...do
Apply as ~ m(+|8¢,y:) and obtain 5,41 and re ¢41;
Update y; 11 = (Yt — re,e41) V Ra(3t, ae,8¢41))/ 7
Store (§t7 Y, Aty §t+17 Te,t+1, RA,t+17 yt+1) into D, where RA,t+1 =
RA(§t7at7 §t+1)§

if not(k; == k41 and iy == iz 1) then
ts = 0; % Proceeds to a new stage or round
else
te =ts +1;
if t, >= H then
T =1,

Break; % Limit of step number for succeeding in current stage (i.e. reaching
next stage) is exceeded, then the agent fails and the current episode is terminated
end if
end if
end for '
Update empirical successful probability pf’z for every (k,1);
if  mod Ny == 0 then
Update auxiliary reward R(k, 1) for every (k, i) according to equation 6;
end if
fort=T—-1,T—-2,...,0do
Extract last trajectory from D;
Vi ¢ 7ot + (W1 V Vo (8e11, Yer1)) % sum-max Bellman operator in Definition
C.1
8¢ < Vi — Vi (31, ur);
Compute advantages A;(\) = 27 (y\)i~14;;
Store (8¢, yt, Ay, ‘7t) into D’;
end for
end for
Based on data in D’, update my and Vy with PPO losses (Schulman et al., 2017);
end for
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F.1 Integral Parameter K¢

The ablation study of K¢ is presented in Figure 9. The parameter K¢ regulates the learning rate at
which the agent achieves constraint satisfaction. Increasing K ;o generally accelerates the agent’s
ability to satisfy the constraint B. In contrast, when Ko = 0, the agent fails to learn the constraint,
as the auxiliary rewards R become too small to effectively guide the learning process. In Figure 9(b),
the episodic sum of r, cannot go above 5 when Ko = 0, since the agent cannot learn to go to next
stage in that case and can only collect r, for the first stage of satisfying B. In Figure 9(d), the sum of
re can still grow large when Ko = 0, since 7. in zone domain is not related with the progress of
constraint satisfaction.

However, excessively large values of Ko provide only marginal improvements in the speed of
constraint satisfaction and may destabilize the learning process and cause the agent to undervalue
environmental rewards 7., thereby disrupting the balance between constraint satisfaction and reward
maximization. Overall, the performance of both objectives is relatively insensitive to moderate
variations in K7¢, indicating that selecting a value within a reasonable range is sufficient for effective
learning.

F.2 Integral Parameter K;p

The parameter Ky is designed to reduce the auxiliary rewards R once the success rate of satisfying
B exceeds the desired probability pges. The ablation results for K are presented in Figure 10.
When K = 0, the agent can only learn to collect the environmental reward 7. in the first stage
of satisfying 53. This occurs because the values of . in later stages are significantly smaller than
R and are therefore suppressed by the max operator V, according to the definition of the sum-
max Bellman operator in equation 13. As K[y increases, the auxiliary reward R decreases more
rapidly once the agent’s policy for satisfying 3 has been sufficiently learned. This reduction allows
more environmental rewards 7. to be back-propagated to earlier stages, enabling the policy to learn
strategies that collect additional environmental rewards. As shown in Figure 10(a) and 10(c), the
influence of Krr on the learning of constraint satisfaction is not significant. The learning speed of
satisfying B3 only has small changes when K is changed.

However, if K is set excessively large, the reduction of R quickly saturates. In particular, once R
falls below a certain threshold, no additional environmental rewards remain available for the agent
to exploit. Overall, the performance of reward maximization is relatively insensitive to moderate
variations in Kg, and selecting a value within a reasonable range is generally sufficient.

F.3 Proportional Parameter K p

The role of the proportional parameter K p is to accelerate the learning of constraint satisfaction
without degrading the performance of reward maximization, especially in the early training when the
success rate of satisfying B is far below pqes. Different from previous applications of PID controller
(Astrém & Hiégglund, 2006), K p is not to dampen the overshoot of constraint violations, since it
takes a lot of time steps for the agent to learn to satisfy the constraint from the beginning and the
environmental dynamics are relatively deterministic. According to Figure 11, we can see that K p can
accelerate the learning of constraint satisfaction, especially in the early phase. However, the reward
maximization performance is not influenced by changes of K p. This is because K p is added to R
instantaneously and not integrated with past values, which can be annihilated by the reduction effect
of K IR-

F.4 Derivative Parameter K p

The derivative parameter K 1 is used to anticipatively increase R when the success rate of constraint
satisfaction is predicted to decrease, i.e. current success rate is lower than its previous value. As
shown in Figure 12, the effect of Kp is to reduce the fluctuations of constraint satisfaction during
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Figure 12: Ablation study of the derivative parameter K . The shadowed area indicates the standard
deviation of random seeds of the same evaluated method.

the training process. Specifically, the performance of constraint satisfaction when Kp > 0 is much
smoother than the case of Kp = 0, which can improve the learning stability of the agent. Since Kp
only influences R instantaneously and is not integrated with previous values, the agent’s performance
is not sensitive to different choices of K p.



