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Summary

Reward assignment from scarce demonstrations is a key challenge in both offline and
online imitation learning. A common and intuitive strategy assigns rewards according to how
closely learner trajectories match expert demonstrations. Although this principle underlies many
existing methods, including recent approaches based on Optimal Transport (OT), the specific
contributions of their core ingredients remain systematically underexplored. We therefore
ask: what is the minimal structure a reward assignment rule must encode to achieve strong
downstream RL performance across settings? We approach this question along two design
axes: proximity approximation and temporal alignment. Along the first axis, we compare the
Wasserstein distance with a simple point-to-set distance. Along the second, we impose temporal
constraints under the assumption that the learning agent moves at a speed comparable to the
expert. Across 32 benchmarks spanning offline and online settings, our key empirical findings
are: (1) In offline regimes, gains from complex approximation and temporal constraints largely
diminish with a stronger, well-tuned RL learner; (2) However, with an increasing number of
expert demonstrations, temporal alignment becomes more important to prevent substantial
performance degradation for offline RL learners; and (3) In online regimes, while sophisticated
proximity approximation remains secondary, the absence of temporal constraints consistently
entails little or no learning progress. We further complement our offline results with a lightweight
theoretical analysis characterizing when a point-to-set distance suffices. Overall, these findings
advocate algorithmic minimalism in reward design before introducing complex schemes in both
offline and online imitation learning.

Contribution(s)

1. A systematic comparison of proximity-based reward assignment along two design axes: prox-
imity approximation and temporal correspondence. This examines the structural inductive
biases underlying many existing methods.

Context: Prior work typically introduces independent algorithms evaluated as monolithic
systems, making it difficult to understand which structural ingredients drive performance.

2. An extensive empirical study across 32 benchmarks spanning offline and online RL, multi-
expert regimes, and four downstream learners (IQL, ReBRAC, DrQ-v2, TD3+BC). We find
that proximity alone provides a strong signal for offline RL, while lightweight temporal
correspondence yields modest gains offline but becomes essential online or with multiple
demonstrations.

Context: Most prior work claims performance improvements over oracle RL learners but
evaluates on limited settings or a single downstream algorithm, leaving robustness across
learners and offline—online regimes underexplored.

3. A lightweight theoretical result helps characterize when minimalist proximity-based rewards
suffice for effective offline RL, compared with Optimal Transport approaches.
Context: This result is motivated by Yu et al. (2022) and our proof incorporates their proof
of Theorem 4.1. By adapting to our context, we better understand some empirical results.
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Abstract

Reward assignment from scarce demonstrations is a key challenge in both offline and
online imitation learning. A common and intuitive strategy assigns rewards according to
how closely learner trajectories match expert demonstrations. Although this principle
underlies many existing methods, the core ingredients that drive performance remain
systematically underexplored. We therefore ask: what is the minimal structure that
reward assignment must encode to achieve effective downstream RL performance across
settings? We approach this question along two design axes: proximity approximation
and temporal alignment. Across 32 benchmarks spanning offline and online settings,
and with three downstream RL algorithms, our empirical findings suggest: (1) In offline
regimes, proximity alone captures the reward structure necessary for effective offline
RL, while (2) lightweight temporal correspondence provides consistent gains that are
modest offline but essential online or in the presence of multiple demonstrations. We
further complement our offline results with a lightweight theory characterizing when
simple proximity approximation suffices. Overall, these findings advocate algorithmic
minimalism in reward design before introducing complex schemes in both offline and
online imitation learning. Our code is available at Minimalist_ RL_Reward.

1 Introduction

Reward assignment from demonstrations lies at the core of both offline and online imitation learning.
When task rewards are unavailable, learning performance depends almost entirely on the quality of the
proxy reward signal constructed from expert data, a setting closely related to inverse reinforcement
learning (IRL) (Ng & Russell, 2000). In practice, one often has access to only a small number of
demonstrations, and the central challenge is therefore to convert these demonstrations into a reward
function that reliably drives downstream reinforcement learning.

A large body of recent work addresses this challenge by using demonstrations to relabel trajectories
with rewards derived from matching: states or trajectory segments that resemble the expert are
rewarded, whereas those that deviate are penalized. This strategy is particularly appealing when
demonstrations are scarce, e.g., one single trajectory, where supervised imitation can become brittle
and where proximity to expert behavior provides a natural learning signal. Within this family of
approaches, Optimal Transport (OT) methods have emerged as a prominent class (Dadashi et al.,
2021; Haldar et al., 2022; 2023; Luo et al., 2023). These methods compute a transport plan between
learner and expert trajectories and convert the induced alignment into rewards; temporally structured
variants further impose progress constraints intended to respect the sequential nature of control (Fu
et al., 2024; Huey et al., 2025).
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Despite strong empirical results, it remains unclear which design choices in these matching-based
reward constructions are actually essential. When proxy rewards are ultimately computed from
distances between learner and expert states, what is the minimal structural content that a
reward assignment rule must encode in order to achieve effective downstream RL performance
across settings?

In this paper, we address this question by examining two design axes that the literature has argued are
critical for proximity-based reward relabeling. The first axis concerns proximity approximation: how
the distance between a state and a demonstration trajectory is measured and aggregated. The second
axis concerns temporal alignment: whether the notion of closeness is invariant to state reordering, or
instead depends on respecting progress along the expert trajectory. Along the first axis, we compare
OT-based Wasserstein distance, as instantiated in reward assignment methods (Luo et al., 2023;
Fu et al., 2024), with a simple point-to-set distance. Along the second axis, we follow a common
assumption: when imposing temporal constraints on reward labeling, the learning agent is assumed
to move at a speed comparable to the expert (Liu et al., 2024; Fu et al., 2024).

To instantiate this comparison concretely, we consider four reward assignment rules spanning these
axes in both offline and online learning pipelines: OT (Luo et al., 2023) and a temporally constrained
OT variant (TEMPORALOT) (Fu et al., 2024) as representatives of coupling approaches, alongside
two minimalist rules that isolate the same structural ingredients without solving a transport problem:
minimum distance (MIN-DIST) and a simple progress-based segment correspondence rule (SEG-
MATCH). This controlled setup allows us to assess when sophisticated proximity computations or
temporal constraints are genuinely necessary, and when they primarily repackage simpler inductive
biases. To ensure our conclusions are not artifacts of a particular downstream RL learner, we evaluate
across multiple RL algorithms, including IQL (Kostrikov et al., 2022), ReBRAC (Tarasov et al.,
2023a), and DrQ-v2 (Yarats et al., 2022), and we additionally evaluate TD3+BC (Fujimoto & Gu,
2021) in Appendix A.3.

Across extensive experiments on 32 benchmarks, complemented by lightweight theoretical analysis,
our results present a consistent picture:

* In offline learning, proximity alone often provides a strong signal, and more complex proximity
computations or temporal constraints are frequently unnecessary.

* As the number of demonstrations increases, however, temporal structure becomes more important:
progress dependence stabilizes learning and prevents substantial performance degradation arising
from ambiguity in purely proximity-based matching across multiple experts.

* In the online setting, a different failure mode dominates. When the replay buffer is populated
through exploration and credit assignment is fragile, enforcing temporal progress is essential
for producing a usable learning signal, whereas the specific proximity approximation plays a
comparatively minor role. In this regime, a simple progress-based rule can be competitive with
temporally constrained OT while avoiding global coupling optimization.

Taken together, these findings suggest that future reward assignment algorithms should prioritize
simple structural ingredients before adopting more complex schemes in both offline and online
imitation learning.

2 Preliminary
An episodic Markov Decision Process (MDP) can be represented as a tuple:
M = (S;AR;P; o; ;T)
where S and A are the state and action spaces; R : S A ¥ Ris the reward function; P : S A ¥

(S) is the transition function; g is the initial state distribution; 2 (0; 1] is the discount factor;
and T is the maximal episode length.
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Denote a reward-free trajectory as = (Sp; @o; S1;@1;:::;ST;ar). We consider a setting where
we are given K expert demonstrations D = f Egl'le and where K is small, e.g., K = 1.
Our focus is to (1) assign proxy rewards f* from demonstrations to arbitrary reward-free trajec-
tories ¥ ngN_;, and (2) then train a policy by a standard RL learner with the relabeled data

the learner is trained from a fixed dataset of trajectories without task rewards; In online settings, the
learner interacts with the environment while receiving proxy rewards computed from the expert data.

Proximity-based reward assignment Proxy rewards f* can often be derived from the proximity
between agent states and expert states (Luo et al., 2023; Liu et al., 2023; Lyu et al., 2024; Fu et al.,
2024). Given an arbitrary trajectory = (S1;:::;St) and an expert trajectory © = (s{;:::;%,),
define a cost matrix C . « 2 RL e with CiJ; e = ¢(si; s§) where ¢(s;s°) 0 measures the distance
between states. A generalized construction then assigns a proximity-based reward to an agent state S;
by weighting the negative costs across expert states:

Te
fsi) = > wijc(si;ss) (D
=1

This viewpoint is helpful in our analysis because it makes explicit the two structural ingredients
that shape the rewards: (1) how weights Wij are calculated to approximate proximity to an expert
trajectory, and (2) how those weights incorporate temporal constraints to prevent proxy rewards from
being invariant to state reordering.

2.1 Optimal Transport Reward

A representative instantiation along the first design axis computes Wjj using entropy-regularized OT
(Cuturi, 2013). The algorithm computes a minimal-cost coupling between the non-expert and expert
trajectories by optimizing the following Wasserstein distance objective:

. ey — H . H " — 11. >4 _ 1
W(; ®)= 2rFr:IlnTeh ;Cig H() st =71 T1=+1

where is a coupling matrix that specifies the transport of probability mass between two trajectories;
h; ig is the Frobenius inner product; H is the entropy; and "' controls the regularization strength. Let

denote the optimal transport plan that minimizes the above objective. The OT reward (Luo et al.,
2023) then sets Wijj = ; in Equation 1 to assign proximity-based rewards to unlabeled trajectories.

2.2 Temporal Optimal Transport Reward

Prior work (Fu et al., 2024) has identified two drawbacks of the OT reward-labeling approach.
First, the OT solution is temporally invariant: because the Wasserstein distance treats trajectories as
unordered sets of states, trajectories that differ only in temporal ordering receive identical rewards.
Second, OT-based rewards are non-stationary, as the reward assigned to a state depends on the entire
trajectory, including temporally distant states, which causes identical state transitions to receive
different rewards.

TemporalOT (Fu et al., 2024) then adds to the second design choice by injecting temporal structure
via two modifications. First, it replaces the pairwise cost with a context-aware cost:

ke 1
1 C
&(siiS]) = - D O(Si+niSjn)
¢ h=0

where a context length k. smooths distance estimates using short local neighborhoods. Second, it
constrains coupling matrices to be temporally local through a mask M that restricts feasible couplings
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to indices within a window of radius K, around the diagonal. Thatis, Mj;j = 1;if j 2 [i Km; i+Km]
and M;;j = 0 otherwise. In matrix form, TemporalOT then solves the following problem:

W(; ©)= ZrQTi”Te<M ;c>F "HM ) st (M )1:%1; M  Y1=-1

where is the Hadamard product operator.

3 Methods: Simple Reward Assignment Rules

Proximity-based rewards in Equation 1 can be viewed as assigning each agent state St a proxy reward
by comparing it to expert states using a distance measure Dist( ; ) and a temporal correspondence
rule that determines which expert states are relevant. In this section, we define two simple reward
assignment rules that instantiate the two design axes discussed. The first approximates proximity by
replacing the OT-based Wasserstein distance with a simple point-to-set distance. The second captures
temporal alignment by enforcing progress along the expert trajectory under the same assumption as
Temporal OT: that the agent moves at a speed comparable to the expert (Liu et al., 2024; Fu et al.,
2024). These constructions provide minimalist alternatives to OT and TemporalOT rewards and help
interpret the empirical findings observed in the next section.

3.1 Minimum-distance Reward

For a non-expert state S¢ and an expert demonstration €, we define the Min-Dist reward as the
negative distance to the closest expert state:

Pin(St) == Srenzine Dist(st; s°)
where Dist( ; ) can be any distance measure, including Euclidean distance and cosine distance. This

rule assigns high rewards to states that are close to any expert state and ignores temporal ordering or
the phase of the trajectory.

3.2 Segment-matching Reward

The second rule augments the point-to-set distance with a lightweight temporal correspondence. Given
a non-expert trajectory  of length T and an expert demonstration € of length Te, we partition the
associate timestep t of the non-expert trajectory with segment . Letq = L%J and | =T mod T.
Formally, each segment is defined by

e=Ts{ji2[as b\ Zg )
where
ar=(t Dg+1+min(t 1;0); by = tq + min(t; 1)
When T, is a multiple of T, each segment contains the same number of expert states; when T = T,
each segment reduces to a single expert state.

For each timestep t, we then assign the Seg-Match reward as the negative distance to the closest
expert state within the corresponding segment ¢:

Pseg(St) = Srepzin Dist(st; s°):

This rule encodes a mild assumption that trajectories can be compared by coarse phase, in the sense
that states occurring at similar relative progress along the trajectory should be compared to one
another (Liu et al., 2024; Fu et al., 2024). Unlike OT-based temporal constraints, this correspondence
is fixed and does not require solving for an optimal coupling.
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When the expert demonstration is shorter than the non-expert trajectory, €. ., the segment
construction in Equation 2 yields empty segmentg forfT . In this case, we assign rewards based
on distance to the nal expert state:

Pseg(St) := Dist(s ;st,); t>Te (3)

In Appendix C, we comment on the computational complexity of the four methods introduced so far.
Assuming state dimensiahandT T ., we summarize costs for labeling one trajectory in Table 1.

Table 1: Computational complexity of different reward labeling methods. We as$ume ..
Min-Dist uses KD tree nearest neighbor search. OT based methods additionally require iterative
transport solvers.

Algorithms oT TemporalOT Seg-Match Min-Dist
Complexity O(dT?) O (d+k)T? O(T)  O((log T +d)T)

4 Experiments

We evaluate the four reward assignment methods that instantiate the two design axes across both of ine
and online RL settings. Our main comparisons include OT reward (Luo et al., 2023), its temporally
constrained variant TemporalOT (Fu et al., 2024), and the two minimalist reward assignment rules
de ned in Section 3. We also include an Oracle baseline, where the downstream learner is trained
with ground truth task rewards. To test whether conclusions depend on the downstream learner, we
report results with multiple RL algorithms, including IQL, ReBRAC, and DrQ-v2. And in the of ine
setting, we report behavior cloning (BC) as an additional reference. Throughout, proxy rewards are
calculated using cosine distance following the literature (Dadashi et al., 2021; Luo et al., 2023; Fu
et al., 2024).

We rst report of ine results on D4RL with two of ine RL learners in Section 4.1. We then consider
online RL in Section 4.2. Section 4.3 studies scaling with additional expert demonstrations. Finally,
Section 4.4 provides a theoretical result that helps interpret the empirical trends.

4.1 Ofine RL Evaluation

Setup We evaluate on D4RL (Fu et al., 2021), coveriMgJoCo-v2 , Adroit-vl , and
Antmaze-v2 , for a total of 23 datasets. Following Luo et al. (2023), for each dataset we rst
select a single expert trajectory as the highest-return trajectory in the original DARL dataset, and then
remove ground-truth rewards from all transitions to form an unlabeled of ine dafasethis uses

task reward only to choose a xed demonstration; reward labeling and downstream training use no
task reward. Each reward assignment method then produces proxy rewards for all transigns in
after which we train an of ine RL policy.

Similar to prior work (Dadashi et al., 2021; Luo et al., 2023), we post-process relabeled rewards,
rst with an exponential squashing function and then rescaling with the global dataset statistics. For
OT and TemporalOT, we use the reported squashing parameters from Luo et al. (2023); for our two
minimalist rules, we use a single default squashing setting without tuning. We provide full details in
Appendix A.1.

IQL Learner We rst use Implicit Q-Learning (Kostrikov et al., 2022) as the downstream learner,
matching the pipeline widely considered in the related work (Liu et al., 2023; Luo et al., 2023; Lyu

et al., 2024; Bobrin et al., 2024; Lyu et al., 2025). We use the same codebase as Luo et al. (2023) and
keep hyperparameters xed across all reward assignment methods. The only implementation change
is to enable state normalization fsluJoCo andAdroit , applied uniformly across all methods,
including Oracle, which we found improves training stability and overall performance. Appendix A.2
summarizes the full of ine setup.
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Table 2 reports D4RL normalized scores with standard deviations over 10 seeds. We report the
average over the last four evaluations rather than the nal evaluation to reduce sensitivity to late
training uctuations (Wang et al., 2024). We highlight scores that are within 95% of the best in each
row as a visual aid, excluding Oracle and BC, which are shown for reference

Table 2: Normalized scores with IQL as downstream RL algorithm.

Dataset BC IQL (oracle) oT TemporalOT Seg-match Min-Dist
hopper-medium-replay 29.81 2.07 9466 82 6559 205 77.01 4.9 87.69 1.1 86.96 2.1
hopper-medium 53.51 1.76 63.50 4.8 73.68 4.8 76.30 4.9 76.77 45 7239 4.2
hopper-medium-expert 52.30 4.01 103.67 89 10545 7.6 104.51 115 107.85 4.0 82.67 37.7
halfcheetah-medium-replay 35.66 2.33 43.12 1.6 4153 0.4 43.15 0.6 41.03 1.0 42.38 0.9
halfcheetah-medium 42.40 0.19 47.49 0.3 43.46 0.3 45.13 0.2 43.23 0.3 45.03 0.2

halfcheetah-medium-expert 5595 7.35 91.24 2.3 88.53 3.4 89.49 3.5 90.71 2.7 88.72 2.9
walker2d-medium-replay 21.80 10.15 73.79 89 53.87 195 69.73 11.4 7093 146 70.82 8.6

walker2d-medium 63.23 16.24 80.57 42 79.58 1.6 79.83 1.8 80.20 2.4 7943 11
walker2d-medium-expert 98.96 1598 111.06 0.2 109.93 0.2 110.19 0.2 110.31 0.2 110.91 0.2
MuJoCo-total 453.6 709.10 661.62 695.34 708.73 679.33
pen-human 71.03 6.26 69.86 17.2 68.20 17.3 7143 20.8 7228 17.8 66.73 19.1
pen-cloned 51.92 15.15 70.96 20.3 61.50 18.8 62.13 19.5 54.78 17.5 5597 20.1
door-human 2.34 4.00 334 16 3.26 1.8 3.07 1.7 3.10 1.8 287 15
door-cloned -0.09 0.03 0.45 1.0 1.28 14 0.43 0.7 0.46 1.0 0.62 1.0
hammer-human 3.03 3.39 1.78 0.4 1.82 0.4 197 0.8 1.88 1.3 1.77 05
hammer-cloned 0.55 0.16 1.30 0.7 0.92 0.7 0.79 0.3 0.92 0.7 0.87 0.5
relocate-human 0.04 0.03 0.19 0.3 0.14 0.2 0.09 0.1 0.20 0.3 0.10 0.1
relocate-cloned -0.06 0.01 -0.03 0.1 0.01 0.1 -0.02 0.1 0.03 0.1 0.04 0.1
Adroit-total 128.76 147.85 137.14 139.89 133.65 128.97
antmaze-umaze-play 55.25 4.15 86.35 3.5 8130 54 82.05 4.0 78.10 53 88.98 2.8
antmaze-umaze-diverse 4725 409 64.05 81 66.45 6.6 60.62 8.1 68.00 11.7 71.60 7.8
antmaze-medium-play 0.00 0.00 7545 47 75.03 4.8 72.75 4.6 69.83 43 7350 4.8
antmaze-medium-diverse 0.75 0.83 7292 54 7253 53 73.05 3.7 7180 5.2 70.98 4.0
antmaze-large-play 0.00 0.00 46.38 55 4493 5.2 45.67 6.5 4958 6.1 48.03 6.2
antmaze-large-diverse 0.00 0.00 4515 54 4492 5.0 48.58 5.4 46.62 7.0 50.78 6.3
Antmaze-total 103.26 390.30 385.15 382.73 383.93 403.85

Three patterns stand out in Table 2. First, adding coarse temporal correspondence consistently
improves reward assignment in locomotion style domains. Methods that encode temporal structure,
such as TemporalOT and Seg-Match, are typically strongest on MuJoCo. Second, nearest-neighbor
proximity alone already provides a competitive learning signal in several settings. The Min-Dist
reward performs strongly oAntmaze and is competitive with OT on parts MuJoCo, despite

ignoring ordering entirely. Third, th&droit results exhibit substantially larger variance across
seeds, suggesting that conclusions there are less stable and that differences among alignment choices
are harder to resolve from mean scores alone.

Overall, these results are consistent with the view that much of the performance can be obtained

through nearest-neighbor proximity induced by a point-to-set distance and a coarse temporal corre-
spondence via segmentation.

ReBRAC Learner Many reward learning and IRL papers claim that reward labeling can be paired
with any of ine RL learners to match or surpass the learners' Oracle performance with ground truth
rewards. Yet, their evaluations are often restricted to IQL (Luo et al., 2023; Liu et al., 2023; Lyu
et al., 2024). We broaden the evaluation by using ReBRAC (Tarasov et al., 2023a) as an additional
downstream learner. ReBRAC is a strong behavior-regularized actor-critic method and represents a
different design choice from IQL, which helps assess whether conclusions about reward assignment
depend on the downstream algorithm.

We use the ReBRAC implementatfofiom the Clean Of ine RL (CORL) codebase (Tarasov et al.,
2023b). The overall protocol and evaluation criterion follow the IQL experiments. In practice,
ReBRAC performance is sensitive to the actor and critic regularization coef cients, BudoCo

1BC performances are copied from Table 1 provided by Tarasov et al. (2023b)

2Wwith critic regularization being 0 and actor regularization being 1, ReBRAC can be approximately viewed as the TD3+BC
algorithm (Fujimoto & Gu, 2021); we report TD3+BC results in Appendix A.3.
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we sweep a xed grid of these two coef cients for each reward assignment method using an identical
protocol, and report the best-performing setting within the hyperparameter grid. Details are in
Appendix A.3, where we also report untuned default-hyperparameter results to show sensitivity.

Table 3: Normalized scores with ReBRAC as the downstream RL algorithm. Hyperparameters are
tuned according to Table 10 and Table 11.

Dataset BC ReBRAC (oracle) oT TemporalOT  Seg-match Min-Dist
hopper-medium-replay 29.81 2.07 98.1 5.3 9857 1.6 9763 2.1 9186 29 9743 14
hopper-medium 53.51 1.76 102.0 1.0 98.63 1.0 9843 1.2 96.48 34 95.09 7.2
hopper-medium-expert 52.30 4.01 107.0 6.4 109.12 2.0 108.04 3.2 109.18 2.1 107.94 3.3
halfcheetah-medium-replay  35.66 2.33 51.0 0.8 46.19 0.4 4830 0.7 4743 0.9 4827 0.9
halfcheetah-medium 42.40 0.19 65.6 1.0 47.28 0.3 50.79 0.7 4449 12 4987 0.7
halfcheetah-medium-expert  55.95 7.35 101.1 5.2 92.17 1.2 92.71 1.7 91.87 1.6 92.45 2.6
walker2d-medium-replay 21.80 10.15 773 7.9 7124 6.1 7261 7.2 8457 102 77.04 4.0
walker2d-medium 63.23 16.24 825 3.6 80.53 1.1 81.71 09 8399 04 80.77 1.0
walker2d-medium-expert 98.96 15.98 111.6 0.3 108.72 0.5 108.88 0.5 108.99 0.7 109.25 0.6
MuJoCo-total 453.6 796.2 752.46 759.11 758.85 758.11

Table 3 reports normalized scores on the MiheloCodatasets. The ReBRAC Oracle results are taken

from Tarasov et al. (2023a). The main takeaway mirrors the IQL results: in the of ine setting, nearest-
neighbor proximity alone encodes a large portion of the learning signal required to imitate expert
demonstrations. With a stronger downstream learner and well-tuned hyperparameters, the bene ts
from both sophisticated proximity approximations and temporal alignment largely diminish, as all
four methods achieve the same performance. Moreover, Table 3 reveals a substantial performance gap
between Oracle and proximity-reward-based learning, suggesting that the performance superiority
claimed in prior work may largely depend on the choice of downstream RL learner.

4.2 Online RL Evaluation

We next evaluate our proposed reward relabeling methods in the online reinforcement learning setting.
As in Fu et al. (2024), we assume th@}: two expert trajectories are availab{@) no non-expert
trajectories are availabléiji) the agent interacts with the environment during training to collect
reward-less state and action trajectory data. This setting tests whether reward assignment methods
can provide a usable learning signal for long-horizon exploration and policy optimization when the
replay buffer is populated on the y. Experiments are conducted on the MetaWorld benchmark (Yu

et al., 2020).

For policy learning, we adopt DrQ-v2 (Yarats et al., 2022), an off-policy actor-critic algorithm that
combines sample-ef cient Q-learning with strong visual data augmentation. Policies are trained
from scratch using only the rewards generated by the four relabeling methods, without access to
the environment's ground-truth rewards. Note that, unlike of ine RL evaluations, where we can
compute global dataset statistics to normalize the relabeled rewards, online RL maintains a dynamic
replay buffer and thus uses a different strategy for reward post-processing. More details about task
con gurations, implementation details, and training hyperparameters can be found in Appendix B.

In the MetaWorld benchmark, all task episodes have a xed length, which reduces the Segment-
matching method to one-to-one matching between identical agent and expert timesteps. While this
preserves temporal order, it is less aware of the local trajectory structure and risks large reward
variance along an episode. A simple remedy is to smooth the relabeled episodic rewards with a
Gaussian kernel. We therefore report two variants: Seg-Match (raw), which applies the segment
correspondence directly, and Seg-Match (smooth), which additionally applies the Gaussian kernel.
This isolates whether the online gains come from temporal correspondence itself or merely from

reward smoothing.

In Table 4, we report the success rate multiplied by 100 for each task, averaged over 5 random seeds.
As in the of ine experiments, we report the average over the last four evaluations. The DrQ-v2 Oracle
results are taken from Fu et al. (2024) with ground-truth sparse task reward. We omit the Min-Dist
reward because it yields a zero success rate across all tasks.
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Table 4: Success rates (%) for online RL on MetaWorld with DrQ-v2 as the downstream RL algorithm.
DrQ-v2 (Oracle) denotes performance obtained from training with ground-truth sparse task reward.

Dataset DrQ-v2 (Oracle) oT TemporalOT  Seg-Match (raw) Seg-Match (smooth)
window-open-v2 85.6 12.2 15.75 85 21.25 54 2225 4.1 22.75 4.7
door-open-v2 0.0 0.0 73.05 12.2 75.20 13.8 79.90 6.4 79.35 3.6
door-lock-v2 86.2 12.4 43.80 36.0 67.10 7.1 4595 16.4 62.30 5.9
push-v2 1.0 0.7 1255 35 1712 2.3 1450 3.0 1545 3.6
stick-push-v2 0.0 0.0 96.95 2.1 98.19 1.7 98.05 1.1 97.80 1.3
basketball-v3 0.0 0.0 73.90 356 94.70 25 74.95 13.6 85.85 4.6
button-press-topdown-v2 14.0 185 65.10 6.2 64.00 6.6 65.50 5.0 65.65 5.1
hand-insert-v2 08 1.6 8.30 2.8 9.25 2.9 8.90 25 8.85 3.0
lever-pull-v2 0.0 0.0 250 1.4 2.80 1.2 340 21 150 1.3
Metaworld-total 187.6 391.90 449.61 413.40 439.50

The results show that both Seg-Match variants outperform OT and Min-Dist across nearly every task.
Min-Dist fails completely, while raw Seg-Match already exceeds OT on all nine tasks, indicating that
temporal correspondence is what makes the proximity signal usable at all. Smoothing then reduces
variance on the highest-variance tasks (e.g., door-lock and basketball), lifting the total to a level
competitive with TemporalOT.

This performance gap also suggests that in long-horizon manipulation tasks, the main failure mode is
not an inaccurate proximity approximation, but an underspeci ed notion of correspondence: without
temporal structure, relabeling can assign spuriously high credit to states that are close to some expert
state yet lie on an incompatible phase of the task (e.qg., initial states), producing a noisy learning
signal and weaker exploration. Enforcing a temporal correspondence thus stabilizes the proximity
signal, so that the agent is encouraged to make progress along the demonstrated behavior rather than
being rewarded for matching arbitrary expert states out of context.

Overall, these online results support the broader conclusion that reward assignment bene ts primarily
from designing the correspondence structure, while the additional complexity of solving for a global
transport plan is not always the determining factor.

4.3 Of ine Multi-Expert Scaling

We study how performance scales with the number of expert demonstritidris; 5; 10; 20g in

the of ine setting, using IQL as the downstream learner. Ikor 1 , following Luo et al. (2023); Fu

et al. (2024), we compute proxy rewards with respect to each expert trajectory and retain the set of
relabeled rewards from the expert that yields the highest relabeled episode return. Figure 1 reports
normalized scores aggregated across all of ine benchmarks. We run 5 seeds for these experiments.

Figure 1 highlights three observations: (i) Temporal correspondence improves performance across
all K values. The curves for the Seg-Match and TemporalOT lie consistently above those for the
Min-Dist reward and OT reward. (ii) Temporal alignment maintains performance with increasing

K . Methods lacking the temporal structure, Min-Dist and OT, exhibit declining performari€e as
increases. (iii) Stronger proximity approximation is not the dominant factor in this scaling regime.
The Seg-Match reward remains competitive across tostespite avoiding transport optimization.

Multi-expert settings expose a failure mode in the absence of temporal alignment. When multiple
demonstrations are available, temporally invariant proximity approximation can yield close distances
corresponding to inconsistent phases across demonstrations, which degrades the learningksignal as
grows. This scaling study suggests that temporal correspondence can matter more than how proximity
is approximated. In Appendix A.4, we provide the same scaling plots separately for each of ine
domain.
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Figure 1: Aggregated D4RL performance as a function of the number of experts (K).

4.4 Why Can Simple Proximity Be Suf cient?

Inspired by Yu et al. (2022), this section provides a bound in Theorem 1 that helps interpret when
rewards labeled by a point-to-set distance may encode enough information required to achieve similar
performance as OT rewards in the of ine setting. The full theorem statement and proof are provided
in Appendix D.

Theorem 1 (Suf ciency Bound; condensed version). Under mild regularity conditions on concentra-
tion of relabeled OT rewards, , with high probability 1 , the optimal trajectory-matching
policy learned by OT performs no better than Min-Dist rewards by the following bound:
1 .
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whereJ() is the expected discounted return oin MDP; anddp, (s; a) is the marginal state-action
distribution of induced by datasdd; 2 [0;1] estimates the percentage of mismatch between OT
and Min-Dist relabeled rewards in the datas&;is the average stationary OT reward functiddiv

is a divergence metric.

Intuitively, J() can be interpreted as the average proximity to the expert trajectory in Wasserstein
space when following . The largerd () is, the more closely follows the expert trajectory. Thus,
Theorem 1 implies that the optimal policy learned by Min-Dist rewards is suf cient to encode the
trajectory-matching ability, resulting in similar performance as the optimal OT policy when the bound
is small. We comment on several scenarios where this bound may become small:

» Low-quality data regime: Given a low-quality dataset, the marginal state-action distribution of the
behavior policy concentrates around low-quality transitions whose proximity rewa(dsa)
are small. Thus, the rst term of the bound becomes small. The second term is also likely to be
small, asd mn concentrates around expert transitions and thus their proximity rewards are high.
Therefore, the bound becomes small. Indeed, Table 2 shows that OT achieves 160.99 on three
MuJoCo-medium-replay datasets, while Min-Dist achieves 200.16.



