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Summary

Humans often indicate their goals through behavior that is suboptimal or not even attempting to
optimize, such as gestures. We propose Supervised Reward Inference (SRI): given a multi-task
dataset pairing behavior with known rewards, SRI uses supervised learning to predict rewards
directly from behavior, with no assumed behavior model. We prove that SRI is asymptotically
Bayes-optimal, and show empirically that it achieves near-ceiling performance on a prior tab-
ular benchmark and yields policies in Meta-World manipulation tasks that are as strong as the
demonstrations allow, even when those demonstrations are dramatically suboptimal.

Contribution(s)

1. We formulate Supervised Reward Inference (SRI), which uses supervised learning on multi-
task state—reward labels to predict rewards from arbitrary, unassumed behavior.
Context: SRIrequires training-time reward supervision and assumes the behavior distribu-
tion is fixed between training and deployment. Unlike inverse planning (Shah et al., 2019),
SRI is not restricted to tabular MDPs or explicit policies; unlike reward models supervised
by language instructions or expert progress labels (e.g., Ma et al., 2023; Yang et al., 2024),
it infers the task from unlabeled, potentially suboptimal behavior.

2. We show that SRI with MSE loss asymptotically approaches Bayes-optimal apprenticeship
learning for any (fixed but unknown) behavior model as its dataset size increases, subject to
regularity, recognizability and state-coverage assumptions.

Context: This theorem is purely asymptotic, and it builds on known results in asymptotic
statistics (Sen, 2022) and IRL theory (Ramachandran & Amir, 2007).

3. We develop an SRI architecture that 1) encodes trajectories once per task using a transformer
(Vaswani et al., 2017) and a set transformer (Lee et al., 2019), and 2) predicts per-state
reward with two small MLPs, enabling fast reward queries during policy optimization.
Context: This is one instantiation of the SRI objective; encoders can be swapped without
changing the supervised formulation (Zaheer et al., 2017).

4. Empirically, we show that SRI can yield strong policies in robotics tasks such as Meta-
World reach and pick-place tasks even when given dramatically suboptimal behavior. When
adapted to take the appropriate inputs, SRI also outperforms prior methods (Shah et al.,
2019) in an existing tabular benchmark for reward inference from suboptimal behavior.
Context: Results use simulated behavior classes (not human behavior), 30 trials, and
standard error intervals (no hypothesis tests). Meta-World experiments used single-task,
optimality-assuming methods to establish naive performance baselines.
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Abstract

Existing approaches to reward inference typically assume that humans provide demon-
strations according to specific behavior models. However, humans often indicate their
goals through a wide range of behaviors, from actions that are suboptimal due to poor
planning or execution to behaviors intended to communicate goals rather than achieve
them. One existing solution for inferring rewards from such behavior — provided it is
drawn from the same distribution at training and deployment — is to construct a dataset
of behavior paired with known rewards, and to learn the mapping from behavior to
rewards; however, prior methods in this family face notable limitations, such as re-
strictions to tabular settings. Given such a dataset, we propose instead that supervised
learning offers a parsimonious yet powerful solution, which we term Supervised Re-
ward Inference (SRI). Theoretically, we prove that SRI is asymptotically Bayes-optimal
under standard assumptions. Empirically, SRI achieves near-ceiling performance on a
prior benchmark for reward inference from suboptimal behavior, while on Meta-World
robotics tasks, it infers rewards from even arbitrarily suboptimal demonstrations as ac-
curately as those demonstrations allow. Finally, we demonstrate our framework’s uni-
versality with straightforward generalizations to action- and goal-prediction.

1 Introduction

In order for artificial agents to achieve human goals, humans must first communicate their goals to
the agents. While the traditional method of goal communication in reinforcement learning (RL) is
explicit reward specification, specifying correct rewards can be challenging (Hadfield-Menell et al.,
2017; Ratner et al., 2018; Booth et al., 2023; Knox & MacGlashan, 2024). This has highlighted the
need for alternative modalities for reward specification, such as human demonstrations, the modality
studied in inverse reinforcement learning (IRL) (Ng & Russell, 2000).

IRL generally assumes that demonstrations are generated according to a specific model of human
behavior, which ranges from noisy optimality (Ng & Russell, 2000; Ramachandran & Amir, 2007;
Zheng et al., 2014; Chan et al., 2021; Laidlaw & Dragan, 2022; Barnett et al., 2023) to bounded
reasoning (Evans et al., 2015; 2016; Zhi-Xuan et al., 2020) and beyond. While such models produce
solvable learning problems, they are still far from accurate descriptions of the entirety of human
behavior, for two reasons: 1) real-world human behavior demonstrates all of these suboptimalities
at once, and many more not yet accounted for (Kahneman, 2011; Shah et al., 2019); and 2) people
frequently use entirely non-optimal behavior such as gestures in order to communicate goals.

In this paper, we investigate one approach to learning rewards from the full range of human behav-
ior: framing a human’s actions as an indication of their goals, rather than an attempted optimization
of them. Similar to previous work (Enayati et al., 2018; Reddy et al., 2018; Shah et al., 2019),
we assume access to a dataset of behaviors (e.g., demonstrations or gestures) and their associated
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ground-truth rewards. However, rather than explicitly learning a behavior model that maps these
rewards onto the behaviors, we use supervised learning to directly learn a mapping of behaviors
onto rewards. This approach, which we call Supervised Reward Inference (SRI), is an asymptot-
ically Bayes-optimal approach for both reward inference and apprenticeship learning (policy
inference) for any fixed class of behavior under standard assumptions (Section 5); the behavior class
must be fixed between training and deployment, but need not be known or modeled.

Surprisingly, our experiments also show that SRI is a practical method for learning rewards and
policies from a behavior-reward dataset. Despite using no inductive biases whatsoever about RL,
our SRI implementation achieves near-ceiling performance on a known benchmark for reward infer-
ence from suboptimal behavior (Shah et al., 2019), and demonstrates strong performance on Meta-
World reach and pick-place tasks, even though our RL experiments showed that pick-place policy
learning requires an exceptionally accurate reward function (Section 6). These results support the
idea that less-biased learning algorithms often outperform more-biased algorithms when provided
with enough data (Sutton, 2019; Chen et al., 2021b); indeed, SRI's performance improves smoothly
with data quantity, though aside from pick-place it can still perform well on challenging reward
inference tasks even with limited data (Table 2).

Finally, the supervised inference template underlying SRI extends naturally beyond rewards. In
Appendix 10, we propose and evaluate Supervised Goal Inference (SGI) and Supervised Action
Inference (SAI), variants of SRI that demonstrate strong performance when the available dataset in-
stead pairs behavior with parameterizations of the reward function or optimal actions. More broadly,
viewing behavior as an indication of intent rather than an optimization of it suggests a family of
supervised approaches — of which SRI, SGI and SAI are instances — that replace behavior-model
engineering with data. Because these methods are standard supervised learning, they can directly
benefit from advances in representation learning and pretrained models (Section 7).

2 Related Work

To the best of our knowledge, our work is the first to evaluate direct supervised learning for reward
inference from unlabeled, arbitrarily suboptimal behavior. Table 1 compares SRI to the most closely
related method families; here, we review these and other prior work extending behavior imitation
(Pomerleau, 1988) and reward inference (Ng & Russell, 2000) to use training data, account for
various kinds of suboptimality, and learn from behavior classes other than demonstrations.

Meta-IRL Prior work has studied the use of multi-task demonstration datasets to improve the ef-
ficiency of IRL inference, under the names of multi-task IRL (Babes-Vroman et al., 2011; Dimi-
trakakis & Rothkopf, 2012; Choi & Kim, 2012; Gleave & Habryka, 2018), meta-IRL (Xu et al.,
2019; Yu et al., 2019a; Seyed Ghasemipour et al., 2019; Wang et al., 2021), and lifelong IRL
(Mendez et al., 2018). Like SRI, such works allow fast, data-efficient reward inference, but do
not directly enable reward inference from suboptimal demonstrations.

Behavior model misspecification Armstrong & Mindermann (2018) showed that it is generally
impossible to simultaneously infer a demonstrator’s reward function and their behavior model; thus,
reward inference methods must either assume the behavior model (as do most methods) or learn it
from data (as do SRI and Shah et al., 2019). Later, Skalse & Abate (2022) showed theoretically
that assuming a behavior model almost always produces incorrect reward functions when the model
is incorrect. For example, assuming Boltzmann rationality only provides an asymptotically correct
optimal policy set for ground-truth behavior models that take optimal actions most frequently. Other
works quantified the error induced by incorrect behavior models: Shah et al. (2019) and Chan et al.
(2021) showed that a variety of misspecifications can induce dramatically incorrect reward functions,
while Hong et al. (2023) showed that in continuous-action MDPs, even arbitrarily small errors in the
behavior model can result in almost arbitrarily large errors in the inferred reward parameters.

Learning from suboptimal demonstrations Reward inference algorithms have been developed to
account for a wide variety of suboptimalities, including hyperbolic discounting, myopia, false beliefs
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Table 1: Comparison of several reward inference methods. Inverse planning (IP) refers to Algorithm
1 by Shah et al. (2019). Learning from observation (LfO) refers to inference from observation-
only trajectories. The final three capabilities refer to inferring at least Bayes-optimal rewards from
demonstrations generated according to the specified type of behavior; for the latter two types, this
assumes access to a dataset of demonstrations drawn from the same distribution (including the same
behavior model) as the inference demonstrations. For CIRL (Hadfield-Menell et al., 2016), we as-
sume a non-interactive CIRL game with one demonstration and one deployment phase. ~ indicates
that a framework may in principle support a capability that has not yet been demonstrated.

Capability | IRL  MetalRL  CIRL IP | SRI
No reward dataset required v v v X X
Few-shot inference X v X X v
Simulator-free inference X v X v v
LfO possible v v v X v
Continuous MDPs v v ~ X v
Known suboptimal behavior v v v v v
Lim. suboptimal behavior X X X v v
Arbitrary behavior X X X ~ v

and bounded cognition (Evans et al., 2015; 2016; Zhi-Xuan et al., 2020), autocorrelated action noise
(Zheng et al., 2014), mistaken transition models (Reddy et al., 2018), and risk-sensitive behavior
(Singh et al., 2018; Ratliff & Mazumdar, 2020). This work also shows humans have little trouble
inferring and accounting for each other’s suboptimality (Evans et al., 2016; Zhi-Xuan et al., 2020).

Shiarlis et al. (2016) studied a setting where demonstrations are arbitrarily suboptimal, but are la-
beled as failures (to avoid) or successes; similarly, Brown et al. (2020a) used preferences over sub-
optimal demonstrations. Brown et al. (2020b) and Chen et al. (2021a) extend this approach by using
noise injection to automatically rank synthetic demonstrations to train a noise-averse reward model.

Learning from general behavior Hadfield-Menell et al. (2016) and Malik et al. (2018) studied
how to provide and learn from demonstrations selected according to their information content for
the learner, rather than their accumulated reward. Shah et al. (2019) developed the research direc-
tion closest to SRI. They present two algorithms for human behavior models and rewards, based on
differentiable planners, in particular value iteration networks (VINs) (Tamar et al., 2016). Their first
algorithm uses a setting similar to SRI’s: it trains a value iteration network on a dataset of demon-
stration policies and corresponding reward functions to predict a policy given a reward function. At
inference time, given a policy, the reward function is recovered through gradient descent. Unlike
SRI, however, it has not been extended past tabular domains.

Supervised and foundation-model reward learning A growing body of robotics work learns re-
ward models by direct supervision, either deriving progress or preference labels from demonstrations
themselves (e.g., Yang et al., 2024; Tan et al., 2025; Liang et al., 2026) or conditioning on a direct
task specification (typically a language instruction) and obtaining rewards from vision-language
alignment or foundation-model feedback (e.g., Ma et al., 2023; Wang et al., 2024; Alakuijala et al.,
2025; Zhang et al., 2025; Zhai et al., 2025; Lee et al., 2026). These methods share SRI’s supervised
template, but their task input is a direct specification: a language description, or demonstrations
whose ordering or annotations supply the reward labels. SRI instead infers the task from a finite
set of unlabeled trajectories that may be ambiguous and arbitrarily suboptimal, thus posing different
technical problems and demanding a different architecture and training algorithm.

3 Background

While SRI does not assume that human behavior is generated by any particular learning or control
algorithm, we still formalize the notions of “behavior” and “goals” using notation from reinforce-
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ment learning (RL) (Sutton & Barto, 1998) and inverse reinforcement learning IRL) (Ng & Russell,
2000), which we review here.

Control problems studied in RL are formalized mathematically as a Markov decision process (MDP).
An MDP M = (S, A, p,r,dy,~y) consists of possibly infinite sets of states, S, and actions, A; a
transition function p : § X A x & — [0, 1]; a reward function r : & x A — R; an initial state
distribution dy : S — [0, 1]; and a discount factor v € [0, 1].

A policy 7 : § x A — [0, 1] is a function describing the agent’s probability of selecting an action in
any given state; let II be the set of all policies. Policies interact with an MDP to produce stochastic
processes known as episodes: (So, Ag, Ro, S1, A1, R1,...) such that Sy ~ do, Ay ~ 7(S,-),
Ry = r(Sy, At), and Sp11 ~ p(Si, Ay, -). MDPs can also be partially observable, meaning they
also have a set of observations O and an emission function Q : § x @ — [0,1]. In this case,
episodes include observations generated by the emission function, O; ~ €(S;, ), and the policy
m: O x A— [0,1] instead maps observations to distributions over actions: A; ~ 7(0;, ).

In the notation used in this paper, we assume for simplicity that the reward function can be described
as a function of state alone: (R; L A;|S;). Thus, we will write r(S;) for brevity. Such state-based
rewards are common in goal-based robotic manipulation tasks, for example. However, our methods
apply equally well to the case where actions influence the reward.

The objective of an RL agent in an MDP is to accumulate as much reward as possible, subject to
exponential time discounting. Formally, the discounted return starting at time ¢ is the sum of rewards
at and after ¢, discounted exponentially by v: G = >_.° v Ry 1. The expected discounted episodic
return in an MDP is the expected value of G for a given policy: J(7) = E[G; 7], where semicolon
m indicates that A; ~ 7(S¢, -). RL in a given MDP is thus the optimization problem arg max, J (7).
Let 7* be such an optimal policy, and let its expected return be J*.

Reward Inference. In reward inference problems such as SRI, IRL, or CIRL, the reward function is
unknown to the agent, but typically train-time access to the underlying reward-free MDP, M\ {r}, is
still assumed.! In place of the reward, some number of trajectories in the environment are provided,
consisting of sequences of either observations, states, or states and actions.? In settings where the
human behaves roughly optimally for the task they intend the imitator to complete, these trajectories
are called demonstrations, but for generality we call them “behavior trajectories”. In this paper,
we will assume the most difficult setting, where trajectories are sequences of observations of length
Lp: 7 = (09,01,...,01,) € T, where T := (O)F=. Thus, to indicate a single task, the agent is
provided with {Tn}g:l eTN.

The agent’s goal is to use these trajectories to infer the reward function. The reward function itself is
sometimes the final output, but our focus is on optimizing the inferred reward function and evaluating
the resulting policy against the hidden ground truth reward function.

3.1 Learning Behavior Models from Known Rewards

Reward inference models traditionally infer a completely unknown reward function r by assuming
that the trajectories {,,} are generated according to a specific, known behavior model b : R — II,
where R is the space of reward functions (Ramachandran & Amir, 2007; Skalse & Abate, 2022).

However, inferring rewards from behavior alone is fundamentally underdetermined unless one as-
sumes a correct mapping from rewards to behavior (a planner/behavior model): the same observed
behavior can typically be explained by many reward—planner pairs, and simplicity biases are insuffi-
cient to recover the agent’s “true” preferences in general (Armstrong & Mindermann, 2018). Related
no-free-lunch results from the corrupted-reward literature show that when the channel from latent
reward to observed signals is unconstrained, any fixed algorithm can incur large regret in at least one

!In this paper, we use “reward inference” to denote reward inference from behavior, such as IRL.
2This setup describes a two-phase CIRL game; CIRL allows for multiple learning-deployment interactions between agent
and demonstrator, but such an interactive problem setup is beyond the scope of this paper.
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observationally indistinguishable world (Everitt et al., 2017). Even when committing to a particular
behavioral model class, inverse reward inference can be highly brittle to model misspecification,
including in continuous-control settings (Skalse & Abate, 2022; Hong et al., 2023). Consequently,
behavior-only methods inevitably rely on strong assumptions about the reward-to-behavior map in
order to demonstrate reasonable performance.

A pragmatic solution is to introduce reward supervision by collecting behavior on tasks with known
or labelable rewards, which can be used either to fit a behavior model (as in prior work) or, as we
propose, to directly learn the inverse mapping from behavior to rewards. For example, Reddy et al.
(2018), Enayati et al. (2018), Carreno-Medrano et al. (2019), and Ghosal et al. (2023) use demon-
strations by humans in tasks with known rewards to infer parameters of their behavior models, such
as their Boltzmann-rationality temperature parameter or their internal beliefs about the transition
model, p; similarly, Milliken & Hollinger (2017) estimate a human’s expertise in a driving task us-
ing the knowledge that hitting obstacles is undesirable. Finally, in their first algorithm, Shah et al.
(2019) use a dataset of known reward functions and known policies to learn any behavior model that
can be produced by a value iteration network in a tabular MDP.

4 Supervised Reward Inference

We propose a simpler approach for performing reward inference using a dataset of human behavior
for known rewards. Rather than training a parameterized behavior model from data, we simply train
the inverse model to directly map trajectories to reward functions.

This direct reward function inference approach, if it performed N-shot inference (i.e., used N tra-
jectories as input), would produce a model from trajectories to reward functions fp : 7TV — R,
allowing reward inference on a single state s through fo({7,}N_;)(s).

Such an fy would be applicable in those cases studied previously where the exact reward function
is known (Shah et al., 2019), or where a parameterized form r,, of the reward function is known, in
which case fy could use 1 as its target. However, this is not a general solution, as true human reward
functions in complex environments are unlikely to have known parameterizations (see Section 4.1).

Instead, we teach fj to predict samples of the reward given a state as input: r(s) ~ fo({T,}Y_,, s).
A further enhancement offers an immense efficiency gain: the behavior trajectories (and thus task)
need not be reprocessed at every timestep, and can instead be preprocessed into a task encoding. We
call the resulting task encoder fp, (the blue path in Figure 1), and the state-encoder and final reward
model gy, (the red path in Figure 1).3 This final structure allows us to formally define SRI.

Definition 4.1 (Supervised Reward Inference). Given: a) a random set of behavior trajectories
{T,}N_, € TV and a random reward function R jointly following a distribution D; b) a random
state .S following some distribution Dg; ¢) parameterized function families fy o TN - ¥and 9o, :
S x ¥ — R, where V is a task embedding space; and d) a regression loss function £ : R x R — R,
supervised reward inference (SRI) is the following multi-task minimization problem:

arg min E [ﬁ (geg (S, fo, {Tu}n21)) R(S))} :

05,04

See Algorithm 1 for an example gradient-descent-based implementation. Note that the state samples
that are labeled with rewards do not need to be taken from the behavior trajectories. Indeed, it is
often best for states and behaviors to be separate: the state samples should be representative of the
state space optimized during RL, but the behaviors need not be. Note that the distribution Dg is a
design choice: SRI will learn to predict rewards accurately on states drawn from Dg, so it should be
chosen to cover the states visited by downstream RL.

3Note that this structure also allows us to train multi-task policies by conditioning on the task embedding output from f, ;
(Yu et al., 2019a), which we explore in experiments with reach tasks. ’
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Algorithm 1 SRI Training with Gradient Descent

1: Input: Num tasks K, num dems/task N7, num state-reward samples/task N, batch size M,
num inference dems N, learning rate o, and dataset D = { ({75 } 1%, { (5K rkJ)}éy;l)}kK:l.

2: Initialize encoder fy, : 7" — R? and reward model gy, : S x R? — R. Let § = (6, 6,).

3: repeat

4 Sample batch {(T,Sp)}L, ~ D, where T = {73.;}]\%, are trajectories and S, =
{(s1,5, rk’j)}évgl are state-reward pairs for task k.

5 For each task k € [1, M], randomly select N trajectories 7, C Ty

6:  Compute task embeddings (V5 )22, = (fo, (7))L,

7. Predictrewards (7 ;) ke, m,jen,n.) = (90, (Sk.j, Vr)) ke[, je[1,n,]-

8 Compute loss £(6) < ﬁ ny:l Zévzsl(fk’j —ri)2

9 Update parameters 6 < 0 — aVyL(0).

10: until convergence

11: Output: Learned parameters 6 = (6, 6,).

4.1 Training Data

SRI assumes a task-indexed supervised dataset. For each task k, the training data contain (i) a set
of behavior trajectories {75 ;} and (ii) a set of reward-labeled states {(sg, j, 7% ;)}. These two sets
need only correspond to the same task; the reward-labeled states need not be states visited in the
trajectories themselves. This separation is useful because the trajectories identify the task, while
the labeled states can be sampled independently to cover the part of the state space on which the
downstream RL policy will later optimize. As discussed in Section 3.1, one natural source of such
data is behavior collected under known reward functions, where many more state-reward labels are
comparatively cheap once task rewards are available; our experiments follow this approach (see
Tables 2a and 2b). More generally, SRI replaces assumptions about a fixed reward-to-behavior map
with an assumption that such task-indexed reward supervision is available.

4.2 Example Architecture

Figure 1 demonstrates the abstract structure of the

architecture that we used for SRI in our experi- Trajectory Task
ments; see Appendix 9 for exact details. All gg, TEncoder (x n)w Encoder
networks used (red path) were MLPs, while the Il Tl } l/):
. . K A A 2 )}
trajectory encoder was a transformer (Vaswani Tk ohok —
et al., 2017), and the task encoder was a set trans- T r_1 j,n
former (Lee et al., 2019). SRS —
State Reward
. Encoder MLP
5 Theoretical Results . s 0 v
Are there any classes of behavior which are too SR

suboptimal or arbitrary even for SRI? For which Output
classes of reward inference problems will SRI
produce an optimal reward model? In this sec-
tion, we state the theoretical answer to these ques-
tions: in the data limit, SRI approaches Bayes op-

timality for any reward inference problffm as lf)ng state is mapped to an observation embedding ¢
as the problem and SRI’s model family satisfy by two small MLPs (red, per timestep); a final

certain compactness and niceness assumptions. a1 p combines (1), ) to predict reward
(SRI requires no information about the fest-time ’

task besides behavior trajectories, which are assumed to be drawn from the same distribution as the

Figure 1: Trajectories are encoded with a trans-
former and pooled by a set transformer into a
task embedding 1 (blue, once per task); each



Supervised Reward Inference

training trajectories.) Concretely, in Appendix 8, using the Bayesian inverse reinforcement learning
framework (Ramachandran & Amir, 2007), we formally state and prove the following theorem.

Main Theorem, Paraphrased (Asymptotic Optimality of SRI Algorithms). Consider an SRI prob-
lem in an MDP with jointly distributed reward R and trajectory samples T = {T,,}Y_,, with
marginal distribution Pr over T. Suppose that the following assumptions hold.

Assumptions: 1) The MDP has compact state and action spaces S and A and bounded returns
(with either v < 1 or finite-horizon truncation); 2) The MDP has a random (unknown) continuous
reward function R; 3) SRI’s model family is { fo }oco for compact ©; 4) { fo} is equicontinuous; 5)
SRI globally minimizes its mean-squared-error loss, and { fo} contains a continuous version of the
posterior-mean regression function on S X X, where X = supp(Pr); 6) We sample trajectories
and rewards from the true distribution, and states from a distribution with full support on S.

Claim: Any SRI algorithm in this setting approaches asymptotic Bayes-optimality in two senses as
the dataset grows: first, its inferred reward functions almost surely converge uniformly on S x X to
the expectation of the posterior distribution of R given T'; second, the returns of its optimal policies
converge almost surely to the maximum expected return under this posterior distribution.

Proof sketch. The proof outlines three main steps: 1) Uniform Reward Convergence: SRI’s inferred
reward converges uniformly to the expected posterior reward. 2) Optimality of the Mean: Maxi-
mizing return under this mean is equivalent to maximizing expected return under the posterior. 3)
Policy Convergence: Uniform reward convergence implies that the optimal policies for SRI’s reward
functions achieve optimal performance. Note that all convergence is almost sure.

Step 1: Reward Convergence. First, pointwise convergence is shown. Boundedness (of rewards
and function family) implies a Glivenko-Cantelli loss, ensuring uniform convergence across param-
eters to an optimal 6. Then, equicontinuity of { fy} and the Arzela-Ascoli theorem provide uniform
convergence across states and on-support trajectory inputs for a reward function subsequence. This
extends to the full sequence, proving uniform parameter-wise and input-wise convergence to the
expected posterior reward.

Step 2: Optimality of the Mean. We generalize a result by Ramachandran & Amir (2007). Us-
ing Fubini’s Theorem and Bounded Convergence, we show maximizing return under the expected
posterior reward equals maximizing expected return under the full posterior.

Step 3: Policy Convergence. Bounded MDP returns and uniform reward convergence (from Step
1) allow bounding the deviation of SRI’s predicted returns across policies. This return deviation
shrinks with more data. Therefore, SRI’s optimal policies approach optimality with respect to the
expected posterior reward, achieving expected optimality under the full reward posterior. O

6 Experiments

In the previous section, we showed that, theoretically, an ideal SRI algorithm can solve reward
inference as well as it is possible to solve it given the available behavior. In this section, we evaluate
that claim in two complementary settings. First, in Meta-World, we test whether trajectory-input SRI
can infer useful rewards in continuous-control robotic manipulation tasks from highly suboptimal
behavior — including gestures that only indirectly indicate goals — and how its performance varies
with demonstration quality and data quantity. Second, on the tabular gridworld benchmark of Shah
et al. (2019), we compare SRI directly against the closest prior arbitrary-behavior reward-inference
methods in the setting for which they were originally designed. Code is publicly available.

6.1 Meta-World Experiment Design

Tasks. We use Meta-World reach and pick-place tasks (Yu et al., 2019b) with randomly distributed
goals. Pick-place is substantially harder: it requires SRI to infer precise shaping rewards for grasping
in addition to a large, discontinuous success reward (see Appendix 11 for full details).
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Demonstrations. We designed five demonstration classes to test SRI under qualitatively different
suboptimalities. NOISY. demonstrations test graceful degradation: the end-effector reaches toward
the goal but takes a random action with probability ¢ each timestep. PSYCHIC, demonstrations
test systematically wrong behavior: the end-effector reaches deterministically toward an incorrect
position offset from the goal (o = 1.0: no offset; « = —1.0: mirrored through the origin). HARD
demonstrations combine both challenges: the end-effector circles around an incorrect position. GES-
TURE demonstrations test non-demonstration behavior on pick-place tasks: the end-effector merely
reaches toward the goal without ever picking or placing. See Appendix 11.2 for exact specifications.

Data and training. Except where otherwise noted, SRI received 1,280 tasks, each with 100 demon-
strations and 10,000 randomly sampled state-reward pairs (see Tables 2a and 2b for data efficiency
results). Policies were trained for 5 million (reach) or 10 million (pick-place) environment steps
with TQC (Kuznetsov et al., 2020) for reach and PPO (Schulman et al., 2017) for pick-place, via
Stable-Baselines3 (Raffin et al., 2021). See Appendix 11.3 for SRI and RL hyperparameters.

Metrics and baselines. Performance is measured by average normalized goal proximity (1): 1
minus the distance to the goal, scaled so the initial distance is 1. All experiments use 30 trials
with standard error bars. We compare against three single-task imitation learning baselines — BC
(Pomerleau, 1988), GAIL (Ho & Ermon, 2016), and AIRL (Fu et al., 2018) — and against policies
trained with ground-truth rewards (GT-RL). See Appendix 11.5 for additional details.

6.2 Meta-World Results

Reward inference from gestures. On pick-place tasks, SRI inferred reward functions from reach-
toward-goal gestures that never actually picked or placed anything, achieving 0.822 % 0.051 nor-
malized goal proximity (GT-RL: 0.903 + 0.011; all imitation learning baselines: < 0; 30 trials).

Robustness to suboptimal demonstrations. More
broadly, SRI learned accurate reward functions 1.0

whenever the demonstrations identified the goal, =2 L
including in a wide variety of situations where E 08 a=
optimality-assuming methods completely fail (Fig- £
ure 3b; Tables 2a, 2b). It performed well even T os p o ﬁl:g
when the behavior-reward mapping was profoundly © — SRI

. . . . ° GAIL
noisy (Figure 3a), and even when it only received o4 ¥ AIRL
a single noisy demonstration (Figure 2); however, @& i BC
it performed substantially better when the behavior- %o_z
reward mapping was arbitrarily suboptimal but still g
invertible (Figure 3b). Finally, while challenging re- 2 FIY1 ) % CN— Bl $.

ward functions still require a substantial number of 1 10 100
labeled observations to be learned accurately (Ta- Number of Inference Demonstrations
ble 2b), potentially necessitating the use of self-
supervised learning methods, simpler tasks may be
solvable with quantities of data small enough to col-
lect manually (Table 2a).

Figure 2: Demonstration efficiency. Mean
normalized goal proximity of SRI and imi-
tation baselines on Meta-World reach tasks
using NOISY( g7 demonstrations, plotted ver-
Failure modes. SRI’s failures were largely data fail- sus the number of demos per task. Er-
ures: when the state-reward dataset did not cover all ror bars show =+ standard error over 30
regions that a policy might explore, SRI sometimes trials (Sec. 6.1). SRI’s training makes it
inferred hackable reward functions with incorrect lo- demonstration-efficient.

cal optima. Pick-place tasks were particularly sensi-

tive, as fitting precise shaping rewards alongside a large, discontinuous success reward strained
both data and model capacity (Table 2b). These failures are also hard to regularize away: unlike
in imitation learning, the inferred policy and reward cannot be regularized toward the demonstra-
tions themselves, though regularizing toward states covered by the state-reward dataset or collecting
state-reward labels iteratively on RL-visited states may be a viable substitute.
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Figure 3: Robustness of SRI to suboptimal demonstrations in reach tasks. Error bars: standard
error over 30 trials. SRI infers near-optimal policies given invertible suboptimalities (b).

6.3 Shah et al. gridworld benchmark

To compare SRI against the closest prior method for reward inference from arbitrary suboptimal be-
havior, we also evaluate on the tabular gridworld benchmark of Shah et al. (2019); see Figure 4. This
benchmark differs substantially from our Meta-World experiments. Most importantly, it exposes a
full demonstrator policy on a tabular domain, whereas our main SRI setting conditions on a set of
behavior trajectories and predicts rewards at queried states. We therefore use a policy-input variant
of SRI that preserves the same supervised inverse-mapping perspective while matching the bench-
mark interface. Rather than first learning an explicit differentiable planner and then inverting it by
gradient descent (Shah et al., 2019), this variant maps the observed policy directly to the underlying
reward map (see Appendix 12 for details).

SRI performs well in this setting. As shown in Figure 4, it achieves near-ceiling performance with
every class of suboptimal demonstrator. We conjecture that SRI’s advantage comes from avoiding
the planner-learning bottleneck: their Algorithm 1 must approximate the demonstrator with a value
iteration network and then solve a separate inverse problem through that learned planner, while SRI
instead uses the same supervision to learn the inverse map directly. Although this abandons any RL-
specific inductive biases, it is possible that even 5000 policy-reward pairs may be enough to favor
tabula rasa machine learning methods (Sutton, 2019). Taken together with our Meta-World results,
these results show that SRI can infer rewards from arbitrary fixed behavior classes as accurately as
the behavior allows, both in continuous-control settings beyond the scope of prior methods and on
the tabular benchmark where those methods were originally introduced.

Table 2: Data efficiency of SRI on two Meta-World tasks (HARD demos). Each cell reports mean
normalized goal proximity (1) & standard error over 30 trials. All imitation learning baselines
(GAIL, AIRL, BC) achieve < 0 on both tasks with HARD demos; GT-RL achieves 0.9640.01 /
0.90+0.01 (reach / pick-place). See Table 3 in the appendix for full baseline results.

(a) Reach (b) Pick-place
# Tasks # Observations / Task # Tasks # Observations / Task
100 1k 10k 100 1k 10k
1280 0.864+0.01 0.924+0.00 0.93+0.00 1280 0.614+0.08 0.724+0.07 0.78+0.05
320 0.784+0.01 0.87+0.01 0.89+0.01 320 0.224+0.07 0.77+0.05 0.71+0.06

80 0.50+£0.02 0.79£0.01 0.81+0.01 80 0.02+0.02 0.27£0.07 0.50+£0.09
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Figure 4: Comparison on the Shah et al. (2019) gridworld benchmark. Mean percent reward
recovered (1) over 30 trials for six deterministic demonstrator classes and their Boltzmann-noisy
counterparts, using the evaluation protocol of Shah et al. (2019): each bar reports the discounted true
return obtained by planning optimally with the inferred reward, normalized by the return obtained
when planning with the ground-truth reward. The four inverse-planning (IP) baselines are from
Shah et al. (2019): IP (Boltzmann) and IP (assumed optimality) assume a fixed behavior model;
IP (known rewards) is their Algorithm 1, which learns a differentiable planner from reward—policy
pairs; and IP (estimated bias) jointly estimates the planner and a bias term. SRI (policy input) is
our method, adapted to condition on a full demonstrator policy rather than a set of trajectories and
to regress directly to the tabular reward map. On this set of seeds, SRI attains the strongest overall
average and matches or exceeds Algorithm 1 in every condition, suggesting that directly learning
the policy-to-reward inverse map can outperform planner-learning-plus-inversion even in the tabular
setting for which the latter was originally proposed. Error bars show + standard error.

7 Conclusion

In this paper, we introduced supervised reward inference (SRI), a framework that reduces reward
inference from arbitrary (but fixed-distribution) behavior to supervised learning on known rewards.
We showed that SRI is asymptotically Bayes-optimal, as long as the model is strong enough: as
the quantity of training data available to it approaches infinity, its learned policies approach the
highest ground-truth return possible given limited behavior at inference time. Finally, we showed
that SRI infers difficult reward functions from behavior with complex suboptimalities in continuous-
control tasks (Yu et al., 2019b) as accurately as that behavior allows, while also performing strongly
on the tabular benchmark where prior arbitrary-behavior reward-inference methods were originally
evaluated (Shah et al., 2019).

Several directions remain for future work. Our experiments assume task-indexed reward supervision
from known simulator rewards; extending SRI to settings where rewards must be estimated — from
sparse annotations (Knox & Stone, 2009), preferences (Christiano et al., 2017), facial expressions
(Cui et al., 2020), or other signals — is an important open problem. Visual domains will require an
image encoder, and SRI’s data efficiency may benefit from self-supervised pretraining with visual
(Oquab et al., 2024) or behavioral (Pirotta et al., 2024) foundation models. Orthogonally, RLZero
(Sikchi et al., 2025) highlights a complementary scaling path: SRI treats arbitrary behavior as super-
vision for reward inference, whereas RLZero bypasses rewards and tackles direct policy inference
from language without in-domain supervision.

More broadly, SRI reframes reward inference from arbitrary behavior as a data-and-supervision
problem rather than a demonstrator-modeling problem. That shift may allow future methods to
leverage the same scaling trends that have driven progress elsewhere in machine learning (Brown
et al., 2020c; Oquab et al., 2024).
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8 Proof of the Bayes Optimality of SRI

In this section, we use the Bayesian inverse reinforcement learning framework (Ramachandran &
Amir, 2007) to show that any “ideal” (empirical-risk-minimizing) SRI algorithm is asymptotically
optimal for both reward inference and imitation learning (see the Main Theorem below for details).
In particular, our analysis relies on only three main assumptions for the SRI algorithm and the
problem: niceness and compactness of the function class and MDP, appropriate model capacity, and
data coverage.

Our proof proceeds as follows: first, in Section 8.1, we lay out our notation and assumptions; second,
in Section 8.2, we derive the closed form of the Bayes-optimal reward function for imitation given
limited behavior trajectories; third, in Section 8.3, we show that SRI converges uniformly in the limit
of infinite data to this Bayes-optimal reward function; finally, in Section 8.4, we use these results
to prove that the optimal policies for SRI also converge uniformly to Bayes optimality, i.e., they
asymptotically provide the maximum possible expected return given irreducible uncertainty about
the ground truth reward function.

8.1 Preliminaries

Notation: Each of the sets we consider generally has at most one o-algebra associated with it. Thus,
as standard in probability theory, we will often use each set interchangeably with its measurable
space.

Let R be a measurable space of reward functions in M, equipped with any o-algebra, and let
P(R) be the set of all probability measures with respect to R’s o-algebra. (Define the operator P
similarly for any measurable space.) Let P € P(R) be the ground-truth marginal distribution of
reward functions; in particular, these reward functions are potentially co-dependent with behavior
trajectories of maximum length L. For any number of trajectories N define the task-generating
distribution

DreP (RxTV).

Effective trajectory-input space. Let 7' := {7,})_; denote the random trajectory-set input,
where (R, T) ~ Dpg, and let Pr be the marginal distribution of T" under Dp. Define

X = supp(Pr) C TV.

Since T/ is compact by Assumption 1(a), X is closed and thus compact. All uniform (supremum)
statements over trajectory inputs below are taken over X.

Rather than seeing the actual reward function, an SRI algorithm sees a set of M state-reward pairs.
In particular, let Ps € P(S) be a distribution over states. The data-generating distribution is defined
by the following process: first, for dataset size (number of tasks) K, take K i.i.d. samples

K
{ (Rk’ {Tk’n}r]yzl) }kzl
from Dg, then sample M states from Pg for each task:
K,M
{8k7m}k=1,m=1 :

Finally, label each state sy, ,,, with its reward for SRI to predict, Ry (s ). The resulting dataset has
K tasks, and each task has N trajectories and M state-reward pairs:

{ ({(Sk,m, Rk(sk-,m»}rj\::l , {Tk’"}gzl) }K

k=1
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We aim to learn a parameterized reward function Ry : S X TN — R on this dataset, for 6 in some
space O (see Assumption 1).

Notation For brevity, we henceforth omit index specifications when they are clear from context;
e.g., {7} := {7 })_,, and similar for sequences. Furthermore, in conditional statements we omit
the conditioned random variable when it is clear from context: E[Y |z] := E[Y|X = z].

We first lay out all assumptions necessary for our results.

Assumption 1 (Well-Behaved Spaces and Functions). (a) The state space S, observation space O,
and action space A are compact measurable metric spaces equipped with o-algebras Fs, F» and
F 4, respectively, and all relevant probability measures (e.g., w(s) for any s € S) are defined with
respect to Fs, Fo, and F4. (It follows that 77 is also a compact metric space, using some rea-
sonable product metric.) (b) The transition probability function p : S x A — P(S) is a Markov
kernel (hence measurable), all policies 7 : S — P(.A) are Markov kernels, and the reward function
R : S — Ris measurable. (c) The space O of reward model parameters is compact. (d) Ry (s, {7.})
is measurable and continuous with respect to 0, s, and {7,,}, and { Ry },.¢ is equicontinuous in s
and {7,,}. (e) All measure spaces are o-finite.

Remark 8.1. Compactness of © and S and equicontinuity (Assumption 1(a, c, d)) imply that
{Ry}oceo is uniformly bounded.

Assumption 2 (Bounded Returns). All reward functions R € R are bounded, and either v < 1 or
3L € Z>g such that for all t > L, R; = 0. Therefore, all returns are bounded, and Jy is bounded
for all 6.

Assumption 3 (MSE). In this section, SRI is defined using squared error over the dataset. In partic-
ular, we define the single-sample loss for a parameter 6 as

lo(R. {Ta},5) = (Ro(s, {Tn}) — R(s))".

Remark 8.2. We do not assume the uniqueness of minimizing parameters, but our definitions natu-
rally imply unique minimizing functions.

Assumption 4 (Model Capacity). The hypothesis class { Ry} contains a continuous version of the
posterior-mean regression target on S x X'. That is, there exists 7 € © such that, defining

R(s,t) == Ryi(s,1), (s,t) S x X,

we have
Ryi (S, T) =E[R(S) | T] a.s. under Ps x Pr.

Assumption 5 (Data Coverage). The data distribution over states has full support on S: supp(Ps) =
S. (If the MDP contains unreachable states for any reason, the support need not include those states.)

8.2 Optimality of R as a reward function for imitation

We first adapt a tabular result by Ramachandran & Amir (2007) to show that, when optimizing
expected return under an uncertain reward function, it is always optimal to optimize return under the
expected value of that reward function.

Lemma 8.3. Let Mr = (S, A,p, R, do,7) be an MDP with random reward function R following
any distribution P € P(R). Define the expected reward function R : S — R to be R(s) =
E[R(s)]. Then, the policy ™ that maximizes the expected cumulative reward Eg[Jg ()], where

> A'R(S) ;w] :

t=0

Jr(m) =E

is an optimal policy for the MDP My = (S, A, p, R, dy,~y) with reward function R. Similarly, any
optimal policy for My, is also optimal under Jg.
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Proof. We aim to show that

o0

D RSy

t=0

E[Jr(7)] =E ; (1

where the left expectation is taken over both the randomness in R and the stochastic transitions in
the MDP under policy 7, while the right expectation is taken over the latter alone.

The proof establishes the following equalities:

Er [Jr(m)] =Eg |E Z’YtR(St);WH (2)
t=0
=E |Er Z'th(St) ;7T‘| 3)
t=0
=E|Y 7'Er[R(S)] ;w] . 4)
t=0

Step (3) — (4) follows immediately from Assumption 2 and the Bounded Convergence Theorem.
Therefore, all that remains is to justify the application of Fubini’s Theorem in step (2) — (3).

Let (€2, F, ) be the product measure space of reward functions and trajectories, where {2 = R xS,
F = R ® 8 (using the usual cylinder o-algebra), and i = P(R) x P.. Here, P,; is the probability
measure over trajectories induced by 7 in this MDP.

Define the function f(R,{S:}) = > 1o q V' R(S).
To apply Fubini’s Theorem, we need to verify that f is measurable with respect to F and that
fQ |fldp < .

Measurability: First, note that the projection of €2 onto each individual S; is measurable by def-
inition of the cylinder o-algebra; thus, because R is measurable by assumption, each summand of
f is individually measurable. The function f is therefore the limit of finite sums of measurable
functions, and hence is measurable.

Integrability: For some non-negative ¢ € R, whose exact value depends on «y and L (if applicable)

we have
[iftdu= [ [ S vns) aeaisy i)
Q R Js= |15
= ER,St l Z’th(St)
t=0
S ]ER,St [C] 3
by Assumption 2.

Thus, we have established (1). To conclude, since the expected cumulative reward undgr the distribu-
tion P(R) equals the expected cumulative reward in the MDP with reward function R, maximizing
E[Jr(m)] over policies 7 is equivalent to maximizing Jz(7) in the MDP M’ = (S, A, p,~, R).

Therefore, the policy 7* that maximizes E[Jr(7)] is the optimal policy for the MDP with reward
function R. O

Equipped with the result of Lemma 8.3, we now show that, under our assumptions, any SRI algo-
rithm asymptotically produces optimal policies for R, and thus optimal policies for the posterior
distribution over rewards, Pg|(r,}-
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8.3 Convergence of (Ry, )

The first step is to demonstrate the convergence of the learned SRI model in the limit of infinite
data. First, we define our risk functions in a manner that allows us to invoke a Glivenko-Cantelli
argument (Sen, 2022). As discussed in the preliminaries, consider a single sample (R, {7,},s)
drawn according to Dr x Pg, where (R, {7,}) ~ Dg and s ~ Ps. The population risk is then

L(Q) = E(Rv{Tn})NDR,SNPs [f@(R, {Tn}7 S)]
Remark 8.4. As always for least squares problems, for any #* € arg mingcg L(6), we have
Rg-(S,T) = R|(S,T) a.s. under Ps x Pr.

Lemma 8.5 (Continuous a.s. equality implies equality on the support). Let f,g: S x X — R be
continuous. If

f(S,T)=g(S,T) a.s. under Ps x Pr,
with supp(Pg) = S (Assumption 5) and supp(Pr) = X, then

f(s,t) =g(s,t) forall (s,t) € S x X.

Proof. Let h = f — g. Then h is continuous and h(S,T) = 0 almost surely. Suppose for con-
tradiction that there exists (so,%p) € S x X with h(sg,tp) # 0. By continuity, there is an open
neighborhood U of (sg,tg) and € > 0 such that |h| > € on U. But (s, ty) € supp(Ps x Pr), so
(Ps x Pr)(U) > 0, contradicting h(S,T) = 0 almost surely. O

Remark 8.4 and Lemma 8.3 show that the optimal reward function for MSE SRI indeed produces
Bayesian-optimal policies. We must now show that this happens in the limit of infinite data, as
well. Specifically, we show: 1) that SRI algorithms indeed converge to some optimal §*; 2) that this
convergence is uniform on § x X’; 3) that uniform convergence implies convergence of the optimal
policies. Steps 1 and 2 follow from standard learning theory patterns in Lemmas 8.8 and 8.9. Step 3
is completed in the Main Theorem.

Given a dataset of K tasks and M state samples per task,

{(Be, {rap )iz ~ DR, {smadm=r ~ PS5,
we form the empirical risk:

K M

L (0) = ﬁ ST lo(Bey {rnihs smn)-

k=1m=1

Remark 8.6. Under Assumptions 1, 2, and 3, Iy, L(6) and L K (0) are all bounded, continuous and
measurable. (See Remark 8.1.)
Remark 8.7. Because increasing K provides additional data of all types, we can ignore M in the
empirical risk (M need not approach oo). In particular, note that L(6) remains the same even if Iy
is a sample risk over states s, (i.e., a loss for all state-reward samples in a single task) instead of a
loss for one individual sample.

We can now show both pointwise and uniform convergence of Ry, .

Lemma 8.8 (Pointwise Convergence of Ry, ). Suppose O € argmingeo L Kk (0) for each K.
Under Assumptions 1—5, even without a unique minimizer 0*, we have for all (s,t) € S x X:

Ro,. (s,t) 22, R| (s,t).
Proof. As usual for this type of result, our proof follows three steps: 1) we show that /g is Glivenko-

Cantelli; 2) we conclude that L almost surely converges uniformly to L; 3) we use the existence
of a convergent subsequence 6 to conclude the desired result.
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Steps 1 and 2 By Remark 8.6, we can directly conclude that Iy is glivenko-Cantelli (see, for
example, Remark 3.1 and Theorem 3.2, Sen, 2022). Thus, by definition, Lz almost surely uniformly
converges to L:

sup | Lk (0) — L(0)] = 0.
0cO

Step 3  On the almost-sure event where Lk uniformly converges to L, because © is compact, it is
nearly sufficient to show that any convergent subsequence of 8 converges to a minimizer of L(6).

Since © is compact, let (fx ;) be a convergent subsequence of 6, and let 6 be its limit. Fix ¢ > 0,

and set K such that for all K > Ko, suppee |Lx(0) — L(0)| < 5. Then choose jo such that for
all j > jo, both K; > Ky and |L(0k,) — L(6*)| < § (recall that L is continuous). Then, for all
J = Jos

Hence, 0 € argming g L(¢’). Letting © O ©* = argmingcg L(6), if d(0x,O*) did not
converge to 0, then some subsequence would remain at distance at least 6 > 0 from ©*; by com-
pactness it would admit a convergent subsubsequence, contradicting the fact that every convergent
subsequence limit lies in ©*. Therefore

d(0x,©%)* 22 0.

Fix (s,t) € S x X, and choose 63 € ©* such that d(0k, 0%,) = d(0k,0%),so d(0k,05) — 0 as.
By continuity of § — Ry(s,t), we get

Ry, (s,t) — Re: (s,1) 250.
By Remark 8.4, Ry« (S,T) = R(S,T) a.s.; by Lemma 8.5, this implies
Rg: (s, t) = R|(s,t) V(s,t) € S x X.
Therefore Ry, (s,t) — R)(s,t) almost surely. O

Lemma 8.9 (Uniform Convergence of (Ry, ). Define 0k as in Lemma 8.8. Given the equicontinu-
ity of { R}, we also have almost sure uniform convergence of (Rg,.) on S x X:

sup ‘R(;K(s,t) — R|(s,t)| Z500.
(s,t)eSxX

Proof. The desired result follows smoothly from pointwise convergence and the Arzela-Ascoli The-
orem.

“#Standard point-set distance: d(z, A) = inf,ec 4 |z — a.
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If (Ry, ) did not converge uniformly to R| on S x &, then there would exist an € > 0, a subsequence
(Roy, ), and a sequence ((sirti)) € (S x X)N such that

|Roy, (si,t:) — Ry(si,t:)| > € forall i.

Of course, this subsequence also satisfies the conditions of Arzela-Ascoli — most notably, equiconti-
nuity — on the compact domain S x X', so we can extract a further uniformly convergent subsequence
(Roy, ) By Lemma 8.8, we know that pointwise, (Ry,, ) almost surely converges to R (using the

same event for almost sure convergence as all other almost sure convergences here).

Since § x X is compact, ((s“ z)) has a convergent subsequence; passing to that subsequence
(and relabeling), we may assume (s;;,t;;) — (s*,t*). The uniform convergence of (Ry,, ) to-
¥

gether with pointwise convergence to R| then gives Ry, (s;,,t;,) — R(s*,t*), contradicting
i

R()Ki (52]7 ’L]) R‘(sljv )

> ¢. Thus, (Ry, ) must converge uniformly.

8.4 Convergence of SRI’s optimal policies to Bayesian optimality

Finally, we conclude that any SRI algorithm satisfying our assumptions produces asymptotically
Bayes-optimal policies.

Main Theorem (Asymptotic Optimality of SRI Algorithms). Let Mpr = (S, A,p, R,dy,7y) be
an MDP with random reward R, which is drawn together with {7} from a distribution D €
P(R x TN).

Claim: Any SRI algorithm that globally minimizes its empirical risk and satisfies Assumptions 1—5
is asymptotically optimal in the sense that the policies it produces approach those that maximize the
expected return under the posterior distribution of R given {1,}.

Uniform Convergence of Inferred Rewards By Lemma 8.9, we have that as K — oo,

sup  |Rg,(s,t) — R|(s,t)| 2%00.
(s,t)ESX X

Here R‘ is the Bayes-optimal reward function. More precisely, for Pr-almost every realized task
input ¢, Lemma 8.3 applied to the conditional distribution Pr|r—; shows that the posterior-mean
reward s — E[R(s) | T' = t] is Bayes-optimal. By Assumption 4, 1| (-, ) is a continuous version
of this posterior mean. In particular, | is the reward function that, if known, would yield the policy
maximizing the expected return given {7, }.

Thus, for any § > 0, there exists K such that for all K > Ky,

sup  |Rgy (s,t) — R|(s,t)] < 6.
(s,t)ESX X

Since the test-time trajectory input 7" is drawn from Pr, we have T' € X almost surely, so for the
realized task input we also have

sup |Rg, (5, T) — R|(s,T)| <4 as.
seS

Policy Convergence Let m; be any optimal policy for the MDP (S, A, p, Ro,, do, 7). We wish
to show that {7} approaches optimality for Rjas K — .

Define the value functions under a reward function R’ and policy 7 as:

Vi (s) = Z’th' S, T) | So=s,m
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Let VﬁeK (s) = V;;K (s) be the optimal value under Ry, , and let VI—% (s) be the optimal value under
_ K
R.
We know: N
Vir(s) > Vg, (s), ¥

Ro

We want to relate VI%QK to Vz’% . Consider the difference:

5, () = Vi (s) = Vi (5) = Vi, (5)]

+[Vi,, (s) = Vg‘ék (s)].

We will bound each piece.

Bounding \Vg‘ (s) — Vﬁek (s)|: Because sup(, y)esxx [Rog (5,1) — Ry(s,t)| < 6, we have for any
policy 7:

> YRy (S0, T) — Ry (S, T))|
t=0

VA, (5) = VE ()| <E

By Assumption 2, we are in one of two cases:

1
) < 17
C’y,L = 1,7 ’y
L+1, ~v=1and Ry =0forallt > L.

Therefore,
Vi, () = Vg (8)] < Oy 1.6,

Thus:
HVE@K - VIZ{‘ loo < Cy,6, foranym.
In particular, this applies to the optimal policies under either reward:

Vi (5) = Vi, ()] < Cpd

*

Bounding |V§GK (s) — VI%QK (s)|: By optimality of 7  under Ry,

Vi () = Ve ()

Thus: . . .
VEQK (s) — VRTK (s) = [VR:;: (s) — VR‘GK (s)].

This difference is bounded by the same C 1,0 argument as above:

[Vitgs (5) = Vi " (5)] < Gy,

Combining these results, we have:

Vi () = v;“’K (s) < Cy16 +Cry.1.6 = 2C, 16,
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Since 6 > 0 was arbitrary and can be made as small as desired by taking K sufficiently large, for

any € > 0, choose § = 208 —. Then for all K > Kj,

Vi (5) = Vi (s) <e.

Therefore:

VR‘HK (s) > VI:’E‘ (s)—e, VseS,

and in particular
T (75) = Th — e

Conclusion We have shown that as K — oo, the SRI algorithm’s inferred reward functions Ry,
converge uniformly to R|, and that the corresponding optimal policies 7y, approach optimality
under R‘. Since R| is the Bayes-optimal reward given {7, } (Lemma 8.3), the policies derived from
the SRI algorithm asymptotically maximize the expected return under the posterior over R.

9 Architecture Details

We encoded trajectories using a 3-head transformer with two 256-dimensional transformer layers
and a final 2-layer MLP with hidden dimension 50, outputting a trajectory representation of length
100; processed trajectory encodings into a task encoding with a default set transformer (Lee et al.,
2019) with hidden dimension 128, outputting a task representation of dimension 256; encoded states
using a 2-layer MLP with hidden dimension 256 and encoding dimension 100; and processed task
and state representations into a final reward with a 2-layer MLP of hidden dimension 256. All
activations were leaky ReL.U.

10 SGI, SAI, and Additional Experiments

10.1 Imitation learning baselines on HARD demonstrations

Table 3 reports the full baseline results for the HARD demonstration condition summarized in Ta-
ble 2.

Table 3: Imitation learning baselines on Meta-World with HARD demos. Mean normalized goal
proximity (1) £ standard error over 30 trials.

Method Reach Pick-place

GAIL —1.81+0.37 —0.004+£0.002
AIRL —1.58+0.30 —0.001£0.000
BC —0.93+0.08 —0.002+£0.001

GT-RL 0.957£0.005 0.903£0.011

10.2 SGI and SAI

SRI provides an example of a supervised intent inference algorithm where “intent” is formalized
as a reward function. However, this general intent inference framework is easily extended to other
formalizations of intent. In this section, we provide definitions and empirical results for two further
examples: supervised goal inference (SGI), where the intent object being mapped to is some latent
representation of the task; and supervised action inference (SAI), where the intent object is a
(presumably optimal) policy. In each case, the central conceptual innovation over prior methods
(e.g., goal inference or imitation learning) is in viewing the observed behavior as an indication of
the demonstrator’s intent, rather than an attempted enactment of it. See Figure 5 for an abstract
diagram of our implementations of SGI and SAL
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10.2.1 SGI
Supervised goal inference (SGI) takes as its in-
ference target any latent representation of the Trajectory Task
task that can be used to determine the reward Encoder (x n) Encoder
. . . . T
function or an optimal policy. In our experi- m -3 1/)1
. . T
ments with Meta-World’s reach and pick-place  [sltareny - s
tasks (Yu et al., 2019b), we use the (z,v, 2) . ‘ 5
) ) llln
position of the goal as the target, and then in- 3 SC!

Output
fer actions using Meta-World’s oracular poli- Reward

. . State
cies. However, depending on the structure of Encoder ~ MILP
the task and available information, inference ! 5 ) o [ ) 13
targets could just as easily consist of the param-
eters of a neural network, the weights of a linear
reward function, or a one-hot task index, among
others.

SAI
Output

Because the target is not a function (in particu- Figure 5: Architecture for Supervised Goal In-
lar, not a function taking states as inputs), SGI ~ference and Supervised Action Inference. Tra-
only requires a multi-task dataset pairing be- jectories are encoded with a transformer and
havior trajectories with goal labels. pooled by a set transformer into a task embedding
Definition 10.1 (Supervised Goal Inference). ¥ (Plue, once per task). In the case of supervised
Given: a) a random set of behavior trajectories 204l inference (SGI), this embedding is directly
{T,,}_, € TV and a random (uncertain) goal used as the g0.a1 pl‘edl'CtIO'Il (i.e., z = ). .In 'the
Z € RP= (for some goal dimension D,) jointly ~€as€ of supervised action inference (SAI), similar
following a distribution D7; b) a parameterized © SRI, each state is mapped to an observation em-
function family fo : TV — RP=; and ¢) a re- bedding ¢ by two small MLPs (red, per timestep);
gression loss function £ : RP= x RP= — R, 2 final MLP combines (¢, ¢) to predict the action.

supervised goal inference (SGI) is the following multi-task minimization problem:
arg min £ [ﬁ <]"9({Tn}g_1)7 Zﬂ .
0

See Algorithm 2 for an example gradient-descent-based implementation with L? loss.

10.2.2 SAI

Supervised action inference (SAI) takes as its inference target any policy. For simplicity of presenta-
tion, the following definition assumes that the target policy is deterministic and that the action space
is continuous (or at least represented continuously), but allowing stochastic policies and discrete
action spaces would require minimal changes. Note that SAI’s target actions are not assumed to
come from the behavior trajectories; as with SRI, those trajectories are assumed to be observation-
only, and potentially arbitrarily suboptimal, thereby serving only as an indication of the agent’s
intended actions: i.e., the input to the intent-inference problem. The intended actions — the output
of the intent-inference problem — are provided in the form of state-action samples, akin to SRI’s
state-reward samples.

Definition 10.2 (Supervised Action Inference). Assume that the action space of the MDP is A =
RP= for some dimension D, (i.e., that the actions are continuous or continuously parameterized).
Then, given: a) a random set of behavior trajectories {7,,}Y_, € 7% and a random (uncertain)
policy IT jointly following a distribution Dr; b) a random state .S following some distribution Dg;
¢) parameterized function families fp, : TN — U and 9o, : SX V¥ — RP«; and d) a regression
loss function £ : RP« x RPa — R, supervised action inference (SAI) is the following multi-task
minimization problem:

axgnin |2 (o0, (5.5, (1,)220).118) ) |

05,04
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Algorithm 2 SGI Training with Gradient Descent

1: Input: Num tasks /K, num dems/task Nr, goal space dimension D, batch size M, num infer-
ence dems N7, learning rate o, and dataset D = {({75,;} %, 2x) }_,, where z;, € R is the
goal for task k.

2: Initialize goal inference model fp : 7™¥7 — RP= with parameters 6.

3: repeat

Sample batch { (75, 2,) }L, ~ D, where for each batch item b, T, = {73 ;} 7 is the set of

N trajectories and z;, is the corresponding goal.

For each task b € [1, M], randomly select N trajectories 7, C Ty.
Predict goals (3,1, = (fo(T;)iL,.
Compute loss £(8) + L S0 112, — 3.
Update parameters 6 < 60 — aVyL(0).
until convergence
10: Output: Learned parameters 6.

&

R Y

Algorithm 3 SAI Training with Gradient Descent

1: Input: Num tasks K, num dems/task N7, num state-action samples/task N, action space
dimension D,, batch size M, num inference dems Nj, learning rate «, and dataset D =
{({7hi i, { (skgr arg) o) HE -

2: Initialize encoder fp, : T — R? and action model g, : S x R? — RP=. Let § = (6, 6,).

3: repeat

4: Sample batch {(7,Sp)}L, ~ D, where T, = {73;}\%, are trajectories and S, =
{(s1,5, ak,j)}évgl are state-action pairs for task k.

5 For each task k € [1, M], randomly select N trajectories 7, C 7.

6:  Compute task embeddings (v5)2L; = (fo, (T)))al,.

7. Predict actions (G, j) ke[, am1,je[1,8.] = (90, (Sk,j> Vk))ke[1,M],j€[1,N,]-

8 Compute loss £(6) < ﬁ Zfil Zjvzl

9 Update parameters 6 < 0 — aVL(0).

10: until convergence

11: Output: Learned parameters 8 = (6, 6,).

|ak,; — ak ;3.

See Algorithm 3 for an example gradient-descent-based implementation with L? loss.

10.2.3 Experimental performance of SGI and SAI

Setup To evaluate SGI and SAI, we reran the six experiments in the main paper using SGI and
SAI as drop-in replacements for SRI. Both used the same architecture as SRI, except that SGI’s
demonstration encodings were 3-dimensional (to match goal size) and SAI’s final output was four-
dimensional (to match action size). SAI’s outputs were not clipped or squeezed during training.
The action labels for SAT’s prediction task were taken from Meta-World’s oracular reach/pick-place
policies, with the same minor modifications as described in Appendix 11.2. SAI used the same states
for labeling (with actions) as SRI (with rewards), though without the pick-place/reach proportion
interpolation described in Appendix 11.3. Both SGI and SAI were trained for 500 epochs rather
than SRI’s 2000, as we noted that any resulting loss of precision was insignificant when it could not
be hacked by an RL agent.

Results Overall, SGI and SAI performed comparably to SRI, and performed notably better than
SRI on some reach tasks where the goal is indicated with high certainty by the demonstrations
(Tables 4 and 5a, Figure 7b, and lower noise levels in Figure 7a). SGI and SAI also performed
better than SRI when given small training datasets, for both reach and pick-place tasks (Table 5).
We attribute this latter observation to the fact that slight imperfections in SRI’s learned reward may
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Table 4: Pick-place (GESTURE demos). Mean normalized goal proximity (1) £ standard error (30
trials).

Method Prox. (1)

SRI 0.822 £ 0.051
SGI 0.790 £ 0.002
SAI 0.791 £ 0.003
GAIL —0.001 £+ 0.000
AIRL —0.001 £ 0.001
BC —0.001 £ 0.000

GTRL 0.903 £ 0.011

change the optimal policy set dramatically (due to reward hacking), while the degradation of inferred
policies with imprecisions in SGI and SAI models is smoother.

Discussion Do these results indicate that one
should always use SGI and SAI over SRI? Not nec-
essarily, for two reasons.

First, when the dynamics of the environment are ex-
pected to change, a policy can be retrained with re-
spect to SRI’s learned reward, but SAI’s inferred pol-
icy (and possibly SGIs, if its output is used as the la-
tent variable of a policy, as in our experiments) will
become irrevocably incorrect until new data is col-
lected.

y 4
Y <+« No op
0.6 —— SR
—4- sal
74 SAl
0.4

GAIL
AIRL

Average Scaled Goal Proximity
o
N

o
IS)
b
&

Second, we expect that SRI’s requisite dataset will
be much easier to collect in many real-world situa- 1 10 100
tions, as reward labels may be easier to provide than Number of Inference Demonstrations
goal and action labels. In the case of SGI, labeling
behavior with a goal (latent representation) requires
that the practitioner already know a factorization of
the reward function or optimal policy of the underly-
ing task using the given goal, which is not a realistic
assumption for many real-world tasks.

Figure 6: Demonstration efficiency. Mean
normalized goal proximity of SRI, SGI, SAI,
and imitation baselines on Meta-World reach
tasks using NOISY( g7 demonstrations, plot-
ted versus the number of demos per task. Er-
ror bars show = standard error over 30 trials
SAI suffers from a similar problem: the practitioner (Sec. 6.1).

must know the optimal action in any given state, in

particular in terms of the agent’s action space (e.g., a robot’s joint actuations). Not only does this
require deep problem-specific expertise even for simple tasks, but it also precludes the agent ever
achieving superhuman performance on the target task.

The conclusion of the present results is therefore that a wide variety of intent objects (i.e., labels)
have the potential to work well in this supervised intent inference framework, and practitioners
should use whichever label type is both easily available and appropriate for their target deployment.

10.3 Set Transformer Ablation

Motivated by work showing that set functions can be universally approximated by architectures
that combine element-wise encodings with simple additive pooling (Zaheer et al., 2017), we tested
whether we can replace our set transformer (see Appendix 9) with a simple sum of trajectory en-
codings: ¢ = Z?:l ;. Specifically, we reran the demonstration-efficiency experiment using both
the original variants of SRI, SGI, and SAI, and variants in which the task encoder is an additive
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Table 5: Data-efficiency comparison of SRI, SGI, and SAI on two Meta-World tasks. Each cell
shows mean normalized goal proximity (1) = standard error over 30 RL rollout trials, after training
on the indicated number of tasks and labeled observations per task.

(a) Reach task (HARD demos)

SRI
# Tasks # labeled observations / task
100 1000 10000
1280 0.860 + 0.006 0.916 +0.004 0.930 £ 0.003
320 0.780 £ 0.007 0.866 = 0.006 0.893 = 0.006
80 0.495 +0.017 0.792 +£0.008 0.812 £ 0.010
SGI
# Tasks Prox. (1)
1280 0.972 £ 0.001
320 0.925 + 0.013
80 0.927 + 0.010
SAI
# Tasks # labeled observations / task
100 1000 10000
1280 0.962 + 0.003 0.960 +0.004 0.958 + 0.004
320 0.924 +£0.013 0.929 +£0.010 0.923 £0.012
80 0.859 £0.018 0.846 +0.018 0.807 £ 0.021
(b) Pick-place task (HARD demos)
SRI
# Tasks # labeled observations / task
100 1000 10000
1280 0.614+0.076  0.7154+0.069 0.784 £ 0.052
320 0.221 £0.067 0.768 &0.052 0.708 £ 0.059
80 0.018 £0.021  0.269 +0.065 0.502 £ 0.085
SGI
# Tasks Prox. (1)
1280 0.765 + 0.005
320 0.757 + 0.007
80 0.764 + 0.006
SAI
# Tasks # labeled observations / task
100 1000 10000
1280 0.783 £0.004 0.79540.002 0.795 + 0.003
320 0.758 £ 0.005 0.773 +£0.006 0.783 £ 0.005
80 0.702 £ 0.007 0.750 & 0.005 0.744 £ 0.008
Baselines (mean + standard error)
Method Reach Pick-place
GAIL —1.814+£0.37 —0.004 £ 0.002
AIRL —1.58 £0.30 —0.001 £ 0.000
BC —0.934+0.08 —0.002 £+ 0.001
GT-RL  0.957 + 0.005 0.903 £0.011
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Figure 7: Robustness of SRI, SGI, and SAI to suboptimal demonstrations in reach tasks. Error
bars: standard error over 30 trials. All three supervised methods show near-perfect recovery of
optimal policies given invertible suboptimalities (b).
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Figure 8: Set Transformer Ablation. Mean normalized goal proximity (1) in a reach task for the
standard TST (transformer-set-transformer) architecture (solid line) versus an architecture which
replaces the set transformer with a simple additive pooling layer (dotted line). Demonstrations are
NOISY(.g7.

pooling layer (Figure 8). The performance improvement offered by the transformer-set-transformer
(TST) architecture to SRI and SAI is significant but slight for higher demonstration counts; how-
ever, prior results (not shown here) suggest that this divergence grows when the training dataset
size is decreased. We suspect, though are not sure, that the exceptionally poor performance of 100-
demonstration SGI with additive pooling is due to difficulties managing output magnitudes when
summing large numbers of demonstration encodings, which is less of a problem for SRI and SAI
(the resulting policies of which mostly remain the same regardless of model output scale in our
experiments).’

SNote that an architecture with a mean pooling layer need not be a universal set function approximator if the input sets
have varying sizes; although that is not the case in our experiments, we avoid mean pooling for this reason.
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11 Meta-World Experimental Details

11.1 Tasks

Goals were selected randomly with z € [—0.3,0.3], y € [0.4,0.7], and z € [0.05,0.3]. For pick-
place tasks, the object is randomly initialized per-episode for x € [—0.1,0.1], y¥ € [0.6,0.7], and
goals are chosen sufficiently far away to avoid initial success due to random object placement. All
tasks used a horizon of 500. The default shaped reward functions were used both for SRI reward
samples and ground-truth RL, except for the extra 5.0 success reward.

Note that the Meta-World reward is not computable from the default state representation; therefore,
we provided SRI’s state encoder with augmented states during both training and RL. Specifically,
we provided SRI with: the location and starting location of the left and right pads of the gripper; the
location of the “TCP (Tool Center Point) Center”; and the initial positions of the end-effector and
the object. All of these values are computable from the history, but our goal in these experiments
was not to test SRI’s performance in partially observable environments. Note that the learned policy
did not see these augmented state dimensions.

Unfortunately, we could not augment states for the baseline algorithms to include initial position in-
formation, as doing so provided the adversarial discriminators with a “hack” to distinguish demon-
strations from generated behavior, but we provided them with the TCP center and pad locations.

To simplify both supervised learning and reinforcement learning, we shifted and scaled all rewards
to have the range [—3, 3] (after adding the extra success reward of 5.0).

11.2 Demonstration Details

All demonstration classes were generated by oracular policies with randomly sampled reach goals.
Unless otherwise specified, we provided 100 demonstrations per task for GESTURE, NOISY, and
NOISY GESTURE; 1 demonstration for the deterministic PSYCHIC; and 10 demonstrations for HARD.

NoOISY, details: the end-effector starts in the default location and reaches directly towards the goal
for 150 timesteps, but with probability € each timestep of instead reaching towards a random loca-
tion.

NOISY GESTURE, details: uses random actions like NOISY,, but otherwise identical to GESTURE
(including a horizon of 50).

PSYCHIC,, details: Given goal position g and x-y origin o, = (0, 0.55), the end-effector reaches
deterministically from its starting position towards target t , = 0z.y + A(ga,y — Oz,y)-

HARD details: the end-effector starts in a random position, then over 250 timesteps draws a 0.1-
radius circle around the location of the goal mirrored through the x-y-z origin o = (0, 0.55, 0.175).
Note that the end-effector cannot always reach the far point of this circle, so the mirrored goal cannot
be determined through averaging alone.

For GESTURE tasks, the end-effector starts in a random position satisfying € [—0.4,0.4],y €
[0.4,0.8],z € [0.1,0.4].

For all reach demonstrations, the oracular policy used a speed multiplier (p in the code) of 30.0,
ensuring that the (x,y, z) components of its actions were nearly always clipped to [-1, 1]. For all
pick-place demonstrations, the same speed multiplier was used, but the clipping range was decreased
to [-0.3, 0.3], as we found that the policy tended to move too quickly and drop the object otherwise.

11.3 SRI Training Details

Data quantity. Except where otherwise noted, SRI received 1,280 tasks, each with 100 demonstra-
tions and 10,000 state-reward pairs. For pick-place tasks, 80% of states were from random reaching,
while 20% were from random pick-placing.
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State-reward sampling. For all tasks, SRI received a randomly sampled state-reward dataset (see
Section 4.1) with states produced by the robot end-effector attempting to reach to random locations
on and around the table while randomly opening and closing its gripper. For pick-place tasks, SRI
also received examples of states from an oracular pick-place agent bringing the object to random po-
sitions. SRI could not infer goals from such states, as they were randomly shuffled and uncorrelated
with the goal of the task it was attempting to infer.

Training. SRI was trained for 2,000 epochs on all tasks with a batch size of 16 and learning rate of
0.0003, using the Adam optimizer (Kingma & Ba, 2015). In general, the hyperparameters we used
for SRI and RL were found through extensive interactive experimentation rather than structured
sweeps.

As mentioned in Section 6.2, we found hacking of SRI’s rewards to be a particular problem in pick-
place tasks, where a lack of model capacity forced SRI to trade off modeling the success reward on
one hand and the grasping and pre-grasping shaped rewards on the other. SRI generally chose to
optimize the success reward, as doing so was optimal for minimizing MSE, but this caused pick-
place policies trained with the resulting reward to often fail to grasp the object at all. In order to
encourage SRI to focus on modeling the non-success rewards, we linearly increased the proportion
of pick-place state samples in the state-reward dataset from 5% to 20% over the course of training
the reward model. However, the total proportion of reach and pick-place state samples per task was
still 0.8 and 0.2, respectively; when necessary, we therefore sampled reach states with replacement
to achieve the required total number of states per task.

11.4 Reinforcement Learning

For learning policies with SRI’s learned reward functions, we used Truncated Quantile Critics (TQC;
Kuznetsov et al., 2020) for reach tasks and Proximal Policy Optimization (PPO; Schulman et al.,
2017) for pick-place tasks, each as implemented in Stable-Baselines3 (Raffin et al., 2021). For
reach tasks, we trained multi-task policies by conditioning the policy on the task representation 1);
for pick-place tasks, we trained task-specific policies (though all tasks within each trial were inferred
by a single SRI model).

The reason we used PPO for pick-place tasks and TQC for reach tasks is empirical: we found that
PPO learned slowly in reach tasks and that TQC often failed to learn in pick-place tasks. All RL and
baseline policies were trained for 5,000,000 environment interactions for reach tasks and 10,000,000
for pick-place tasks.

All networks of all RL policies were two-layer, hidden dimension 512 MLPs. For baselines, the
actor had this structure, but the critic had the same structure as SRI’s state encoder: a two-layer
MLP with hidden dimension 256.

Baseline hyperparameters were set to equal RL hyperparameters where appropriate (e.g., number of
interactions and network size), and otherwise were taken from their respective papers as much as
possible. Behavioral cloning was trained for 50 epochs.

RL algorithms used batch sizes of 128, learning rates of 0.0001, and v = 0.9. TQC used two critics,
a rollout buffer size of 10,000,000, one update per transition, and a soft update coefficient of 0.005;
PPO collected 2,048+16 transitions between updates and trained for 10 epochs per transition batch.

Note that the strangely poor behavior of the baselines in some conditions, such as AIRL in single-
demonstration tasks and GAIL in noisy tasks, may in part be due to Meta-World tasks violating their
assumptions. For example, GAIL assumes infinite-horizon tasks (Ho & Ermon, 2016). Neverthe-
less, as dominant imitation learning algorithms, we still believe them to be important baselines for
comparison.
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11.5 Metrics and Statistics

The evaluated metric is average normalized goal proximity: 1 minus the distance to the goal of the
end-effector (measured at the TCP center; for reach tasks) or object (for pick-place tasks), scaled
such that the initial distance is 1, and averaged across all timesteps and trials. To avoid distraction
by large negative proximity values in plots, we clip average proximity of each trial in plots to a
minimum of 0 (but do not clip in tables).

All methods and all settings in all experiments were run for 30 trials (including dataset resampling),

and statistical uncertainty was quantified using standard error without Bonferroni correction.

11.6 Baselines

We used three single-task imitation learning baselines, all from the Imitation library (Gleave et al.,
2022): behavioral cloning (BC; Pomerleau, 1988), generative adversarial imitation learning (GAIL;
Ho & Ermon, 2016), and adversarial inverse reinforcement learning (AIRL; Fu et al., 2018). These
baselines are single-task and are included to illustrate how optimality-assuming methods degrade
with suboptimal demonstrations. We also include policies trained with ground-truth rewards (GT-
RL) as a ceiling baseline.

11.7 Additional Code Attribution
Table 6 lists the external assets used in this work, along with their licences and versions.

Table 6: External assets relied on in this work.

Asset Authorship / citation License Version / commit  Special terms of use

Stable-Baselines3  Raffin et al. (2021) MIT 2.2.1 None beyond MIT li-
cence

Meta-World Yu et al. (2019b) MIT v2.0.0 Requires the MuJoCo

physics engine (Apache-
2.0) for simulation

Set Transformer Lee et al. (2019) MIT 73432c6 None beyond MIT Ili-
cence

Imitation Gleave et al. (2022) MIT 1.0.1 None beyond MIT li-
cence

MuJoCo Todorov et al. (2012) Apache-2.0 2.3.7 Open-source; no addi-

tional restrictions

11.8 Computational Resources

All of our experiments were performed on a wide variety of NVIDIA GPUs, from 1080Ti to L40S
and A100. VRAM was not generally a limiting factor, and we are certain that 11 GB is sufficient for
the batch sizes that we used. We used 2 CPU cores for SRI/SGI/SAI model training, 16 cores for RL
and baseline training, and 4-16 cores for evaluation. We used 40 GB RAM for all experiments. All
model training and RL runs finished in under 24 hours each, and substantially faster on new GPUs.

12 Experimental details for Shah et al. (2019) gridworld benchmark

To directly compare SRI with the closest prior work on reward inference from arbitrary suboptimal
behavior, we reran the gridworld benchmark of Shah et al. (2019) and added SRI as an additional
method. We reused the original Shah et al. code for the planner-learning baselines as much as
possible.
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12.1 Benchmark and evaluation protocol

Shah et al.’s benchmark uses randomly generated gridworlds with a 14 x 14 traversable interior,
seven non-zero reward cells, and several synthetic demonstrator classes including optimal, naive,
sophisticated, myopic, overconfident, and underconfident agents, together with Boltzmann-noisy
variants of each (Shah et al., 2019). Their evaluation metric is the discounted true return obtained by
planning optimally with the inferred reward, reported as a percentage of the return obtained when
planning with the ground-truth reward.

Each task is represented as a 16 x 16 tensor with an always-walled border, corresponding to the same
14 x 14 traversable interior used in the original benchmark. The action space has five actions: north,
south, east, west, and stay. By default, each task contains seven non-zero reward cells, the start state
is fixed at the grid center, and transition noise is 0.2. Non-STAY actions incur a living reward of
—0.01, and the discount factor is v = 0.95. We evaluate all methods with the same percent-reward
metric as in Shah et al. (2019).

12.2 Data splits and trial structure

Shah et al.’s original Algorithm 1 uses 8,000 total policy examples, split into 7,000 tasks with known
rewards for planner training and 1,000 tasks on which rewards must be inferred (Shah et al., 2019).
We use 5,000 planner-training tasks, 2,000 planner-validation tasks, and 1,000 reward-inference
tasks per trial, preserving the same 7,000/1,000 overall budget while making validation explicit. All
figure results reported here use 30 trials, with one seed per trial.

For the assumed-planner baselines, we use 8,000 reward-inference tasks per trial, matching the no-
known-reward setting of Shah et al. (2019). For SRI, the figure uses the best validation checkpoint
from each trial.

12.3 Shah et al. baselines

We compare against the same three method families shown in Shah et al.’s Figure 4: a fixed
Boltzmann-planner assumption, a fixed optimal-planner assumption, and their Algorithm 1, which
first trains a differentiable planner on reward-policy pairs and then infers rewards by gradient de-
scent through that planner (Shah et al., 2019). We use the original TensorFlow implementation of
Shah et al.’s planner architecture and training procedures. Concretely, the planner is a value iteration
network (VIN) with the original tabular setup.

12.4 SRI with policy input

The original SRI formulation conditions on a set of behavior trajectories and predicts rewards for
queried states. The benchmark of Shah et al. (2019) instead exposes a full demonstrator policy on a
tabular state space. To make a direct comparison possible, we therefore use a policy-input variant of
SRI

For each task, we convert the demonstrator policy into a single structured demonstration tensor
with one token per grid cell. Each token contains the demonstrator’s action probabilities at that
state, together with a wall indicator and normalized spatial coordinates. Because the reward in this
benchmark is itself a tabular state-value map, the model predicts the full reward map jointly rather
than evaluating one queried state at a time.

Architecturally, the reported runs use a compact U-Net (Ronneberger et al., 2015) policy encoder
with base width 32. The model reshapes the policy-input tensor into an H x W feature grid, applies
two downsampling convolutional blocks, a bottleneck block, and two upsampling stages with skip
connections, and then outputs one scalar reward per grid cell with a final 1 x 1 convolution. Each
convolutional block consists of two (3 x 3 conv + batchnorm + LeakyReLU) layers. The resulting
reward map is flattened and trained with mean-squared error against the ground-truth tabular reward.
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12.5 SRI training details

SRI uses the U-Net encoder described above, 100 training epochs, batch size 128, learning rate
3 x 1074, and no additional regularization.



