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Summary

Proximal Policy Optimization (PPO), despite its widespread use in on-policy Reinforcement
Learning (RL), suffers from performance sensitivity and implementation complexity. This
paper revisits PPO, identifying limitations related to critic accuracy and action constraints. We
introduce PPO+, a principled enhancement that addresses these weaknesses through three
key innovations: (1) off-policy critic training while maintaining on-policy actor updates,
significantly improving critic accuracy and gradient estimation; (2) bounded action policies,
ensuring coherence and stability; and (3) entropy regularization, enhancing exploration and
robustness. Empirical evaluations on MuJoCo and high-dimensional DeepMind Control Suite
tasks demonstrate that PPO+ achieves state-of-the-art performance among on-policy algorithms,
outperforming PPO and achieving competitive results with off-policy methods. Ablation studies
highlight the critical contributions of each component of PPO+, particularly emphasizing the
benefit of off-policy critic learning for on-policy methods. Crucially, PPO+ achieves these gains
without implementation level tricks, offering a simplified and grounded approach to deep on-
policy RL for continuous control. Our findings provide valuable insights into the limitations of
standard PPO and demonstrate the potential of principled enhancements for advancing on-policy
RL performance and robustness.

Contribution(s)

1. This paper identifies and diagnoses critical limitations of Proximal Policy Optimization
(PPO) in the context of continuous control, specifically pinpointing the sensitivity stemming
from inaccurate critic estimation and the lack of action bound consideration.

Context: While prior work acknowledged PPO’s hyperparameter sensitivity (Andrychowicz
et al., 2020a), this paper delves deeper to diagnose the underlying causes of critic inaccuracy
and unbounded actions and their impact on performance.

2. This paper introduces principled fixes that address the identified limitations through three

key innovations: (i.) off-policy critic training, (ii.) bounded action policies, and (iii.) entropy
regularization.
Context: Contrary to the conventional practices of deep on-policy critic learning, we
leverage off-policy data to improve critic accuracy for on-policy actor updates. This
demonstrates that it is possible to integrate off-policy data within an on-policy objective, and
that this yields superior Q™ estimation.

3. We present PPO+, a simplified and robust implementation of PPO that achieves state-of-the-
art on-policy performance on MuJoCo benchmarks.
Context: Existing PPO implementations largely rely on arbitrary and poorly documented
implementation tricks. PPO+ offers a simplified alternative, achieved through targeted and
principled enhancements, such as refined critic estimation, bounded policy distributions, and
a maximum entropy objective.
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Abstract

On-policy Reinforcement Learning (RL) offers desirable features such as stable learning,
fewer policy updates, and the ability to evaluate a policy’s return during training. While
recent efforts have focused on off-policy methods, achieving significant advancements,
PPO remains the go-to algorithm for on-policy RL due to its apparent simplicity and
effectiveness. Nonetheless, PPO relies on subtle, often poorly documented adjustments
that can critically affect its performance. Our proposed approach, PPO+, is a principled
adaptation of the PPO algorithm that strengthens its adherence to the on-policy objective,
enhancing stability and efficiency. PPO+ demonstrates significantly improved asymptotic
performance over PPO, and a substantially reduced performance gap with off-policy
algorithms in several challenging continuous control tasks. Beyond just performance,
our findings offer a fresh perspective on on-policy RL that can serve as guidance for
future research endeavors.

1 Introduction

A fundamental distinction in Reinforcement Learning (RL) lies between on-policy and off-policy
methods (Sutton & Barto, 2018). On-policy methods, such as Proximal Policy Optimization (PPO)
(Schulman et al., 2017b) and Trust Region Policy Optimization (TRPO) (Schulman et al., 2015),
optimize rewards using data collected from the current policy. This promotes stable learning and
safer exploration by minimizing distributional shift, though often at the cost of sample-efficiency. Oft-
policy methods, in contrast, optimize under a different behavior policy and can reuse past experiences,
making them more sample-efficient and better suited to settings where data is expensive or limited.

Among on-policy methods, PPO is arguably the one that most convincingly defeats the test of
time, remaining largely used for a wide range of highly complex and diverse problems, including
videogames (Berner et al., 2019), legged locomotion (Rudin et al., 2022), robotic manipulation
(Andrychowicz et al., 2020b), and LLMs finetuning (Ouyang et al., 2022). Despite its success, PPO’s
reliance on trust-region approximations, multiple loss terms, and implementation-specific heuristics,
introduces practical challenges and critical sensitivity to hyperparameters. Moreover, several common
PPO practices limit performance. For instance, while maximum entropy RL has been shown to
enhance both exploration and convergence (Haarnoja et al., 2018; Mei et al., 2020; Cen et al., 2024),
it remains underutilized in on-policy deep RL. Standard PPO implementations also often ignore
explicit action bounds, defaulting to unbounded Gaussian policies. This technical oversight not only
deviates from theory but can lead to unstable or degenerate behavior in practice.

In this paper, we investigate targeted interventions into crucial algorithmic and practical aspects of
PPO, aiming to obtain a more effective and efficient algorithm. The result of our effort is PPO+!, a

ICode is available at ht tps://github.com/kallel-mahdi/PPO-Plus.
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principled enhancement of PPO that improves its efficiency, robustness, and simplicity—while strictly
adhering to the on-policy paradigm. In detail, PPO+ enhances PPO through the following three main
contributions: (i) We show that off-policy data can be selectively leveraged to improve critic learning
while maintaining an on-policy policy gradient. (ii) We introduce a numerical scheme for enforcing
bounded action spaces in continuous control. (iii) We reformulate PPO under a maximum entropy
RL framework to encourage deeper exploration.

In our experiments on MuJoCo control tasks (Todorov et al., 2012), we show that PPO+ significantly
improves over PPO’s performance and sample-efficiency, positioning itself as a strong and general-
purpose enhancement of PPO, while remaining simple to implement and closely aligned with the
theoretical foundations of on-policy RL.

2 Preliminaries

2.1 On-policy reinforcement learning

Reinforcement Learning (Sutton & Barto, 2018) deals with the problem of an agent interacting
with an environment to learn a policy that maximizes its return. Mathematically, an RL problem
can be formulated as a Markov Decision Process (MDP) (Puterman, 1990), which is a tuple
(S, A, P, R, uo,v), where S € R™ is a continuous set of states and A € R< is a continuous
set of actions. P : S x A — AS is the transition probability function?, where P(s'|s, a) denotes the
probability of transitioning to state s’ after taking action ¢ in state s. R : S x A — R is the reward
function, where (s, a) is the immediate reward received by the agent for taking action « in state
s. po € AS is the initial state distribution. v € [0, 1) is the discount factor, which determines the
importance of future rewards compared to immediate rewards.

In on-policy RL, the agent’s goal is to learn a stochastic policy 7 : S — AA, that maximizes
its expected discounted return J(7) = 125 Esvir anr [1(s, a)], where we denote dfj(s) £ (1 —
Y) > eV P(sy = s) the discounted state visitation density of the state s under the policy 7. This
is in contrast to off-policy RL where the objective of the agent is to maximize the policy return

under a different behaviour policy 3(a|s) # 7(a|s) making the objective to maximize .J* (1) =

ﬁEWpE,an [r(s,a)].

2.2 Maximum entropy reinforcement learning

Traditional RL algorithms focus solely on maximizing the expected reward, which can yield overly
deterministic policies vulnerable to unexpected environmental changes. Maximum entropy RL
(Ziebart, 2010; Haarnoja et al., 2018) counters this by adding an entropy bonus to the objective. The
policy entropy, a measure of randomness, is defined as H (7 (.|s)) = — >, m(als)log 7(als). This
bonus encourages exploration without sacrificing return, by using a temperature parameter o and
reformulating the objective as

J(m) =Ex | >4 (r(se,a0) + aH(n(]s1))) | - (1)
t=0

The temperature « controls the trade-off between maximizing reward and entropy. A larger « leads
to a greater emphasis on exploration and mode diversity in the policy. In practice, we observe that it
considerably improves exploration and hence learning speed over leading methods that optimize the
conventional RL objective function (Schulman et al., 2017a).

2.3 Trust-region methods

Initially introduced by Schulman et al. (2015), trust region deep RL methods are on-policy
algorithms that optimize a surrogate objective by maximizing a lower bound on the policy return.

2AX denotes the set of probability measures over a set X .
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Trust Region Policy Optimization (TRPO) constrains the policy update by limiting the KL divergence
between the new policy 7’ and the old policy 7, ensuring updates remain within a "trusted region" for
stable learning. However, TRPO’s approach originally relied on a heuristic to enforce this constraint.
In Achiam et al. (2017), the authors formalized this heuristic by bounding the difference between the
returns of two policies, 7’ and 7, as follows

1
J (') = J(7) = :ESNdW,an' [A™(s,a)]
2ve™  [1
- 17_6 5 \/ 5Esar [Drcr(n'|[)[s]]; )

where €™ = max, [Eqn [A™(s,a)]|. By squaring the penalty term and applying the importance
sampling trick to replace the expectation over a ~ 7’ with a ~ 7, this optimization problem can be
rewritten as

maximize, Egogr qrr m'(als) A" (s,a) 3)
’ 7(als)
subject to  Egwgr [Dycr (7'||m)[s]] < 6. 4)

TRPO solves this optimization problem by approximating the KL divergence constraint using a
second-order method involving the Fisher information matrix, which requires a conjugate gradient
method for optimization. While this guarantees updates stay within a trusted region, making the
learning process stable, it also makes the algorithm computationally expensive due to the need for
calculating the Fisher information matrix and solving the constrained optimization.

To address this complexity, Schulman et al. (2017b) proposed PPO, which simplifies the enforcement
of the trust region while retaining robust performance. Instead of a hard constraint as in TRPO,
PPO optimizes a clipped surrogate objective function that penalizes policy changes that move the
probability ratio outside of a trusted interval. The most common variant, PPO-Clip, defines this
objective as:

LOP(g) = 8 [min (rt(gz))zxt, clip(ri(¢),1 — e,1 + e)Atﬂ

Here, ri(¢) = _molarlst) g the probability ratio between the new policy 7, and the old policy

7T¢>old(at\8t)

Thoras Ay is an estimator of the advantage function at timestep ¢, and € is a small hyperparameter (e.g.,
0.2) that specifies the clipping range. The clip function constrains 7+(¢) to the interval [1 — €, 1 + €].
By taking the minimum of the unclipped and clipped advantage objectives, the algorithm creates
a pessimistic lower bound on the unconstrained policy objective. This structure disincentivizes large
policy updates that would move r;(¢) far from 1, thereby keeping the new policy close to the old
one without explicitly calculating and constraining the KL divergence. By relying on first-order
optimization and this simpler objective, PPO significantly reduces computational overhead making
it a default algorithm for many deep reinforcement learning applications.

2.4 Actor-critic methods

Actor-critic methods are a class of RL algorithms comprising an actor and a critic. The
critic estimates policy performance using either the action-value function Q7(s,a) =
E[r(s,a) + Q™ (s',a’) | so = s,a9 = a] or the value function V™ (s) £ Eywr(s) [Q™(s,a)]. The
actor updates its parameters to maximize the policy return as evaluated by the critic, yielding more
efficient learning than methods relying on Monte-Carlo estimates. These algorithms typically employ
neural networks and optimize via gradient ascent Sutton et al. (1999). Temporal Difference (TD)



Reinforcement Learning Journal 2026

3.0 Probability density function Evolution of effective KL as - 1 Evolution of out of bounds actions
Gaussian l ”
2.5 Clipped Gaussian 12.5- 5
Tanh Gaussian E 75-
2.0 -
2 > o} |
215 £ g i 0
g . qC) o 50 ¥ I.”
o 2 -
1.0 S w' R “
< 25- - ) -
0.5 g J
o
i &
0.0 : '
-2 -1 0 1 2 3 0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
X o Million steps
(a) (b) (c)

Figure 1: (la) Probability density functions of a Gaussian with z ~ N (u = 0,0 = 0.5). (1b)
Average out of bound error for the actions, and percentage of out of bound actions. (1c¢) Logarithm of
the effective clipping ratio for two bounded Gaussians A7, N3 s.t. K L(N3|N7) = 0.2.

learning (Sutton, 1988; Sutton & Barto, 2018) provides an iterative method to estimate Q™ using the
TD error §; = r¢11 +YQ (St41, 1) — Q™ (8¢, at), where ry1 1 is the reward, - the discount factor,
and (s, a;) and (s41,as+1) denote successive state-action pairs. Traditionally, the critic is trained
on-policy (e.g., via SARSA (Sutton & Barto, 2018)); alternatively, it can be updated off-policy using
previously collected data as in DDPG, TD3, or SAC (Haarnoja et al., 2018; Fujimoto et al., 2018).

3 On the limitations of proximal policy optimization

Despite its widespread use (Berner et al., 2019; Andrychowicz et al., 2020b; Mirhoseini et al.,
2021; Rudin et al., 2022), PPO’s sensitivity to certain implementation details highlights serious
shortcomings, many of which can be traced back to reliance on inaccurate value function estimators.
Figure 2 shows empirical evidence of these limitations.

The normalization of rewards or observations functions plays a critical role in stabilizing PPO’s
learning process. Without it, PPO often fails to learn effective policies, especially in environments
where rewards differ in magnitude, such as Hopper or Walker2d. Second, the algorithm is very
sensitive to observation normalization. We note that most off-policy methods function well without
such techniques (Haarnoja et al., 2018).

The sensitivity of Proximal Policy Optimization (PPO) to specific implementation choices and
hyperparameters reveals significant underlying weaknesses, particularly concerning the accuracy of its
critic. As starkly illustrated in Figure 2, normalization of rewards and observations is not just helpful
but critical for stabilizing the learning process; without it, PPO often fails to learn effective policies in

—— PPO (A=0.95) A=0 — A=0.5 — A=0.7 —— -Obsnorm —— -Reward norm
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4000
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:::’ é 3000
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0.2 0.4 0.6 0.8 1.0 0.2 0.4 0.6 0.8 1.0
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Figure 2: Sensitivity of PPO to certain hyperparameters.
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environments like Hopper and Walker2d. This necessity for normalization is a significant departure
from many modern off-policy algorithms like Soft Actor-Critic and TD3 (Haarnoja et al., 2018).

PPO’s performance also depends heavily on the Generalized Advantage Estimator (GAE) A
parameter. The algorithm performs optimally with a high A (e.g., 0.95), which pushes the advantage
estimate closer to a high variance Monte-Carlo return, thereby reducing the influence of the critic’s
own bootstrapped estimates. As the figure shows, decreasing A forces the algorithm to rely more
heavily on the value function, causing performance to degrade significantly. The complete failure
to learn when A = 0 a setting that depends entirely on the critic’s instantaneous estimates is a
direct indictment of the critic’s accuracy in the standard PPO framework. This fragility points
to an inaccurate value function as a primary source of PPO’s instability, a key limitation that we
demonstrate is substantially mitigated in PPO+, as the supplementary sensitivity analysis confirms.

3.1 Consequences of unbounded actions

A key issue in current implementations of PPO for continuous control is that the actor samples from
an unbounded distribution, even when actions must be bounded. Figure 1a compares the PDFs of
an unbounded Gaussian, a clipped version, and a tanh-bounded Gaussian distribution: the clipped
Gaussian has greater density near the limits, while tanh produces smoother outputs. In Figure 1b, we
fix KL divergence between two Gaussians and show that as their means approach the action bounds,
the KL between clipped versions grows sharply, potentially destabilizing learning. Figure 1c tracks
out-of-bound actions, revealing that both their frequency and magnitude increase during training.
This mismatch, where effective clipping diverges from the intended policy, can mislead the critic,
which may interpret a clipped action a = 1 as the original a = 2.

4 Method

From previous remarks, many practices in PPO raise questions about its adherence to its on-policy
objective. To address this, we investigate several improvements aimed at aligning PPO more closely
with its theoretical foundations.

4.1 Bounding the action space

A naive attempt to address the out-of-bounds actions issue is to apply a squashing function like the
hyperbolic tangent, but this leads to numerical instability when computing log 7’ (a | s). Formally,
for an action ¢ = tanh(u) where u ~ N (u,X), the change-of-variables formula expands the
log-probability to:

D

logrm(a|s)=logu(uls)— Zlog(l — tanh®(u;)).
i=1

If u is unavailable, one must recover it via u = atanh(a), but this introduces numerical instability
when a is near +1, as atanh(a) diverges. Additionally, the naive correction term log(1 — tanh?(u))
becomes unstable for large |u|, since tanh(u) saturates and 1 — tanh?(u) approaches zero.

In contrast, many well-known SAC implementations avoid these issues by computing the sample and
log-probability simultaneously, caching the pre-tanh sample w« for direct use. This joint computation
is not directly feasible in our framework, as we have to compute the log probabilities of actions
sampled under a different policy. Therefore, we resort to storing u and applying a numerically

stable transformation, replacing the log(1 — tanh?(u)) term with 2 <log 2—u— softplus(—2u)) 3

This formulation avoids both sources of instability, ensuring robust log-probability estimates and
improving gradient quality, leading to more stable training in continuous control tasks.

3This expression is mathematically equivalent to 2 (log 24u— softplus(Qu)).
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Algorithm 1 One Step of PPO+

Require: Current actor parameters ¢, critic parameters 61, 6o, critic replay buffer B
1: D+ 0 > Initialize on-policy buffer for the actor
2: for N, environment steps do
3 Sample action a; ~ 74 (a|s:)
4: Sample transition s;11 ~ p(S¢41|5t, at)
5: Add (sy, at, 1, S¢41) to actor buffer D
6
7
8
9

Add (s¢, ag, 74, S¢41) to critic buffer B

: St < St+1
: end for
: for Nepochs update epochs do
10: for N, critic steps do > Train critic on off-policy data
11: Sample a batch from critic buffer B
12: Compute critic targets using Equation (5)
13: Update critic networks 61, 0
14: end for
15: for N, actor steps do > Train actor on on-policy data
16: Sample a batch from actor buffer D
17: Compute advantage estimates A(s, a)
18: end for
19: Update actor policy ¢ using the PPO clipped objective and 121(3, a)
20: end for

21: return ¢, 61, 0

4.2 Off-policy critic learning

Inspired by successful off-policy critic training in algorithms like SAC and TD3 (Haarnoja et al., 2018;
Fujimoto et al., 2018), we explore a novel on-policy RL strategy. We train the critic of algorithms
like PPO using off-policy data from a replay buffer, while crucially maintaining the on-policy actor
update, a combination not previously explored to our knowledge in standard on-policy methods.

We hypothesize that incorporating off-policy data to enhance critic approximation can lead to more
accurate on-policy gradient estimates, potentially improving performance. To enable the desired use
of off-policy data for the critic, we need to replace the value function V'™ typically used in on-policy
methods with action-value functions Q™ usually restricted to off-policy methods.

Indeed, recall that without behavior-policy correction, standard TD learning with state-value functions
relies on on-policy transitions. Its target for V'(s) uses V(s’) and therefore assumes that the action
leading to s’ was sampled from the current policy. Q-functions condition on the action instead. The
action «a in a stored transition (s, a,r, s') may come from any policy, which lets us train the critic
using replay. For each critic, we use

yi(s,a) =1+ (Qp,(s',a") — alogmy(a'|s’)), a ~me(cls), ie{1,2}. 5)

Since o’ is sampled from the current policy, this update is a single-sample Expected SARSA target for
Q™ and does not require an action-level importance ratio. Replay still changes the distribution over
which critic errors are weighted.* In our experiments, the larger set of transitions from recent policies
more than compensates for this mismatch. Figure 5 shows that off-policy replay improves critic
accuracy and the resulting policy-gradient estimate. The value function used for the actor update is
then recovered as V7 (s) = Equr(.15)[@7 (5, a)].

4More precisely, on-policy fitting weights the Bellman error under d™¢, whereas replay weights it under the buffer
distribution 3, induced by recent behavior policies. The Bellman target remains that of 7, but with function approximation
these weightings can produce different projected solutions.
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Figure 3: Undiscounted policy return on classic MuJoCo-v5 tasks. We use 10 random seeds for every
algorithm and show 95% confidence intervals in the shaded area.
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Figure 4: Undiscounted policy return on the DOG environment of Deepmind Control Suite. We use
10 random seeds for every algorithm and show 95% confidence intervals in the shaded area.

4.3 Maximum entropy for on-policy reinforcement learning

Maximum entropy RL augments the regular objective with an entropy term to encourage exploration,
a strategy proven effective in off-policy settings (Haarnoja et al., 2018). While its application to
on-policy RL is less explored, no inherent limitations prevent its use. We incorporate entropy
regularization into PPO+ using the SAC-style maximum-entropy critic target in Equation (5). This
propagates the entropy bonus through future returns, yielding an entropy-augmented Q-function.
The advantage function A(s, a) is then derived from this Q-function by including an instantaneous
entropy term «log w(als) and adjusting the baseline value estimate, as shown in Equation (6):

A(s,a) = Q(s,a) — alogm(als)
- Ea’wﬂ(.\s)[Q(sv a') — alogm(a'ls)]. (6)

We learn the temperature « using the automatic tuning rule of Haarnoja et al. (2018). The actor is
subsequently updated using the standard PPO objective, but with this entropy-regularized advantage
A™. Thus, the entropy bonus is incorporated into the value estimation component of the policy
gradient, rather than as an explicit, separate entropy term in the PPO objective function itself.
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5 Experiments

We evaluate PPO+ against the on-policy baselines PPO and TRPO, with SAC as a strong off-policy
baseline. We use a target entropy of —|A|/2 for PPO+ and SAC. The evaluation is performed on the
MuJoCo benchmark suite (Todorov et al., 2012) and high-dimensional DOG tasks from DM-Control
(Tunyasuvunakool et al., 2020). Our baseline implementations are based on (Huang et al., 2022).
To ensure fairness, we introduce PPO(ours) as a variant using similar configuration to PPO+ and
tune all baselines. For PPO+ we use two critic networks with LayerNorm trained independently
without minimum target approach and augmented with the Maximum entropy bonus (Haarnoja
et al., 2018). Key implementation differences are summarized in Table 1, while the Supplementary
Materials report the hyperparameter settings.

Figure 3 shows that PPO+ matches PPO on simple tasks like Hopper and Walker, while significantly
outperforming it on complex, high-dimensional tasks such as HalfCheetah, Ant and Humanoid. We
attribute this gap to limitations in PPO’s advantage estimation. Its common reliance on a high lambda
value (e.g., A = 0.95) suggests a dependency on high-variance Monte Carlo estimates to compensate
for an inaccurate critic, a strategy that is less effective in these more complex environments. This is
supported by our tuned baseline, PPO(ours), which, despite sharing a similar configuration to PPO+,
fails to match its performance. This indicates the improvements stem from the fundamental design of
PPO+, namely the off-policy critic training and maximum entropy objective.

While PPO+ lags behind SAC on the Humanoid task, Figure 4 shows this dynamic reverses on
the higher-dimensional DOG tasks, where PPO+ is significantly more effective. We hypothesize
this difference relates to exploration: SAC’s aggressive off-policy exploration may be beneficial for
Humanoid, but its induced noise can hinder stable learning in the DOG environments, where the
higher-quality gradients from the PPO+ critic are more advantageous. We also notice a clearly
improved performance in comparison to other PPO variants. In summary, PPO+ consistently
outperforms on-policy baselines and closes the performance gap to leading off-policy methods
like SAC, particularly in complex control tasks. PPO+ achieves this advantage over PPO without
implementation-level optimizations (Table 1), showcasing our approach’s robustness.

5.1 Ablation studies

We conduct a series of ablation studies to validate our key design choices and experimentally test
our central hypothesis: that improving critic accuracy with off-policy data leads to better on-policy
gradient estimation and overall performance. These results are summarized in Figure 5.

5.1.1 The Critical Role of Off-Policy Data

Our results confirm that training the critic with off-policy data is the most impactful component
of PPO+. As shown in Figure 5 (Left), restricting the critic’s training to only on-policy data (-
Off-policy data)resultsina 42% loss in average performance, the most severe degradation
observed. This performance loss is linked to a quantifiable drop in the quality of the policy gradient;
Figure 5 (Middle) shows that using only on-policy data for the critic reduces the cosine similarity
to the true gradient from 0.72 to 0.48. Furthermore, Figure 5 (Right) reveals this configuration
introduces a significant overestimation bias, for reasons that are not yet clear.

5.1.2 Critic Architecture: Bias Mitigation and Stability

Having established the importance of critic data, we next analyze the critic’s architecture. We find that
performance is connected to the introduction of a strong overestimation bias when LayerNorm is
removed (- LayerNorm). In contrast, with LayerNorm enabled, the median relative bias across
all tasks is close to zero, as shown in Figure 5 (Right). This suggests that LayerNorm, without the
need for a twin critic, is itself an effective mechanism for mitigating overestimation bias in the critic.
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Figure 5: (Left) Loss in IQM return in percent—relative to PPO+—at 1M environment interactions.
Aggregated over all environments and 10 seeds for each configuration, with 95% bootstrapped
confidence intervals.(Middle) Cosine similarity between the policy gradients calculated with the
approximator and the empirical true policy gradient. The plots were generated using the statistical
tools of Agarwal et al. (2021); the experimental protocol is detailed in the Supplementary Materials.
(Right) Relative bias of every Q-function estimator in comparison to the empirical true Q-function)
the stars indicate the median bias for every task individually.

This contrasts with an alternative approach to bias reduction: using the minimum of two critics as the
learning target (+ Min target). Interestingly, Figure 5 (Middle) shows that the cosine similarity
of this estimator ( 0.67) is nearly identical to that of our final PPO+ model ( 0.68). Despite this,
it causes a significant 25% performance loss. The difference can be attributed almost entirely to
estimation bias; as shown in Figure 5 (Right), this estimator introduces a severe underestimation bias.
We conclude that this negative bias hinders exploration, making this common off-policy technique
detrimental in our framework.

5.1.3 Policy-Side Improvements: Bounded Actions and Entropy

Our remaining two modifications provide further principled improvements. First, enforcing bounded
action policies, a key change for theoretical coherence, provides a clear benefit; removing them (-
Bounded actions)resultsina 13% performance loss. Second, augmenting the objective with a
maximum entropy bonus (- Entropy) consistently enhances performance by 15%. Unlike the
implicit exploration in standard PPO, the entropy bonus provides a more principled strategy that
encourages structured exploration. Additional supplementary ablations show that PPO+ remains
robust across replay buffer sizes and is less sensitive than PPO to GAE-A. At A = 0, PPO+ learns on
Hopper and Walker2d, where PPO largely fails, although it trails A > 0.5.

Table 1: Key differences between PPO and PPO+.

Attribute PPO | PPO+
Observation normalization
Reward normalization
Advantage normalization
Learning rate scheduler
Clip critic target
GAE-) critic
Bounded actor policy
Uses off-policy data
Maximum entropy objective
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6 Related works

Entropy regularization in RL has been extensively explored in previous works on off-policy
RL (Haarnoja et al., 2018; Bhatt et al., 2024; Ahmed et al., 2019; Ziebart, 2010). This approach
encourages policy stochasticity by fostering the discovery of regions with higher expected trajectory
entropy, thereby improving exploration and robustness. Furthermore, recent studies on policy
gradient methods support its utility in accelerating convergence (Mei et al., 2020; Ahmed et al., 2019;
Cen et al., 2024). In Choe & Kim (2024), the authors integrate the maximum entropy principle into
PPO in the context of discrete control.

Temporal Difference (TD) learning has established convergence properties with tabular
representations and on-policy linear function approximation (Sutton & Barto, 2018; Dayan, 1992;
Jaakkola et al., 1993; Tsitsiklis & Van Roy, 1996), but can diverge with off-policy samples and
function approximation (Baird, 1995). This concern has motivated convergent off-policy TD methods
(Kolter, 2011; Diddigi et al., 2019) and, in part, the on-policy critic training common in TRPO and
PPO (Schulman et al., 2015; 2017b). Despite these challenges, DDPG, TD3, SAC (Lillicrap, 2015;
Haarnoja et al., 2018; Fujimoto et al., 2018), and offline RL methods (Wu et al., 2019; Kumar et al.,
2019; Fujimoto & Gu, 2021) successfully train critics from replay. State aliasing and variance in
larger approximators further complicate off-policy TD (Sutton et al., 2016). Target networks with
over-parameterization can stabilize off-policy bootstrapping (Che et al., 2024), while LayerNorm
with weight decay can yield convergent off-policy TD with nonlinear approximators and no target
network or replay buffer (Gallici et al., 2024). In our experiments, LayerNorm alone stabilizes
learning across all environments. Within on-policy RL, Wang et al. (2025) show that increasing
value-function updates on on-policy data improves critic accuracy and can make vanilla policy
gradient competitive with PPO. PPO+ addresses the same bottleneck by broadening critic training
with off-policy replay. The two approaches are complementary and could be combined.

Off-policy algorithms reuse data collected by earlier behavior policies (Degris et al., 2012; Haarnoja
et al., 2018; Fujimoto et al., 2018). CrossQ was among the first methods to simplify critic learning
by removing the target networks popularized by DQN (Bhatt et al., 2024; Mnih, 2013). Gallici et al.
(2024) instead study how LayerNorm (Ba et al., 2016) stabilizes TD learning. Recent work has also
modified PPO itself to reuse stale data in the actor update. Off-Policy PPO introduces a clipped
surrogate objective that adjusts importance sampling for the behavior policy stored in replay (Meng
et al., 2023). Generalized PPO provides a theoretically grounded framework for reusing samples
from multiple earlier policies by recentering the clipping mechanism around the corresponding
behavior policy (Queeney et al., 2021). These methods change the actor objective to learn from stale
data. PPO+ leaves the actor objective unchanged and uses replay only to improve the critic, making
the approaches complementary.

7 Discussion and conclusion

We introduced PPO+, a principled enhancement of PPO that identifies inaccurate advantage estimates
as a key limitation of the algorithm. PPO+ addresses this limitation by training the critic with
off-policy data while preserving the on-policy policy surrogate loss, bounding the policy distribution,
and employing maximum entropy exploration. Together, these changes substantially improve PPO
in continuous control while retaining its on-policy actor objective. Our results show that critic quality,
rather than the surrogate objective alone, is central to strengthening deep on-policy RL.

Limitations Despite its strengths, PPO+ does not match the sample efficiency of off-policy
competitors (e.g., SAC (Haarnoja et al., 2018)). PPO+ also assumes Markov state observations;
under partial observability, its replay critic would require history conditioning and sequence replay.
Nevertheless, we believe the insights provided can inspire further interest in on-policy methods.
Future work includes exploring the synergy between our off-policy critic and the existing off-policy
surrogate losses presented in (Meng et al., 2023). Other directions can further push the quality of the
critic (Kallel et al., 2024; Nikishin et al., 2022).
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A Further ablations
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Figure 6: Evolution of the policy return on the MuJoCo-v5 tasks for various replay buffer sizes. We
use 5 random seeds for every algorithm.

We investigate the sensitivity of PPO+ to the proportion of off-policy data utilized for critic
training. Figure 6 illustrates the algorithm’s performance across a range of critic replay buffer
sizes. Policy rollouts are performed for 5, 000 steps before each update epoch. The results indicate
that PPO+ generally maintains its performance across a wide spectrum of buffer sizes for most
tasks. Generally, larger buffer sizes tend to yield improved performance. This trend is particularly
pronounced in the Humanoid task, where a larger buffer size has a more significant impact. Employing
a replay buffer size of 50, 000 appears to strike a reasonable performance to compute balance.

In Figure 7, we compare PPO and PPO+ across several values of A\. At A = 0, PPO+ continues
learning on Hopper and Walker2d, where PPO largely fails to learn, while both methods learn on
HalfCheetah. PPO+ nevertheless remains sensitive to A\: on Hopper and Walker2d, A = 0 performs
worse than A > 0.5. These results support reduced, rather than eliminated, sensitivity to \.

B Experimental protocol

B.1 Hyperparameter Tuning

To ensure a fair comparison, we performed a systematic hyperparameter search for each baseline
algorithm: PPO, PPO (ours), PPO+, and SAC. For each algorithm, we identified two key
hyperparameters for tuning and defined a discrete set of three candidate values for each, resulting in a
grid search over 3 x 3 = 9 distinct configurations. This tuning process was conducted independently
for each of the three MuJoCo environments: Hopper-v5, Walker2d-v5, and Ant-v5. To
account for stochasticity, every configuration was evaluated across 5 different random seeds. The
final hyperparameter configuration for each algorithm-environment pair was chosen based on the
highest mean episodic return achieved during training, averaged across the five seeds. The specific
hyperparameters and their tested values for each algorithm are detailed in Table 2. And the final
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Table 2: Hyperparameter search space for all baseline algorithms. For each algorithm, we performed
a grid search over the two specified parameters, testing the three listed values for each.

Algorithm Hyperparameter Tested Values

PPO Clipping ratio {0.15,0.2,0.25}
GAE-)\ {0.5,0.7,0.95}
PPO (ours) Clipping ratio {0.15,0.2,0.25}
GAE-)\ {0.5,0.7,0.95}
PPO+ Clipping ratio {0.15,0.2,0.25}
GAE-)\ {0.5,0.7,0.95}
SAC Buffer size {5e4,1e5,1e6}
A A
Target entropy {f%,ﬂA ,f¥}
TRPO Target KL {0.01,0.02,0.03}
GAE-)\ {0.5,0.7,0.95}

Table 3: Final hyperparameters for the benchmarks

Parameter PPO+ PPO (ours) PPO SAC TRPO
optimizer Adam Adam Adam Adam Adam
learning rate 3-107% 3-107* 3-107*  3.107* 3.107*
discount () 0.99 0.99 0.99 0.99 0.99
replay buffer size 5-10% 0 0 108 0
number of critics 2 1 1 2 1
LayerNorm True True False False False
number of hidden layers 2 2 2 2 2
number of hidden units per layer 256 256 64 256 256
number of samples per minibatch 250 250 64 256 64
activation function TanH TanH TanH ReLU TanH
actor update interval N, 5000 steps 5000 steps 2048 steps 1 step 0
GAE Lambda 0.5 0.95 0.95 0 0.95
target entropy — ‘Qﬂ 0 0 — “%l 0
Target KL, 0 0 0 0 0.01

values are detailed in Table 3. The activation functions reported in Table 3 were fixed to the standard
defaults of each implementation and were not included in the search.

B.2 Gradient quality

To measure the gradient quality (i.e the cosine distance between our estimated gradient and true
gradient) we follow this protocol: At every 20, 000 steps, we fix the policy and we use it to generate
100, 000 transitions. Our "True critic" will be a new network that will be trained only on this large
on-policy data. For the other configurations we have a separate critic which will be trained on the
data usually accessible to the configuration (Off-policy replay buffer for critics that use off-policy
data 50, 000 interactions collected from the last 10 policies) or the usual on-policy data generated for
the gradient (the 5, 000 interactions collected by the current policy). This protocol is set in a way
to separate the effect of the trajectory of the actor from the dynamics of the critics. In Figure 8 we
report on the distribution of this similarity for 10 seeds with each environment trained for 500, 000
steps. Meaning we get 25 evaluations for every seed, environment configuration.
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Figure 7: Comparison of the behaviour of PPO and PPO+ for various values of GAE-lambda.
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Figure 8: Distribution of the cosine similarity for various configurations of the critic for every
environment separately.



