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Summary

This paper proposes a regularization method for categorical distributional reinforcement
learning by generalizing the standard projection step to redistribute probability mass across
multiple neighboring support locations using higher-order cardinal B-splines. The resulting
operator induces a parameterized regularization of the categorical return representation. We
establish convergence guarantees for the corresponding projected distributional Bellman op-
erator in the policy evaluation setting. The proposed approach yields a more dispersed repre-
sentation of the return distribution. This can be interpreted as an uncertainty-aware modeling
choice or as an explicit regularization mechanism that may improve training performance. We
demonstrate these effects empirically in both evaluation and control settings.

Contribution(s)

1. We generalize the CDRL projection step, the so-called Cramér projection, by redistributing

probability mass over multiple neighboring support locations via higher-order cardinal B-
splines (CBS) (De Boor, 1978; Lyche et al., 2017).
Context: For each integer £ > 1, we denote our CBS operator by Wy, with the Cramér
projection in Bellemare et al. (2017) arising as a particular instance ¥, of this construction.
Furthermore, the definition can be extended to a generalized operator ¥, for all real a > 1
by convex interpolation between neighboring integer operators. Our method yields a more
dispersed representation of the return distribution, which can be employed as a mechanism
for enhanced regularization during learning.

2. We show, under mild assumptions, that the resulting operators ¥ and W, are well-defined,
mean-preserving, and non-expansive with respect to the Cramér distance {2, thereby guar-
anteeing convergence of the composed operators in distributional dynamic programming.
Context: Our paper extends convergence results for categorical distributional reinforce-
ment learning (Bellemare et al., 2017) for our operators ¥ ,. In particular, using the derived
properties in combination with an established result by Rowland et al. (2018), we obtain
convergence guarantees for the composed Bellman operator ¥, 7™ (Bellemare et al., 2023).

3. We present numerical results which are intended to demonstrate practical performance ef-
fects of our proposed operators in evaluation and control settings.
Context: In our demonstration of the approximation of our composed evaluation opera-
tor U, 7™, we construct a toy environment and use categorical temporal-difference learning
(Bellemare et al., 2023, Algorithm 3.2) to illustrate a learned return distribution under our
operator. In our second experiment we investigate the effect of our CBS a-smoothing oper-
ator U, as a training time regularizer to improve learning performance. This investigation
is done on a version of the Lunar Lander environment (Towers et al., 2024), where we inject
zero-mean noise on rewards and use a variant of C51 (Bellemare et al., 2017) as a compari-
son baseline.
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Abstract

This paper proposes a regularization method for categorical distributional reinforce-
ment learning by generalizing the standard projection step to redistribute probabil-
ity mass across multiple neighboring support locations using higher-order cardinal B-
splines. The resulting operator induces a parameterized regularization of the categorical
return representation. We establish convergence guarantees for the corresponding pro-
jected distributional Bellman operator in the policy evaluation setting. The proposed
approach yields a more dispersed representation of the return distribution. This can
be interpreted as an uncertainty-aware modeling choice or as an explicit regularization
mechanism that may improve training performance. We demonstrate these effects em-
pirically in both evaluation and control settings.'

1 Introduction

Distributional reinforcement learning (DRL) extends classical value-based reinforcement learning
(RL) by aiming to learn the full distribution of returns rather than only its expectation (Bellemare
et al., 2017; 2023). Numerous works have demonstrated improved performance over classical RL
in control settings, even when actions are ultimately selected using only the mean of the return
distribution (Bellemare et al., 2017; Dabney et al., 2018; Lyle et al., 2019; Nguyen-Tang et al.,
2021). During training, scalar temporal-difference targets are replaced with distributional targets,
providing a richer update signal that encodes both the mean and variability of future returns, and
which can be interpreted as an implicit distribution-matching entropy regularization (Sun et al.,
2025).

In practice, the return distribution must be represented through a tractable parametric or discrete
approximation. In this paper, we consider categorical distributional reinforcement learning (CDRL),
in which the distributional Bellman update is followed by a projection onto a fixed discrete support
(Bellemare et al., 2017). This step determines how the probability mass is redistributed when the
Bellman operator shifts the return distribution away from the grid.

Implicit in this step is the assumption that the observed reward signal is reliable. However, in many
practical settings the reward may be subject to stochastic noise, corruption, or other forms of per-
turbations, for example due to sensor inaccuracies or human annotation errors (Chen et al., 2025).
A challenge is that, under such uncertainty, the observed signals are possibly different from what
they would be absent unmodeled perturbations. Hence, distributional targets may become unreli-
able during learning. DRL in this context as been studied in Martin et al. (2020), where they use a

ICode available at: https://github.com/andreinge/cbs-reg-drl
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second-order stochastic dominance criterion for action selection under uncertainty. Our approach is
to mitigate this uncertainty by explicitly introducing a greater dispersion into each distributional rep-
resentation via the projection step. As a consequence, we inject additional smoothness directly into
the categorical representations without modifying the underlying Markov decision process (MDP).

Given a Dirac measure J,, any measure obtained by redistributing the mass of d,, to its neighboring
locations will be said to be more smooth. Consequently, we say that a discrete distribution becomes
smoother when it is transformed by such a mass—relocation operation. In this context, smoothness
of operators does not refer to differentiability. Instead, we use the term in a discrete distributional
sense.

Our Contribution We generalize the CDRL projection step by redistributing probability mass
over multiple neighboring support locations via higher-order cardinal basis splines (De Boor, 1978),
or cardinal B-splines (CBS). The standard CDRL projection arises as a particular instance of this
construction, corresponding to a second-order CBS. We show that the resulting CBS-based smooth-
ing operators are well-defined, mean-preserving and non-expansive with respect to the Cramér dis-
tance, thereby establishing convergence guarantees for the composed Bellman operator. Our method
yields a smoother representation of the underlying distribution, which can be employed for policy
evaluation to obtain a more uncertainty-aware characterization, or as a mechanism for enhanced
regularization during training in control settings.

Related Work Substantial research has been devoted to the problem of learning in the presence of
perturbed reward signals. For instance,Wang et al. (2020) developed a robust reinforcement learning
framework based on a set of unbiased surrogate rewards, while Chen et al. (2025) introduced a
distributional reward critic architecture that directly estimates both reward distributions and their
perturbations during the training phase. Suzuki & Ogata (2020) augmented the training procedure
with an auxiliary subtask that estimates the variance of the reward signal, whose feature map is
subsequently fed to the actor network.

For regression-based tasks, a family of histogram-based loss functions proposed by Imani & White
(2018) aims to take advantage of the inherent ordering by spreading probability mass across adjacent
bins. In this context, histogram losses were further developed in an RL setting by Farebrother
et al. (2024), but specifically for value-based RL. This is similar in flavor to our method for mass
redistribution to neighboring atoms.

Spline-based smoothing operators have a long history in approximation and density estimation;
see, for example, Huang & Studden (1990). A comprehensive review of spline usage in statistics
is provided by Kirkby et al. (2023) . Within the context of RL, spline-based methods have been
employed for quantile representation in Luo et al. (2021).

Regularization in distributional reinforcement learning has been studied, e.g., via entropically regu-
larized Wasserstein objectives Sun et al. (2024). In contrast, we regularize directly at the level of the
empirical distributional representation, and to our knowledge are the first to use higher-order CBS
to obtain a smoother categorical approximation.

Organization of the Paper In Section 2, we review the key tools from DRL and introduce the
CBS framework. In Section 3, we define the CBS k-smoothing operator for integer values of k
and establish its main properties. Furthermore, we extend this construction to real values by intro-
ducing the a-smoothing operator through interpolation between neighboring integer values of k.
In Section 4 we present numerical examples demonstrating the effect of our proposed method. In
Section 5, we provide a summary of the main findings and present concluding remarks.

2 Background and Preliminaries

We consider MDPs with finite state and action spaces X’ and A and agent policies 7: X — Z(A),
which maps states to probability distributions over .A. Following the established framework in
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Rowland et al. (2018); Bellemare et al. (2023), let Z2(R) denote the set of real-valued probability
measures with finite first moment. A return distribution function is a mapping n : X x A — Z(R),
assigning to each action-state pair (x, a) the distribution of the corresponding discounted return. All
contraction and convergence results are established with respect to the Cramér distance ¢ as defined
below.

Definition 1 (Cramér distance, ¢3). The Cramér distance, la, between v and p in & (R), with
cumulative distribution functions (CDF) F,,, F,, respectively, is defined by

)= ([ (.- ) dz)m.

Further, the supremum-Cramér metric Uy between two distribution functions n,n7' € P(R)Y is
defined by

la(n,n') == sup La(n(z),n'(2)).
(x)ex

Letbg (z) = r+~z denote the affine return transformation and let (b ~ )V be its pushforward for
any v € 2 (R). For a policy T, the distributional Bellman operator 77 : 2 (R)**A — P(R)¥*A
can, with a slight abuse of notation, be written as the compound distribution

(T"0)(2,0) = B | (br) y n(X) | X = 2,A = a]. W

The return distribution 7™ (z,a) associated with 7 is characterized as the fixed point of 7™,
ie, n™(z,a) = T™n"(z,a) (Bellemare et al., 2023). As empirical return distribution represen-
tation, we consider the m-categorical approximation Bellemare et al. (2017). Let

Oma={01<---<0,}CR (2)

be a fixed, evenly spaced grid with spacing A = (0,, —01)/(m —1). Let [m] := {1, ..., m} denote
the set of grid indices. We define the corresponding class of discrete probability measures

jnz(R) = {Zp1697, 1P > 07 ZZ% = 1} C ‘@(R) 3)
=1 =1

The operator 7™ shifts the support, necessitating a projection step returning the updated distribution
back to ©,,, o. We study such operators IT : Z(R) — %,,,(R) of the form

II(v) = Zpi(l/) o, , pi(v) == /Rh,;(z) v(dz) =Bz [hi(2)], i =1,...,m. )

where h;(z) > 0,4 = 1,...mand >_.", h;(z) = 1 are weight functions determining how v is
averaged onto each piz. We refer to a h; as active when non-zero. With this, we define the CDRL
projection operator (Bellemare et al., 2017).

Definition 2. The CDRL projection operator I1. is the operator in (4) defined by the weight functions

hi(z) == h(z _A9i> , 1=2,...,m—1, h(t) := max(0,1 — [¢]),

with boundary corrections

1, < 6, h(Z2m), 2 < O,
T (z) = 2SOy [
h(Z=2), 2> 04, 1 2> O,

For any z € [f;,0;41], probability mass is redistributed to the neighboring locations 6; and 6,4
proportionally to their inverse distance from z. Here II. is the unique ¢3-projection onto .%,,(R)
(Bellemare et al., 2017) and consequently, is the optimal approximation on .%,, (R) measured in ¢5.

)

2The integral in (4) is the Lebesgue—Stieltjes integral.
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(a) Partition of unity and knot averages. (b) Different order CBS and integer translates.

Figure 1: (a) The partition of unity is illustrated by the intersection of a vertical line at z with the
translated kernels, whose values sum to one. The knot average arises as the barycentric combination
of the knot locations weighted by these kernel values. (b) The translated kernels for different orders
of CBS. Note that the triangular hat kernel, the order two CBS, corresponds to the CDRL projection
kernel A of II. in Definition 2.

2.1 Cardinal B-Splines

The operator II. may equivalently be viewed as assigning mass to the two nearest locations via
the kernel-based construction in Definition 2, where h acts on the normalized distance (z — 6;)/A.
The kernel h coincides with the centered CBS of order 2. More generally, a CBS of order n is a
piecewise polynomial with equidistant knots, which without loss of generality may be assumed to
be the integers (De Boor, 1978; Lyche et al., 2017).

Definition 3 (Cardinal B-Spline). Let the CBS of order one be defined as Mi(x) := 1jg1j(x).
For n > 2, we define the CBS of order n as the n-fold convolution of My

M, (x) := (My * M,,—1)(x).

Critical to our analysis are the following classical properties of CBS (De Boor, 1978). The ker-
nel M, is nonnegative with compact support on [0,n]. Moreover, M,, is symmetric around n/2
and forms a shift-invariant family generated by translations of a single prototype: translating the
argument shifts the support accordingly, so that M, (xz + a) has compact support on [—a, —a + n].
In addition the following proposition holds.

Proposition 1 (CBS properties (De Boor, 1978)). The family M,, satisfies:
(i) Partition of unity: >, My(z — j) = 1, Vz € R.
(ii) Knot-averaging identity: } .., jMn(z — j) =z, Vz € R.
(iii) Differentiability M,, € C"~2 and 4L M, (z) = My,—1(x) — My,_1(z — 1).
(iv) Normalization [, M, (x)dx = 1.

A closed-form expression for n > 2 is provided in the next section.

3 CBS Smoothing Operators

Recall that by smoothing we mean a redistribution of Dirac measures to several locations. A naive
extension would be to define the weights A, in (4) using the normalized inverse distance to each grid
point. However, this leads to discontinuous behavior: at exact grid hits z = 6;, only a single weight
remains active, eliminating any regularization. Instead, we could introduce smoothing by increasing
the compact support of the averaging kernel h in Definition 2 using higher-order CBS. Hence in
this section, we construct a family of smoothing operators indexed by integer orders k¥ € NT,
corresponding to CBS of order 2k. We establish their key structural properties before extending this
construction in Section 3.4 to arbitrary real a > 1 via convex interpolation between neighboring
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integer values of k, and show that these properties are inherited by the resulting operator. Finally,
we propose an annealing scheme for the derived a-operator.

3.1 The CBS k-smoothing Operator

We begin by extending the grid ©,,, A in (2) allowing us to handle boundary corrections analytically.
Definition 4. For a grid ©,, A we define its extended grid O], 5 as

{ <1< <br< - <Oy <Opy1<---}, withA=0,41—0;Vie€Z. 3)
We now define a smoothing operator which generalizes II. and maps Z?(R) to the set of dis-

crete probability measures .%#,,(R) as defined in (3). Let My (z) be the CBS of order k and de-
fine Wy (x) = My (x + k). We then have the following definition.

Definition 5 (CBS smoothing operator of order k). Let ©,, A be a grid, OF . its extended grid
and k € N*. The CBS k-smoothing operator ¥y : 2(R) — Z,,(R) is the operator

Uy (v) = il < /R hi(z) V(dz)> 8o,

defined by the weight functions

hi(z) =Y Wi <Z A9i> (2) =Y Wi (Z A9i> .

>m

Since the weights vanish at the boundaries of its compact support, they satisfy h;(z) = 0 when-
ever |z — 0;] > kA. A closed form formula for Wy, is given by

o _ 1 = ik N 2k—1
Wi(x) == Moy (zv + k) = m;(_l) (j )(x—i—k -Ni

where (t) = max(t,0) (Rux et al., 2025). Note that W, coincides with the kernel used in Defini-
tion 2, and thus the operator II. is recovered as ¥;. Below we show W7 and W5 explicitly:

5 (4— 627 + 3[zf? <1
L—|z|, |z| <1, 6 ( o +3J2%), || <1,
Wi(z) = Wa(z) = %(27@‘)3’ | <zl <2,

0, Jal>1,
0, |z > 2.

We first show that Uy, is a well-defined operator.
Proposition 2. U (v) € Z,,(R) forallv € Z(R) and all integers k > 1.
Proof. Since the grid is evenly spaced we have the recursive relation between locations
0; =061+ (i—1)A. (6)
Combining (6) with Property (i) in Proposition 1 and Definition 5 implies,

S0 (5 ) B () Z ()

i=1 <1 i>m

=Y wi <ZA01 z) =1.

1€Z
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Then by Definition 5

m m

W =Y ( e u(dz>) b0, = Y (0) o, @

Thus for the probabilities p; in (7) we have

Zpi(u) = Z/ hi(z)v(dz) = / th(z)z/(dz) = / v(dz) =1,
i=1 i=1 /R Ri=1 R
showing that U (v) € %,,(R) which completes the proof. O

Due to the boundary corrections h; and h,,, an interior band arises in which no truncation occurs
for any value of z.

Definition 6. Let k € Nt and O, A be as in Definition 5. The interior band I, C ©,,,  is defined
as the closed interval [0, 0 —1+1] when m + 1 > 2k and () otherwise.

The interior band is the largest partition of ©,, o where no boundary correction activates. An
important and intentional design feature of the construction of Uy, is that increasing & should yield
increased smoothness. Thus, the operator should not be identity preserving for any v € .%,,(R).
To characterize the relationship between idempotency and k, we first state the following lemma
describing the number of possible active kernels.

Lemma 1. Let a, j, be the number of active h;(z) associated with k and z € R. Then
azr €{1,2,...,min(m,2k)}, with a, =2k —1whenz=0; € I.
Proof. First consider z # 0, for any i € Z. By the folding structure of h;(z), when ¢ ¢ [m] and for

any value of k > 1, there is a z € R with |z| large enough such that hi(—|z|) = hn(]2]) = 1, ie.,
the only active weight function on ©,,  is either hj or h,,.

Now since the grid is evenly spaced, for each z there is a number n € N such that
—[2| +nA € supp(h2) \ supp(has),
showing that a j, can be 2. By the same logic it is also true that for the same n,
—lz] + (n 4+ 1)A € supp(hs) \ supp(hs),

showing that a,  can be 3 (provided [—k, k] is wide enough). This pattern is constrained by the
maximum number of locations encompassed by the compact support when 2k < m, and by the total
number of locations m when 2k > m, thereby implying that a, 1, € {1,2,..., min(2k,m)}.

Now consider the special case when z = 6, for some 0; € I,. We have Wy (—k) = Wy(k) =0
and so by Property (i) in Proposition 1 we have Zf;i k1 Wi(j) = 1. The sum have strictly
positive terms since W, vanishes at the boundaries of its compact support. Further the sum consists
of (k—1) — (1 —k)+ 1 =2k — 1 terms. This concludes the arguments of the proof. O

We now show that for any value of k¥ > 2 the operator ¥y, redistributes probability mass even
when z = 6, forsome i =1,...m.

Proposition 3. The operator Uy, restricted to %, (R) is idempotent if and only if k = 1.

Proof. For k =1 we have a, ;, = 1 when z = 0; € ©,,, A meaning for all locations

hi(0;) = Wy (&;&) = W1 (0) = 1.

Conversely if Uy, is idempotent then there can only be one non-zero weight function for each loca-
tion 6;, but for k > 2 we have azk) = 2k — 1 > 1, which implies k& = 1 by contradiction. This
concludes the arguments. O
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3.2 Mean Preservation

Mean preservation guarantees that the discretizations does not introduce bias by shifting the ex-
pected return. This is especially important in control where the mean governs the underlying Bell-
man update (Rowland et al., 2019). Such bias is unavoidable whenever supp(v) extends beyond the
fixed grid ©,,, A, and so mean preservation cannot generally hold for arbitrary return distributions
with unbounded support. However, ¥ is mean preserving whenever supp(v) C ©,, o (Bellemare
et al., 2023). For ¥},>, similar condition governs mean preservation.

Definition 7 (Mean preservation). We say that the operator I1 : 2 (R) — %#,,(R) is mean preserv-
ing with respect tov € P (R) if

/Rz(H(V))(dz) = /Rzu(dz) or equivalently, /R (z—;91h1(2)> v(dz) = 0.

Proposition 4. The operator Uy, is mean preserving on the class of probability measures v € P (R)
with supp(v) C Ii.

Proof. By Definition 7 it suffices to show that Z:il O:hi(z) = 2,Vz € Ij. Let z € I, then

Zeh

Ms

(01 + (i — 1) A) Wy, (Z_Ael —(i—l))

i=1

puqs

. z—01 . _2—91
(01+1A—A)Wk( A —|—1—z>, set {u A +1}

=01 > Wi(u—i)+A iWi(u—i) =A>  Wi(u—1)

€L I€EL €2

<.
—

Partition of unity Knot averages Partition of unity

=0; +Au— A = z.

This completes the proof. O

Note that the condition z € I}, ensures that only kernels with support contained in ©,, A are active,
and thus summation over ¢ € [m] is equivalent to summation over Z. If z ¢ I, boundary corrections
activate and either h; or h,, aggregates mass from multiple shifted kernels. Consider the extreme
case where only h;(z), is active, then ), 0;h;(2) = 01 # z, showing that mean preservation fails
outside Ij.

3.3 Non-Expansion in Cramér Distance and Convergence in Policy Evaluation

Bellemare et al. (2017) established that the composed operator II.7™ is a contraction with re-
spect to the Cramér distance by showing that 77" is a ,/7-contraction and II. non-expansive. To
obtain an analogous fixed point result and therefore convergence guarantee in the evaluation set-
ting it therefore suffices to show non-expansion of Uy, in the same metric. Let [ € [m] and de-
fine H;(z) := 3, hi(2) then we have the following two lemmas.

Lemma 2. H;(2) is a cumulative profile depending only on z — 0;11. Moreover,

lim Hi(z) =1, lim H;(z) =0.

Z—r—0Q Z—00

Proof. Using that the grid is evenly spaced, it follows that ; = 6; + (i — 1)A. For i < [ we
have §; = 0.1 — (I — i+ 1)A. Setting j := 1 — i + 1, so that 4 < [ implies j > 1, we obtain

-5 g ).

i<l i>1
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which shows that H; depends on [ only through the shift z — ;1. Let u := (2 — 6;41)/A. Since
the compact support of W, is [—k, k], we have H;(z) — 0 as z — oo (i.e. u — 00). Moreover,
for u < —F all terms with j < 0 vanish. Hence, by Property (i) in Proposition 1,

D Wilu+j) = Wilu+j) =1,

i>1 Jez
and therefore H;(z) — 1 as z — —o0. O

Lemma 3. The function —d%Hl(z) is a scaled cardinal B-spline of order 2k — 1, depending only
onz—0p41.

Proof. Using Property (iii) in Proposition 1 we can write the derivative of H; as the difference of

lower order CBS. Denote v = Zﬁ?%, then using the fact that Z_Te'i = u + j we write

d 1 , N , .
dZHl(z)Ajngk(u+]) AjglM%(qu]Jrk)

1 . .
:—Z E Mgk_l(u+j+k)— E Mgk_1(u+j+k’—1)
j=1 jz1

We note that the second sum in the last equality contains the first by telescoping i.e.,

ZMQ}C,1 (u—i—j—&—k—l):Mgk,l (U—‘v‘k)"f‘ZMQk,l (U+]+k>

j>1 j>1
Thus we obtain

d 1 1 z—0
_aHl(Z) = ZMQk—l (u+ k)= ZM%_l (Al—H + k‘) ,

i.e., a scaled CBS of order 2k — 1 depending only on z — ;1. This completes the proof. O

Moreover, to prove non-expansion in ¢, we show that the CDF difference of two operator induced
measures is related to a convolution f * g after which we can apply Young’s convolution inequality,
given by the following lemma.

Lemma 4 (Bogachev (2007, Theorem 3.9.4)). Let 1 < p,q,r < oo satisfy 1/p+1/qg =1+ 1/r.
Then for f € LP(R) and g € LY(R), we have || f * gl < ||fllz» |l9]|La-

We are now ready to state the main stability result: Wy is non-expansive in ¢, providing the key
contraction-type property required for convergence in the evaluation setting.

Proposition 5 (Non-expansion in Cramér Distance). Let v, € P(R) and k € N*t. Then the
operator V. satisfies la (Vi (v), V(1)) < Lo(v, ).

Proof. First note that the CDF of Wy (v), Fi, . (t) = D ;.. <, Pi(v), is constant on [6;, 0;11). Thus
we restrict our focus to points t = 6; for [ = 1,2, ..., m and write

F@W(el)zzpi(y):/R ;hi(z) V(dz):/RHl(z)V(dz).

i<l

Thus for v, € P(R), let o be the signed measure v — p. Let g(2) = F,(z) — F,(2) € L%
Then g(z) = o((—00, 2]) with lim,,_ g(2) = lim,_, g(z) = 0. Since H; is absolutely con-
tinuous and ¢ is a bounded Borel measure on R then by integration by parts (Bogachev, 2007,
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Chapter 5) we obtain the CDF difference
Fa(00) — Fay o (61) = / Hy(2)w(dz) - / Hy(2)u(dz) = / H(2)o(d2)
—Hi(2)g(2) oo + / H(2)g(2)dz = / ~H(2)g(2)d=.

Now define ki, (t) = —x >, Wi (Z + ) then
1 s (b1 —2 . d
kg (Opr — 2) = —K;Wk (A +i) == S H().

We can then express the CDF difference as a convolution

By, v(01) = Fu,,u(01) = /Rffk(em —2)9(2)dz = (kg * g)(O141)- ®)

Lett = ;11 — z, then since x is non negative we have by Lemma 2,
d
ke (®)|dt = | k(0131 — 2)dz=— | —Hi(2)dz=0—-(-1)=1.
R R R dz

Since g(z) € L?, we may apply Theorem 4 to (8) to obtain:

b (Vi (V) Ui (1) = [[Fwyw = Fugplle = | (55 % )] |2
< lawlle - Mlgllz = llgllz = [1Fy = Fulla = €2(v, ). u

We can now establish the following fixed point theorem for the composed distributional Bellman
operator U, 77,

Theorem 1. The operator U, T™ is a \/~-contraction in 5. Consequently, there exists a unique
return distribution n, € 2 (R)**A such that for any initial ng € 2 (R)**4,

572((‘I’kTﬂ)n7]0777k) —0 asn — o0o.

Proof. By (Rowland et al., 2018, Proposition 2) the Bellman operator is a ,/y—contraction in 5.
Therefore, by Proposition 5 the composed operator W, 7™ is itself a /7 —contraction in /5. [

Observe that each value of k induces a unique fixed point return distribution. In particular, for k = 1
we recover 7)., which corresponds to II.. As k increases, the resulting representation becomes
smoother, which implies the following monotonicity result.

Proposition 6. Let v, € P (R) and k € N*. Then lo(Vii1(v), Vi1 (p)) < lo(Pg(v), Ur(u)) .

Proof. First note that

1 t 1 t 1 t

— My —+1 —Msp_1 | —+ k) =—M. —+k+1) =

A 2<A+>*A 2k1(A+) A 2k+1<A+ +) Kk+1
where ngk,l (% + k) = k. Hence with h == %MQ (% + 1) we have ||h||; = 1 and

KQ(\IJk-‘rl(V)a \I’k-i-l(:u)) = HF\I/k+17V - F\I’k+17H||2
= [|kk+1 % gll2 = [[(h* ki) * gll2  (Lemma 3)
= ||h* (kg * g)|l2 < ||h]l1 |kk * g]l2  (Lemma 4, Proposition 5)
l2 = La(Vr(v), Vi (p)) - O

= [l5k * glla = [1Fey = Foy
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3.4 The CBS a-smoothing Operator
So far, U, has been defined only for integers £ > 1 corresponding to a chosen order of the CBS. We
extend the definition to all real @ > 1 by interpolating between neighboring integer operators.

Definition 8. Let U, be as in Definition 5. Let oo € [1,00). The CBS a-smoothing operator is
defined as
Vo (v) = (1 —frac(a)) ¥ o) (V) + frac(a) Wiy (v). )

The following theorem shows that W, inherits the key properties established for Wy.

Proposition 7. For any a > 1, the operator ¥, is well-defined and mean preserving on I, and
non-expansive with respect to {s.

Proof. The proof proceeds by verifying each claim separately.

(Well-defined and Mean Preserving). That U, is well-defined is immediate since .%,, (R) is closed
under convex combinations. Put \ := frac(a). For ¥, we have for each z € I

m

D 0ihi(2) =1 =N Oihia)(2) + A Oihi a1 (2)
i=1 i i
:ZHihi,LaJ(z) - )‘Zeihi,LaJ('z) + Azeihiv(a](z) =z—-)Az+Adz==z

and thus by Definition 7, ¥, is mean preserving on I[,].

(Non-expansion in ¢5). We have

Uo(v) = Ua(p) =(1 = X) (¥ o) () = ¥ o) (1) + X (Trag(v) — ¥ray(w)) -

Taking /5 we obtain

lo(Wa(v), Wa(p) <(1=X) L2(¥ ) (v), ¥ o) (1) + A2 (Prag (v), 1oy (1)
<(1 = A)la(v, ) + Na(v, 1)  (Proposition 5)

=la(v, ).

This proves the last assertion of the theorem and thus completes the proof of the the theorem. O

Given the convex combination in Definition 8 and the properties established in Proposition 7, the
following corollary follows immediately as an extension of Theorem 1.

Corollary 1. The operator U, T is a \/7-contraction in {5. Consequently, there exists a unique
return distribution 0, € P (R)**A such that for any initial ng € P (R)*¥*4,

Z2((‘1’&7-77)”77077}@) —0 as n — 0o.

One possible way to employ the a-smoothing operator in Definition 8 is to use « as regularization
parameter. For example, we could begin with a strongly smoothed representation by selecting a
large initial smoothing parameter «y, and gradually reduce it towards a target value cv,. This could
be achieved using e.g., an exponential schedule of the form

ar = ay + (ap — ay) exp(—pt), t=0,1,2,... (10)

where p > 0 controls the rate of decay. More importantly, convergence of the resulting composed
Bellman operator is guaranteed whenever the schedule settles on an integer value of « in a finite
number of iterations, since the corresponding operator coincides with ¥, for some k& € NT. In the
special case o, = 1, the procedure asymptotically recovers the CDRL projection II, as ¢ — oo.
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S,

P P P P P
So /51\ /S_z\ s n @
R=-1 R=-1 R=-1 R=-1 R~ N(25,1)
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[ CDRL projection operator (Mc)
CBS a-smoothing operator (W)

Q)

0.00
-30 -20 -10 [

Figure 2: (Top) The restricted MDP of the cliff walk under a risk-seeking policy. In the numerical
example we let p = 0.9 and n = 7. (Bottom) The two histograms represent learned redistributed
return measures for a risk-seeking policy, evaluated via categorical temporal-difference learning.
The plot contrasts the CDRL projection II. with the CBS k-smoothing operator ¥y, (k = 4) during
learning. Vertical lines denote the mean of each distribution. To best illustrate their comparative
properties, both algorithms were trained using identical samples; consequently, due to the mean-
preserving nature of both methods, their expected returns overlap exactly.

4 Numerical Examples

In this section, we present numerical results which are intended to demonstrate practical perfor-
mance effects of our proposed CBS a-smoothing operator. In the first numerical example we il-
lustrate the effect of the smoothing operator in tabular categorical distributional evaluation. We
construct a toy environment and use categorical temporal-difference learning, see Bellemare et al.
(2023, Algorithm 3.2) for further details. In the example, we redistribute the return distribution
onto a fixed support using either the CDRL projection II. in Definition 2 or our CBS k-smoothing
operator Wy, given in Definition 5. In our second experiment we investigate the effect of our CBS
a-smoothing operator ¥, as a training time regularizer for improved learning performance. This
investigation is done on a modified version of the Lunar Lander environment (Towers et al., 2024).

4.1 Evaluation

We analyze a simple MDP in the form of a cliff walking environment. Specifically, we evaluate a
risk-seeking policy that navigates directly adjacent to the cliff. While this trajectory represents the
shortest path to the goal, it introduces the stochastic risk of a simulated wind pushing the agent off
the cliff, resulting in a severe penalty. The restricted MDP induced by this fixed risk-seeking policy

is depicted in Figure 2.

To estimate the expected return distribution of the risk-seeking policy, we apply categorical
temporal-difference learning. Figure 2 illustrates the impact of applying the CBS k-smoothing op-
erator Wy, using & = 4 during learning. The results show that the smoothing effect is distinctly more
pronounced in regions of lower variance, most notably in the high-reward area.
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Figure 3: The figure describes estimates of the rolling mean (MA10) of the episodic return of a Lunar
Lander environment with additive Gaussian noise. The results are averaged over 100 independent
seeds. The shaded regions denotes 30 confidence intervals (99.7%). The exploration phase is fin-
ished after 100 episodes. For our CBS a-smoothing operator ¥, we apply the annealing schedule
described in (10) using parameters ag = 3, o, = 1, and p = 0.0025.

4.2 Control

To evaluate our approach under stochasticity, we use a modified version of the Lunar Lander envi-
ronment. While the transition dynamics remain standard, the original reward R,y is perturbed by ad-
ditive Gaussian noise at each step, yielding a modified reward R := Reyy + X, where X ~ N(0, 1).
Using our CBS a-smoothing operator ¥, and annealing with a9 = 3, o, = 1, and p = 0.0025
in (10), we analyze the empirical returns under these perturbed conditions and estimate the impact
on learning in comparison with II. in Definition 2.

The results of our experiment is presented in Figure 3. The figure describes estimates of the rolling
mean (MA10) of the episodic return. Notably, during the critical learning phase, as the agent tran-
sitions from initial exploration to policy refinement and exploitation, our algorithm demonstrates a
slight performance advantage. Specifically, during the initial learning phase, there is a strict separa-
tion in confidence intervals: the lower bound of our method’s confidence at 99.7% remains entirely
above the upper bound of the baseline’s confidence. The gap indicates a statistically significant
improvement in learning efficiency for these particular settings.

To ensure a fair comparison, all experimental settings, including network architectures and hyper-
parameters, were identical for both methods, except for the choice of operator. Further details can
be found in the supplementary material.

5 Discussion and Conclusion

We introduced a CBS-based smoothing framework for categorical distributional reinforcement
learning by generalizing the standard projection step through higher-order CBS. The resulting fam-
ily of operators preserves key structural properties such as well-definedness, mean preservation on
an interior band, and non-expansion in the Cramér metric. The latter ensures that the composed
projected distributional Bellman operator remains a contraction in the policy evaluation setting.

Numerically, the proposed operators yield smoother distributional representations in evaluation and
can act as a regularization mechanism in control under perturbed reward signals. Rather than modi-
fying the MDP itself, the method incorporates uncertainty directly at the level of the return represen-
tation. However, the full effect of our methods regularizing capabilities is still open, and of interest
for further studies.
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Conceptually, the smoothing parameter provides a mechanism for adapting the representation to the
reliability of the observed rewards. When rewards are uncertain or perturbed, increased smoothing
may improve robustness by reducing sensitivity to noise. In this sense, the parameter governing the
operator offers a principled way to modulate the degree of regularization.

Our approach is not without limitations. Mean preservation implicitly assumes that reward per-
turbations are centered; systematic biases in sensing or reporting may therefore not be adequately
addressed. Moreover, the method regularizes distribution representation only through mass redis-
tribution and does not explicitly model the structure of reward noise. Future work could investi-
gate extensions that account for biased perturbations or heavy-tailed noise. Further, convergence of
the ¥, -composed Bellman operator is guaranteed whenever «; converges in a finite number of iter-
ations. Hence, for annealing schedules that do not attain such values, convergence of this operator
is yet to be established.
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Appendix A: Evaluation in the WindyBridge Environment

In this section we present the experimental details for our distributional results in the Windybridge

environment (see Figure 2).

Parameter Value

Environment

Grid size 10 x4

Start state 0,1)

Goal state 9,1)

Actions 3 (right, up, down)
Wind probability 0.1 (forces action = down)
Max steps 30

Step reward —-1.0

Fall-off reward —-10+ N(0,1)

Goal reward 25+ N(0,1)
Hyperparameters

Discount () 0.99

Learning rate () 0.1 (tabular update)
Episodes 1000

Policy Fixed: always go right

Distributional Support
Atoms (Matoms)

Vmin

Vmax

Agent Comparison
SOK (smoothing operator)
CDRL (standard projection)

Initial Distribution

61
-30
30

B-spline order (k = 4)
B-spline order (k = 1)

All state-action distributions initialized to a discretized N (0, 5) over the support.
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Appendix B: Control in the LunarLander Environment

The following table summarizes the details for our LunarLander experiments shown in Figure 3.

Parameter Value

Environment

Environment LunarLander-v3 (Gymnasium)
State dim 8

Action dim 4

Reward perturbation reward + N (0, 1)

Total episodes 300

Num. experiments 100

Hyperparameters

Learning rate le—3 (Adam)

Discount (v) 0.99

Batch size 32

Replay buffer size 100000

Epsilon (initial) 1.0

Epsilon (min) 0.05

Epsilon decay 0.05/190 per episode (on done)
Target update Every episode (hard copy)
Distributional Support

Atoms (N at0ms) 51

Vinin —100

Vinax 100

SOK Alpha Annealing

Schedule 1.0 + 2.0 - exp(—0.0025 - episode)
Initial « 3.0

Final o ~ 1.0

CDRL « 0 (standard C51 categorical projection)

Network Architecture (C51Network)
Linear(8, 128) — ReLU — Linear(128, 128) — ReLU — Linear(128, 4 x 51) — view(—1,4,51)
— Softmax(dim = 2)




Reinforcement Learning Journal 2026

Acknowledgments

We express our gratitude to the chair and the referees for their thorough review and constructive
feedback, which greatly contributed to improving this work. JN, BL and KL acknowledge partial
funding by the Kamprad Family Foundation and Kalmar municipality. BL was further funded by
The Grand Linnaeus Scholarship of Kalmar and Vixjo.

References

Marc G. Bellemare, Will Dabney, and Rémi Munos. A distributional perspective on reinforcement
learning. In Proceedings of the 34th International Conference on Machine Learning, volume 70
of Proceedings of Machine Learning Research, pp. 449—458. PMLR, 2017.

Marc G. Bellemare, Will Dabney, and Mark Rowland. Distributional Reinforcement Learning. MIT
Press, Cambridge, MA, 2023.

Vladimir I. Bogachev. Measure Theory, volume 1. Springer-Verlag, Berlin, Heidelberg, 2007.

Xi Chen, Zhihui Zhu, and Andrew Perrault. The distributional reward critic framework for rein-
forcement learning under perturbed rewards. In Proceedings of the AAAI Conference on Artificial
Intelligence, volume 39-15, pp. 15895-15903, 2025.

Will Dabney, Mark Rowland, Marc G. Bellemare, and Rémi Munos. Distributional reinforcement
learning with quantile regression. In Proceedings of the AAAI Conference on Artificial Intelli-
gence, volume 32, 2018.

Carl De Boor. A practical guide to splines, volume 27. Springer, New York, 1978.

Jesse Farebrother, Jordi Orbay, Quan Vuong, Adrien Ali Taiga, Yevgen Chebotar, Ted Xiao, Alex
Irpan, Sergey Levine, Pablo Samuel Castro, Aleksandra Faust, Aviral Kumar, and Rishabh Agar-
wal. Stop regressing: Training value functions via classification for scalable deep RL. In Pro-
ceedings of the 41st International Conference on Machine Learning, volume 235 of Proceedings
of Machine Learning Research, pp. 13049-13071. PMLR, 21-27 Jul 2024.

Su-Yun Huang and W. J. Studden. Density estimation using spline projection kernels. Technical
Report 90-52, Department of Statistics, Purdue University, 1990.

Ehsan Imani and Martha White. Improving regression performance with distributional losses. In
Jennifer Dy and Andreas Krause (eds.), Proceedings of the 35th International Conference on
Machine Learning, volume 80 of Proceedings of Machine Learning Research, pp. 2157-2166.
PMLR, 10-15 Jul 2018.

J Lars Kirkby, Alvaro Leitao, and Duy Nguyen. Spline local basis methods for nonparametric
density estimation. Statistic Surveys, 17:75-118, 2023.

Yudong Luo, Guiliang Liu, Haonan Duan, Oliver Schulte, and Pascal Poupart. Distributional rein-
forcement learning with monotonic splines. In International Conference on Learning Represen-
tations, 2021.

Tom Lyche, Carla Manni, and Hendrik Speleers. B-splines and spline approximation. Lecture notes,
2017.

Clare Lyle, Marc G Bellemare, and Pablo Samuel Castro. A comparative analysis of expected
and distributional reinforcement learning. In Proceedings of the AAAI Conference on Artificial
Intelligence, volume 33, pp. 4504-4511, 2019.

John Martin, Michal Lyskawinski, Xiaohu Li, and Brendan Englot. Stochastically dominant distribu-
tional reinforcement learning. In International conference on machine learning, pp. 6745-6754.
PMLR, 2020.



Representation Regularization in Distributional Reinforcement Learning

Thanh Nguyen-Tang, Sunil Gupta, and Svetha Venkatesh. Distributional reinforcement learning
via moment matching. In Proceedings of the AAAI Conference on Artificial Intelligence, volume
35-10, pp. 9144-9152, 2021.

Mark Rowland, Marc Bellemare, Will Dabney, Rémi Munos, and Yee Whye Teh. An analysis
of categorical distributional reinforcement learning. In International Conference on Artificial
Intelligence and Statistics, pp. 29-37. PMLR, 2018.

Mark Rowland, Robert Dadashi, Saurabh Kumar, Rémi Munos, Marc G Bellemare, and Will Dab-
ney. Statistics and samples in distributional reinforcement learning. In International Conference
on Machine Learning, pp. 5528-5536. PMLR, 2019.

Nicolaj Rux, Michael Quellmalz, and Gabriele Steidl. Smoothed Distance Kernels for MMDs and
Applications in Wasserstein Gradient Flows. arXiv e-prints, art. arXiv:2504.07820, 2025.

Ke Sun, Wulong Liu, Bei Jiang, and Ko. Distributional reinforcement learning with regularized-
wasserstein loss. In Conference on Neural Information Processing Systems (NeurlPS), 2024.

Ke Sun, Yingnan Zhao, Enze Shi, Yafei Wang, Xiaodong Yan, Bei Jiang, and Linglong Kong.
Intrinsic benefits of categorical distributional loss: Uncertainty-aware regularized exploration in
reinforcement learning. In The Thirty-ninth Annual Conference on Neural Information Processing
Systems, 2025.

Kanata Suzuki and Tetsuya Ogata. Stable deep reinforcement learning method by predicting uncer-
tainty in rewards as a subtask. In International Conference on Neural Information Processing,
pp. 651-662. Springer, 2020.

Mark Towers, Ariel Kwiatkowski, Jordan Terry, John U Balis, Gianluca De Cola, Tristan Deleu,
Manuel Goulao, Andreas Kallinteris, Markus Krimmel, Arjun KG, et al. Gymnasium: A standard
interface for reinforcement learning environments. arXiv e-prints, art. arXiv:2407.17032, 2024.

Jingkang Wang, Yang Liu, and Bo Li. Reinforcement learning with perturbed rewards. In Proceed-
ings of the AAAI conference on artificial intelligence, volume 34-04, pp. 6202-6209, 2020.



