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Summary

This paper introduces ASALT, a transfer-learning framework for multi-agent reinforcement
learning that addresses a central limitation in existing techniques: the assumption that source
and target domains share the same observation and state dimensionality. ASALT resolves
this by using specialized adapters that translate target-domain observations and global states
into a latent space compatible with pretrained source agents. These aligned embeddings are
fed through frozen source actors and critics, whose intermediate representations are laterally
connected to the target actor and critic through a learnable weighting mechanism: actor-side
transfer conveys individual skill, while critic-side transfer conveys strategic, coordination-level
knowledge encoded in the global state. This enables the target agents to leverage coordination
strategies learned in the source domain without requiring structural similarity between do-
mains.

Contribution(s)

1. A novel methodology for lateral information transfer between source and target domains in
multi-agent reinforcement learning (MARL) is proposed.
Context: Several prior studies on lateral transfer have proceeded under the assumption
that there is no dimensionality mismatch between the observation and state spaces across
the source and target domains.

2. The proposed approach facilitates information transfer from critics (or, more generally, any
centralized value estimators) in the source domain to the corresponding components in the
target domain. While actor-side (observation-adapter) transfer primarily conveys individ-
ual skill, critic-side (state-adapter) transfer conveys strategic, coordination-level knowledge
captured only by the global state, and is most beneficial in settings where the observation
adapter alone cannot fully capture the target coordination structure (e.g., downscaling and
heterogeneous transfer).

Context: In the existing literature, information transfer has been considered exclusively
between actors. We show that critic-side transfer yields additional gains, particularly in
scenarios with greater coordination complexity than simple upscaling.
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Abstract

Multi-agent reinforcement learning (MARL) addresses the problem of training multiple
agents that pursue collaborative, competitive, or mixed objectives. Prior work has in-
vestigated transfer learning between source and target domains in MARL; however, the
majority of existing approaches impose the constraint that the dimensionalities of the
observation space and the global state space must be identical across domains. In this
paper, we propose a method that explicitly accounts for and reconciles the dimensional-
ity mismatch between the source and target domains. The proposed approach, ASALT,
incorporates both observation-level and state-level adapters that map the target-domain
observations and global states into a shared embedding space, thereby enabling more
effective knowledge transfer across both actors and critics: observation-adapter trans-
fer conveys individual skill, while state-adapter transfer conveys strategic/coordination
knowledge captured only by the global state. Experimental results on multiple configu-
rations in standard benchmark environments demonstrate that ASALT surpasses exist-
ing baselines in terms of sample efficiency and global return in cooperative settings, but
its effectiveness depends on the degree of mismatch between source and target domains.
Furthermore, our findings indicate that ASALT mitigates negative transfer, which is
most pronounced in domains consisting of agents with differing observation and action
spaces. The source code used to obtain the experimental results reported in this paper
is publicly available at this repository.

1 Introduction

MARL has been applied to diverse domains, including traffic management (Chu et al., 2019), power
distribution (Nasir & Guo, 2019), fleet management (Lin et al., 2018), autonomous driving (Bhalla
et al., 2020), and autonomous control (Brittain & Wei, 2019). Existing MARL algorithms learn
either centralized policies (Jaques et al., 2019; Moradi, 2016) or decentralized policies (Zhang et al.,
2018; Yu et al., 2022). To improve decentralized policies, a widely used and effective paradigm is
to employ centralized training during learning (Tan, 1993; Rashid et al., 2018; Mahajan et al., 2019;
Peng et al., 2021), known as Centralized Training and Decentralized Execution (CTDE) (Zhang
et al., 2021; Wong et al., 2023; Fu et al., 2019). In this work, we assume agents are trained using
CTDE, which is well suited to realistic settings where agents must act autonomously at execution
time without centralized information.

Conventional MARL transfer learning usually assumes a roughly static environment. In practice,
however, related environments may differ in the number of agents or adversaries, even in competitive
or mixed settings, and objectives may shift from fully cooperative to mixed cooperative—competitive.
Humans adapt to such changes quickly by reusing prior experience, motivating a similar capability
in MARL transfer.

Methods for transferring knowledge between source and target domains in single-agent RL have
been studied extensively. A subset of these approaches concentrates on learning mappings between
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observations and actions in the source and target domains, thereby circumventing the need to directly
train a policy in the target domain (da Silva & Costa, 2021; Ganin & Lempitsky, 2016; Sun &
Saenko, 2016; Zhu et al., 2017). However, most such methods are designed for single-agent settings
and are therefore not well suited for transferring coordination mechanisms, which are essential in
multi-agent systems.

Another line of work leverages concepts such as curriculum learning (Long et al., 2020), represen-
tation learning via embeddings (Zhou et al., 2024a), and lateral connections for transfer (Shi et al.,
2023; Rajendran et al., 2015). Among these, lateral transfer—based methods are particularly notable,
as they can accommodate a broad spectrum of transfer scenarios, including heterogeneous transfer
as well as the scaling up or down of the number of agents.

Despite their advantages, lateral transfer—based techniques face a key limitation in real-world
MARL: they usually assume identical observation-space dimensionality between source and tar-
get policies, an assumption rarely met in practice. This forces source and target policies to share
the same architecture, greatly limiting applicability. In realistic settings, this becomes a major bot-
tleneck. For instance, in the StarCraft Il (SMAC) MARL benchmark (Samvelyan et al., 2019), the
observation-space dimensionality varies with map configuration and agent count, and similar issues
occur in Google Research Football (Kurach et al., 2020). This mirrors human coordination, where
changing the number of collaborators alters the field of observation and demands adapted coordina-
tion strategies.

In this paper, we propose an approach that can accommodate variations in the number of agents
between source and target domains without imposing structural constraints on the network architec-
ture. The proposed method employs adapter modules placed before the pre-trained source agents
to transform the observations and global state (if available) in the target domain into latent embed-
dings. These embeddings encapsulate knowledge acquired from the source environments and are
capable of conveying richer information, which, as evidenced by our experimental results, leads to
more efficient training of the target agents.

The embeddings produced by the adapters are subsequently passed through the source agents, and
the outputs from their intermediate layers are laterally transferred to the target agent via a weight-
sharing mechanism. The target agent itself is trained using target-domain observations and states,
enabling effective reuse of source representations while adapting to the new domain. In this work,
we jointly train the adapters and the target agent to enhance the quality of the learned embeddings,
which in turn supports effective transfer and helps mitigate negative transfer.

Empirical results on three benchmark environments, SMAC (Samvelyan et al., 2019), Google Re-
search Football (Kurach et al., 2020) and Multi-particle environments (Mordatch & Abbeel, 2017),
demonstrate that the proposed ASALT method outperforms several baseline approaches with respect
to both the training efficiency of target agents and the reduction of negative transfer.

2 Related Works

Recently, there has been substantial interest in applying RL to a wide range of application do-
mains. A key obstacle to the deployment of RL in real-world settings, however, is the challenge
of generalization, namely the requirement that a learned agent remain effective under changes in
the environment. Several classes of methods have been proposed to transfer knowledge from one
domain to another, including (i) domain adaptation methods, (ii) transfer learning methods, and (iii)
meta-learning methods.

Domain adaptation methods focus on learning mappings between the state and action spaces of a
source and a target domain, rather than directly learning a new policy in the target domain (Ganin
& Lempitsky, 2016; Sun & Saenko, 2016; Zhu et al., 2017). Transfer learning approaches primarily
rely on fine-tuning a policy, initially trained in a source domain, to perform well in a target do-
main (Zhu et al., 2023a;b). Meta-learning methods instead train a shared model across domains,
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often through an explicit domain-conditioning variable (Beck et al., 2025). All of these approaches
predominantly address single-agent RL.

A direct extension of single-agent RL transfer techniques to MARL is non-trivial and typically
does not yield efficient transfer. In MARL, one must not only transfer knowledge at the individual
agent level but also preserve and adapt patterns of coordination among agents. Consequently, many
single-agent transfer methodologies are not directly applicable. Within the MARL literature, several
approaches have been proposed, including curriculum learning (Long et al., 2020), representation
learning (Zhou et al., 2024a), and lateral transfer methods (Shi et al., 2023).

Representation learning methods transfer knowledge across domains by learning latent representa-
tions that serve as inputs to the policy; a related line of work, ODIS (Zhang et al., 2023), learns such
representations for multi-agent coordination skills from offline, multi-task data with observation-
space mismatch. Curriculum learning methods seek to emulate human educational processes by
training agents on tasks organized in order of increasing difficulty, for example by gradually in-
creasing the number of agents. Lateral transfer methods instead propagate knowledge from one or
more source domains directly to a target domain. More recently, LA-QTransformer (Zhou et al.,
2024b) addresses observation-space mismatch via transformer-based value factorization, represent-
ing the current state of the art for this setting, though it does not explicitly address negative transfer.

Despite their advantages, these methods exhibit several important limitations: many presuppose
an offline setting with access to source-environment data during transfer; most assume identical
observation-space dimensionality between source and target; nearly all transfer knowledge only
through the actors, neglecting critics, whose value estimates could otherwise improve target-domain
learning efficiency; and most do not explicitly address negative transfer, where source coordination
patterns are misaligned with, or detrimental to, the target domain.

3 Proposed ASALT approach

The proposed approach begins by considering the set of available trained source policies 7, @ =
1,..., N. The goal is to derive a joint policy in the target domain for a system comprising M agents,
leveraging knowledge transferred from the source domain. For clarity, each individual source policy
operates over an observation space of dimension o, and an action space of dimension a,, with global
state space dimension s, such that 7, : R% — R2s,

We now consider the training of the target policies 7;: : R® — R®!, where o, a; and s; denote the
dimensionalities of the observation, action and global state spaces of the target domain, respectively.
In many environments these dimensionalities differ from the source domain, i.e., 05 # 0y, S5 # S¢,
and a; # a;, so the source policies cannot be directly exploited for transfer learning due to the
observation and global state mismatches.

To address this issue, we propose the introduction of adapter modules that explicitly compensate for
the discrepancies in observation and global state representations, thereby enabling effective transfer
of the source information to the target domain.

An overview of the proposed ASALT framework is presented in Figure 1, comprising three compo-
nents: (i) Observation adapter, (ii) State adapter, and (iii) Transfer module.

3.1 Observation adapter

As mentioned in the introduction, this module maps target-domain observations into a shared em-
bedding space, resolving mismatches between source and target observation dimensionalities; even
when dimensionalities are already aligned, it can still enhance transfer effectiveness. Learning high-
quality embeddings here is essential for mitigating negative transfer and enabling efficient knowl-
edge transfer.
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Figure 1: Overview of the proposed ASALT framework. (Top row) Target-domain observations oy
are factorized into agent-specific (o,) and contextual (o.) features, processed by the H-MHA Ob-
servation Adapter into embedding é,, aligned with the frozen source actors 7, (top-3, selected via
clustering). (Bottom row) The global state s, is encoded by the Transformer-based State Adapter
into embedding é;, fed to the reward-normalized source critic VJ(s). Lateral connections at lay-
ers Ly, Lo, L3 propagate weighted source-actor representations (o) to the target actor m;:, and
weighted source-critic representations (5y) to the target critic V(;(s); both are trained on original
target-domain inputs (see Section 3.3).

3.1.1 Fully connected network

A multi-layer fully connected network f : R° — R°s maps target-domain observations to the
source policy’s embedding space. For N source policies, N independent networks are constructed,
each generating embeddings aligned to its corresponding source policy’s input space. This architec-
ture is computationally straightforward; however, because transfer is performed independently for
each agent, it may yield suboptimal embeddings by failing to capture cross-agent relational depen-
dencies. To overcome this limitation, we design an attention-based adapter.

3.1.2 Attention Mechanism

We decompose each target agent’s observation into (i) agent-specific features and (ii) contextual
features that describe other agents. For instance, in SMAC the observation comprises both the
agent’s own condition and information about allied and enemy units, which serves as contextual
input.We denote these components by o, and 0. = 0¢1,0cy; . - -, Oc(as—1), respectively.

The agent-specific component o, is processed by a fully connected layer to obtain an embedding
e,. In parallel, the contextual observations o, are provided as an input to a Hierarchical Multi-Head
Attention (H-MHA) module (Li et al., 2021), which applies attention over structured property groups
across two attention heads h; and ho to capture higher-order relational dependencies, producing
embeddings é, and e,,. Here, é, captures agent-level relational context, while e,,, aggregates the
contextual features into a compact summary representation. The three embeddings are concatenated
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to form the shared observation embedding é,, such that:
€o = [eaHéaHem] ()
The dimensionalities are chosen to be compatible with the source policy input space, such that:
dim(e,) + dim(é,) + dim(e,,) = dim(é,) (2)

Similar to the previous setting, we instantiate independent adapters for each source policy, where
each adapter captures target-domain coordination information and maps it into the corresponding
source policy’s embedding space.

3.2 State adapter

Mirroring the observation adapter, the state adapter establishes a mapping of the global state between
the source and target domains when such information is available. Concretely, we adopt a two-
layer Transformer encoder to model the state space of the target domain. The target-domain global
state s; is first projected into a sequence of token embeddings via a fully connected layer, after
which these embeddings are processed by the Transformer encoder. Each encoder layer comprises
a Multi-Head Self-Attention (MHSA) sublayer followed by a position-wise Feed-Forward Network
(FFN), with residual connections and layer normalization applied after each sublayer. The encoder
yields contextualized embeddings that form the shared state embedding é,, which is subsequently
provided to the source critics. By explicitly capturing interactions among state components through
self-attention, the proposed design promotes the transfer of coordination patterns across domains.

In the same vein, independent state adapters can be instantiated for each source critic, enabling
each adapter to capture target-domain global state information and project it into the corresponding
source critic’s embedding space.

Training process

We investigate two training paradigms for the state and observation adapters: (i) training the adapters
independently of the target agent, and (ii) training them jointly with the target agent.

In the independent-training paradigm, we first collect trajectories in both the source and target do-
mains and use these data exclusively to train the adapters. After this adapter-training phase, we
freeze the adapter parameters and subsequently train the target agent on top of the learned represen-
tations. In the joint-training paradigm, by contrast, the adapters and the target agent are optimized
concurrently using trajectories collected in the target domain.

Joint training is typically more sample-efficient than independent training, as it induces target-
domain embeddings that explicitly maximize the utility of information transferred from the source
agents to the target domain. We provide an empirical comparison of these two training paradigms
in Section 4.8.

When the source policies operate on observations with heterogeneous dimensionalities, we instanti-
ate a distinct observation adapter for each source policy i.e., we train multiple policy-specific obser-
vation adapters rather than a single shared adapter.

3.3 Transfer module

In this module, the target-domain agent is trained by leveraging information from a collection of
pretrained source agents via lateral knowledge transfer, following the MALT framework (Shi et al.,
2023). Specifically, we introduce layer-wise lateral connections between the target agent and each
available source agent. These connections are instantiated for both the actor networks (policy pa-
rameterizations) and the critic networks (value estimators), thereby facilitating transfer at the levels
of action selection and value-based coordination. Conceptually, actor-side transfer conveys individ-
ual skill, learned from local observations, while critic-side transfer conveys strategic/coordination
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knowledge, since the global state captures joint-agent structure that no single agent’s observation
can fully represent.

For each target agent, the target actor at a given depth attends to the corresponding representa-
tions from all source-domain actors; additionally, attention mechanisms are established between the
source and target critics to enable critic-side knowledge transfer. To stabilize critic transfer across
domains that may exhibit differing reward scales, rewards are normalized prior to constructing critic-
side lateral signals. Information is subsequently propagated laterally through the cross-network con-
nections and integrated within the target network to guide representation learning.

The target agent can be optimized either (i) in an offline manner, using a fixed dataset while main-
taining the lateral connections active, or (ii) in an online manner, through direct interaction with the
target environment while continuing to leverage the lateral pathways. To mitigate computational
complexity, transfer can optionally be constrained to the top N, source agents (e.g., selected for
each target agent according to a predefined similarity or performance criterion), such that only their
corresponding lateral contributions are aggregated during training.

3.4 Training process of ASALT approach

In this work, we employ Multi-Agent Proximal Policy Optimization (MAPPO) to train the agents.
As previously discussed, any method based on the CTDE paradigm can, in principle, be used for
agent training. In the MAPPO framework, we consider IV actors, one for each agent, parameterized
by 6;, i =1,...,N. In addition, we utilize a shared critic V(s), parameterized by ¢, to estimate
the value of the global state s. During the training phase, all N actors and the critic are updated
through interactions with the environment. During the execution (deployment) phase, only the N
actors are used to compute actions based on their respective local observations. At this stage, we
obtain NV source agents that can be used for transfer learning.

To train agents in the target domain, we adopt a similar architecture consisting of one actor per agent
and a shared critic. During the training, we additionally introduce a weighting module that assigns
weights to the outputs of each layer of the source agents and aligns them with the corresponding
layers of the target agent. The observation space of the agent in the target domain, oy, is first
processed by an observation adapter f,(-); the resulting transformed observation is then fed into
the source policies, while the original target observation oy is provided directly to the target policy.
Similarly, the global state of the target domain, s;, is passed through a state adapter f,(-), and the
transformed state is then used as input to the source critics. To ensure consistent dimensionality and
semantic alignment between the source and target domains, we employ the previously introduced
observation and state adapters f,(-) and f5(-).

It is important to note that no additional action adapter is required to address discrepancies in the
dimensionality of action space, in this context, as the final layer of the source policies can be omitted.
This layer typically encodes limited information that is relevant for the construction of the target
policy and therefore does not substantially contribute to its performance.

4 Results and Discussions

To evaluate the efficacy of the proposed ASALT approach, we conducted experiments in three dis-
tinct multi-agent environments: (i) the StarCraft II environment (SMAC) (Samvelyan et al., 2019),
(i1) the Google Research Football environment, (Kurach et al., 2020), and (iii) the Multi-Particle
Environment (MPE) (Mordatch & Abbeel, 2017). In SMAC, we considered multiple map config-
urations spanning a spectrum of difficulty levels from easy to extremely hard, and used these to
perform transfer learning.

In the MPE setting, we selected two canonical scenarios: (i) Simple Spread and (ii) Simple Tag.
In the Google Football environment, we examined transfer both within full-game scenarios and
between academy (training) scenarios and full-game scenarios.
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Figure 2: Win rate as a function of environment interaction steps for transfer learning in SMAC.
(a) Up-scaling: 3m — 8m; (b) Down-scaling: 8m — 3m; (c) Heterogeneous transfer: 3m —
3s5zvs3s6z. The ASALT method equipped with both state and observation adapters (green curve)
consistently outperforms ASALT using only an observation adapter (orange curve) as well as the
baseline method (blue curve). Shaded regions indicate 95% confidence intervals computed over 10
random seeds.

Table 1: Comparison of the number of environment interactions required to attain 80% of the asymp-
totic reward for transfer scenarios with observation-space mismatch. ASALT consistently outper-
forms LA-QTransformer and domain adaptation approaches (DANN, CORAL, CycleGAN), demon-
strating superior sample efficiency in multi-agent transfer settings. In addition, ASALT maintains
an advantage over the LA-QTransformer (SOTA method) across all evaluated conditions. The do-
main adaptation methods exhibit comparatively poor performance, likely because they are primarily
designed for single-agent settings and therefore do not transfer effectively to multi-agent domains.

Scenario ASALT DANN CORAL CycleGAN  LA-QTransformer  Baseline
(Environment steps x10°)

3m to Sm 0.54+0.05 3.1£0.08 28=+0.06 4.14+0.05 1.72 £ 0.06 5.1£0.03

8m to 3m 047+0.03 28=£0.06 3.3£0.07 3.1+0.04 1.42 £0.02 4.821+0.03
(Environment steps x10%)

3m to 3s5zvs3s6z 2.85+0.02 8.17+0.03 7.14£0.04 10.15+0.05 4.17+0.04 5.84 +0.02

3m to 10mvsllm 0.38 £0.03 3.67+0.05 4.23+£0.03 5.10+0.04 1.15+£0.04 1.25 +£0.01

Returning to the discussion, the source agents in all the environments were obtained using MAPPO
(Yu et al., 2022) across the aforementioned domains. The MAPPO hyperparameters were chosen in
a domain-specific manner using conventional tuning practices, based on the characteristics of each
environment. We then evaluated ASALT under the following three transfer scenarios:

1. Transfer from a source domain to a target domain where the dimensionality of the observation
space differs.

2. Transfer from a source domain to a target domain where the dimensionality of the observation
space is identical.

3. Transfer from a source domain to a target domain in the presence of negative transfer effects.

4.1 Baselines

We compare performance across two categories of methods: (i) domain adaptation approaches—
DANN (Ganin & Lempitsky, 2016), CORAL (Sun & Saenko, 2016), and CycleGAN (Zhu et al.,
2017); and (ii) transfer learning approaches—MALT (Shi et al., 2023), PSMARL (Schwab et al.,
2018), Policy Distillation (Omidshafiei et al., 2017), EPC (Long et al., 2020), LA-QTransformer
(Zhou et al., 2024b), and a fine-tuned policy. Briefly: DANN and CORAL align source/target fea-
ture distributions via adversarial or moment-matching objectives; CycleGAN learns cross-domain
observation mappings via cycle-consistency; MALT performs lateral actor-only transfer assuming
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Table 2: Final win rates at convergence for scenarios with mismatched observation spaces.
ASALT consistently achieves higher performance than both domain adaptation baselines and LA-
QTransformer, indicating more effective transfer of coordination knowledge.

Scenario ASALT DANN CORAL CycleGAN LA-QTransformer Baseline
3m to 8m 0.82+0.04 0.79+0.06 0.81£0.04 0.75+£0.05 0.81 £ 0.03 0.8£0.02
8m to 3m 0.94+0.03 092£0.04 0.94+£0.01 0.91+0.03 0.94 +0.02 0.96 + 0.02
3m to 3s5zvs3s6z  0.72+0.04 0.61+£0.06 0.54+0.04 0.65=+0.03 0.62+0.04 0.66 £ 0.03
3mto 10mvsllm 0.8 £0.03 0.65+£0.05 0.68+0.08 0.66=+0.03 0.75 4+ 0.05 0.77 £ 0.06

matched dimensionality; PSMARL and Policy Distillation transfer via teacher-student policy match-
ing; EPC uses curriculum-based population scaling; LA-QTransformer handles observation-space
mismatch via transformer-based value factorization but does not target negative transfer.

The first category was originally developed for single-agent RL; we extend these methods to the
multi-agent setting via a clustering-based agent-wise transfer scheme, pairing each target-domain
agent with a similar source-domain agent.

The second category natively supports multi-agent scenarios but, aside from LA-QTransformer,
cannot handle observation-space mismatches, and none explicitly address negative transfer. We also
report results relative to a baseline trained from scratch using MAPPO.

4.2 Metrics for comparison

We compare our results with those of the baseline methods using two evaluation metrics: (i) the
time required to reach 80% of the final converged reward, and (ii) the final value of the converged
reward. The first metric provides an indication of the learning speed of the system, while the second
reflects its ultimate performance. All values reported in the tables are expressed as mean =+ standard
deviation over 10 random seeds. Convergence time in the results is measured in environment steps.
The final reward is computed as the average win rate over the last 100 evaluation episodes.

4.3 Scenario 1

The plots corresponding to this scenario are presented in Figures 2.

We additionally compare ASALT against domain adaptation methods, which can in principle ad-
dress state mismatches but are not designed for multi-agent systems. To apply these methods in the
multi-agent setting, we pair each target-domain agent with the most similar source-domain agent,
where similarity is assessed based on experience collected under a random policy, and then perform
agent-to-agent transfer. The corresponding results are reported in Tables 1 and 2. These values
show that the proposed ASALT framework performs favorably relative to existing baselines. This
performance gain can be attributed to the fact that the state adapter transfers coordination knowledge
rather than attempting a direct state-to-state mapping, thereby enabling a more effective transfer of
learned behaviors. In particular, the ASALT variant that transfers both policy and critic knowledge
outperforms the ASALT variant that transfers from the policy alone. This improvement arises be-
cause the joint transfer of policies and critics facilitates more accurate estimation of the advantage
function using knowledge acquired from the source policies.

4.4 Scenario 2

In this experimental setting, we evaluate the ASALT approach against established techniques, specif-
ically transfer-learning baselines in multi-agent systems. Our objective is to demonstrate the effec-
tiveness of ASALT relative to these baselines in scenarios where the source and target domains share
an identical observation space dimensionality.
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Table 3: Environment steps required to attain 80% of the final reward are reported for scenarios in
which the dimensionality of the observation space remains constant. ASALT exhibits more rapid
convergence relative to multi-agent transfer baselines (MALT, PSMARL, Policy Distillation, EPC,
and fine-tuned policies). This superior performance can be attributed to the ASALT-transformer’s
mechanism of transferring coordination strategies to the target agents. By focusing on coordination
transfer, ASALT achieves performance that surpasses existing approaches.

Scenario ASALT MALT PSMARL Distilled Policy EPC Fine-tune Baseline
(Environment steps x10°)

3svs3z to 3svsdz 0.62+0.02 1.17+0.04 3.2+0.04 2.59 +0.04 1.29+£0.05 2.914+0.04 3.72+0.02

3svs3z to 3svs5z 0.89+0.02 1.41+0.03 4.05+0.05 3.424+0.04 2.18+£0.04 3.92+0.03 4.17+0.03

(Environment steps x10°)
8mvs8m to 8mvs9m 0.99 +0.04 2.41+0.05 5.23£0.07 4.28 +0.03 3.02+0.04 5.43+0.05 5.84+0.02

Table 4: Final win rates for scenarios without observation-space mismatch indicate that ASALT at-
tains performance comparable to state-of-the-art multi-agent transfer baselines, thereby empirically
demonstrating its robustness in coordination transfer.

Scenario ASALT MALT PSMARL  Distilled Policy EPC Fine-tune Baseline
3svs3z to 3svsdz 0.95+0.01 094+0.03 0.91+0.06 0.86 £ 0.05 0.914+0.04 0.92£0.02 0.95+£0.03
3svs3z to 3svs5z 0.96+0.02 0.89+£0.05 0.88+0.06 0.924+0.03 0.94+0.02 0.914+0.03 0.96+0.02

8mvs8m to 8mvs9m 0.96 £0.03 0.89+0.04 0.91+£0.05 0.86 & 0.05 0.89+£0.03 0.914+0.04 0.94+£0.03

The results obtained for this scenario are presented in Tables 3 and 4. These results indicate that the
proposed ASALT framework consistently outperforms existing techniques, including MALT and
curriculum learning. As in Section 4.3, ASALT’s advantage over MALT stems from coordination
transfer rather than direct state-to-state transfer.

It should be noted that, although curriculum transfer achieves superior performance compared to
MALT, it is computationally much more expensive. Consequently, we have selected MALT as the
baseline method for evaluating the ASALT approach. Nonetheless, it is important to emphasize that
the proposed state-adapters are model-agnostic and can be integrated into any underlying method.

4.5 Scenario 3

In this set of experiments, we evaluate the proposed approach with respect to its ability to mitigate
negative transfer. To this end, we consider multiple map configurations in SMAC that demand
qualitatively different forms of coordination. For instance, in the 3m map, the optimal policy is
characterized by a hit-and-run maneuver, whereas in the 3svs3z map, agents must employ a distinct
coordination pattern involving focused fire and context-dependent retreat. Consequently, these two
maps exemplify coordination requirements that are not only different but potentially conflicting.
Analogously, the broader SMAC environment encompasses several map scenarios, each inducing
its own coordination regime.

We design two sets of experiments specifically to study negative transfer phenomena arising between
such heterogeneous map scenarios. The corresponding performance results, along with those of the
comparative methods, are reported in Tables 5 and 6. As shown, the proposed ASALT method con-
sistently outperforms both existing domain-adaptation-based baselines and the non-adaptive base-
line. This superior robustness to negative transfer constitutes an additional advantage of ASALT,
enhancing its suitability for deployment in real-time applications.

We observe that in the transfer from 3m — 8m transfer setting, actor-only transfer slightly outper-
forms actor—critic transfer in final performance. This can be attributed to the substantial increase
in state-space dimensionality and the resulting need for re-learning coordination strategies. In such
cases, the value estimates transferred via the critic may have limited applicability, whereas policy
representations can adapt more flexibly. Nevertheless, actor—critic transfer still provides improved
stability and faster initial learning.



Reinforcement Learning Journal 2026

Table 5: Environment interaction steps required to attain 80% of the asymptotic return in negative
transfer scenarios. The ASALT approaches attenuate negative transfer effects relative to both do-
main adaptation baselines and the standard baseline method. By constructing and leveraging state
embeddings instead of raw observations, and by transferring these embeddings to the target crit-
ics, ASALT selectively transfers only the task-relevant information rather than the full observation
space. This targeted transfer mechanism results in a measurable reduction of negative transfer.

Scenario ASALT DANN CORAL CycleGAN LA-QTransformer Baseline
(Environment steps x10°)
3m to 3s5zvs3s6z 2.9+0.03 6.17+0.06 5.2=£0.07 5.59+0.04 6.92 £ 0.05 5.84 £0.02

(Environment steps x10°)

10m_vs_11m
to 2.89+0.03 7.87+0.04 9.24+0.056 9.21+0.07 11.81 +0.06 8.87 +0.01
corridor

Table 6: Final win rates in negative transfer scenarios. ASALT surpasses domain adaptation base-
lines, highlighting the effectiveness of embedding-based coordination transfer in alleviating negative
transfer effects.

Scenario ASALT DANN CORAL CycleGAN LA-QTransformer Baseline
3m to 3s5zvs3s6z  0.69 £0.03 0.61+£0.05 0.62+0.07 0.59=£0.08 0.46 £ 0.04 0.68 £0.07
10mvsl1lm

to 0.89+0.04 0.77+0.05 0.75+£0.06 0.76+0.07 0.71+£0.05 0.89 +0.04
corridor

4.6 Football Environment

We evaluated ASALT in the Google Research Football (GRF) environment across academy and
full-game scenarios, both within full-game transfer and between academy and full-game scenarios.

The corresponding results are reported in Table 7. In the first setting, we examined transfer from a 5-
versus-5 to an 11-versus-11 scenario. This represents an upscaling problem in which the number of
agents increases from 5 to 11, and the number of opponents likewise increases from 5 to 11, thereby
inducing qualitatively different coordination requirements. The results indicate that the proposed
ASALT variant employing a transformer backbone requires less than 75% of the time taken by the
baseline to achieve 80% of the final converged reward.

We additionally evaluated a negative transfer setting, in which knowledge is transferred from an
academy scenario (3-versus-1 with goalkeeper) to a full-game scenario (5-versus-5). In this case, the
agents must adapt and modify the coordination patterns acquired in the source task. Here as well, the
ASALT approach converges more rapidly than the baseline, achieving a reduction in training time of
approximately 70%. Overall, these results demonstrate that the proposed ASALT framework attains
faster convergence relative to the baseline, even under negative transfer conditions.

4.7 MPE

Table 8 reports results on MPE: observation-space mismatch (row 1), matched dimensionality (row
2), and negative transfer (row 3, requiring a different form of coordination between source and
target).

ASALT consistently outperforms the baseline in convergence speed; final converged reward is not
reported since asymptotic performance is comparable across methods.



ASALT: Transfer Learning in MARL

Table 7: ASALT converges faster than the baseline across GRF scenarios with observation-space
mismatch, matched dimensionality, and negative transfer.

Scenario ASALT Baseline
(Environment steps x10%)
5vs5 to 11vsll 0.38 £0.0004 0.77 £ 0.001

3vsl with keeper

to Svs5 (Full game) 0.11 £ 0.0005 0.4 £0.003

Table 8: Performance of ASALT methodologies on the MPE benchmark environments. ASALT
exhibits accelerated convergence relative to baseline methods across scenarios characterized by ob-
servation space mismatch, invariant dimensionality, and negative transfer phenomena.

et ASALT Baseline
(Environment steps)

Simple Spread from

2 to 5 Landmarks 3240+ 21 21450 £ 41

Simple Tag with prey

. 47490 £ 51 222470 £ 132
speed increased from 1 to 2
Simple Spread to Simple Tag 84870+ 69 181470 + 123

4.8 Ablation Studies

We have tested three ablation studies in this work (i) Training mechanism: Joint vs indepen-
dent training of adapters, (ii) With and without state adapters (with different types of observation
adapters) and (iii) Number of source agents to transfer (Given as supplementary material).

4.8.1 Training mechanism

For the ablation study, the observation and state adapter modules were trained independently of the
target agent. Specifically, we first collected sample trajectories in both the source and target domains
and subsequently trained the state and observation adapters using these datasets. After training, the
parameters of the adapters were held fixed while optimizing the target agent. The experiments were
conducted on cross-scenario transfer between the 3m and 8m map configurations in SMAC, in both
directions.

The outcomes of this study are presented in Table 9. The results demonstrate that joint training of
the adapters and the agent leads to markedly improved coordination performance compared to the
independent training paradigm.

4.8.2 Transfer of both actor and critic vs only actor

In this ablation study, we evaluate the performance of the proposed ASALT approach with and with-
out state adapters i.e. transfer happens only with actors vs both actor and critic. The corresponding
comparison is presented in Figure 3. From this figure, it can be observed that the performance im-
proves relative to the configuration that employs only observation adapters. This improvement can
be attributed to enhanced agent learning, as the additional state information enables the critics to
compute more accurate advantage estimates.

Furthermore, we compare two variants of observation adapters: (i) ANN and (ii) an attention-based
network. The attention-based observation adapters exhibit superior performance compared to the
ANN-based methods. This performance gain is particularly pronounced in scenarios involving up-
scaling (i.e., transferring knowledge from a smaller number of agents to a larger number of agents).
In such settings, attention mechanisms facilitate more effective transfer of coordination patterns
among agents, leading to improved overall performance.
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Table 9: Joint training of the state adapter substantially accelerates convergence relative to indepen-
dent training and the baseline.

Scenario  Joint Training Independent Training Baseline
(Environment steps x10°)

3mto8m 0.72+0.04 3.16 £ 0.06 5.1£0.03

8mto3m 0.57+0.02 2.54 +0.04 4.824+0.03

4.9 Computational Time

Because the additional state/observation adapter component(s) are trained jointly with the target
agent, the proposed approach incurs only marginal computational overhead relative to existing meth-
ods. For the 3m — 8m map scenario, using 3 source policies and 1 source critic, together with 3
observation adapters and 1 state adapter, the proposed ASALT method required 27 hours to con-
verge, whereas the corresponding configuration without any state adapters required 24 hours. This
increase in computational time is relatively minor when contrasted with the accelerated convergence
achieved by the proposed approach. In the absence of transfer learning, training the target agent
from scratch required 49 hours to converge. All experiments were conducted on an Apple M1 GPU-
equipped system with 64 GB of memory. Furthermore, in line with other lateral transfer techniques,
the proposed method scales to arbitrarily large multi-agent systems.

5 Conclusions

In this work, we have proposed a way to perform efficient transfer in MARL where there is a mis-
match in the observation space between source and target domain. ASALT, which uses a state
adapters to transfer the coordination instead of transferring them to observation spaces. This design
resulted in more efficient transfer and reduces the impact of the negative transfer. Experiments on
SMAC, GFootball and MPE environments shows that the ASALT has shown improved performance
over existing benchmarks. Critic-side transfer is most beneficial in settings where the observation
adapter alone cannot fully capture the target coordination structure, such as downscaling and het-
erogeneous transfer, complementing actor-side transfer of individual skill.

Future studies involve theoretical analysis of the proposed approach along with designing hierarchal
transfer between domains for further reduce the computational cost.
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A Background

In this work, we consider decentralized partially observable Markov decision processes (DEC-
POMDPs) with a shared reward structure. A DEC-POMDP is defined as the tuple <
S, A,O,R,P,N,v >, where S denotes the global state space, A = [a',a?, ..., a’V] represents
the joint action space of N agents, o = O(s; i) denotes the observation received by agent i given
the global state s, R(S, .A) denotes the shared reward function, and v € [0, 1) is the discount factor.
The objective in MARL is to learn a joint policy w(a | s) that maximizes the expected discounted
cumulative reward, typically expressed as E [>_ =, 7'r).

B Source Agents

In all experiments, we selected the top 3 agents for transferring knowledge from the source domain
to the target domain. When more than 3 candidate source agents were available, we employed
clustering-based selection strategies to identify the most suitable subset. Specifically, we adopted
value-based policy clustering methods as described in Hu et al. (2025).

C Hyperparameters
Below, we summarize all hyperparameters used in this work.

C.1 Observation adapters

Fully Connected Network: In the SMAC environment, we used different numbers of hidden layers
depending on the map scenario. For the 3m, 8m maps, the state adapter was instantiated as a fully
connected network with 2 hidden layers. For all other SMAC scenarios, the state adapter comprised
3 hidden layers. In the MPE environments, the state adapter was modeled with 2 hidden layers. In
all cases, the dimensionalities of the input and output layers were determined by the dimensions of
the target and source policies, respectively.

Attention Network: For attention-based adapters, we likewise varied the network depth across
tasks. In the 3m,8m SMAC scenarios, we used an ANN with a single hidden layer, whereas in
the reverse transfer setting (8m — 3m), we used an ANN with 3 hidden layers. For all remaining
SMAC transfers, the ANN comprised 2 hidden layers. In the MPE environment, we employed an
ANN with 2 hidden layers, and in the GRF environment, an ANN with 3 hidden layers. All such
networks were used to model agent-level observations.

Attention(Q, K, V') = softmax <QKT> V.
) K \/@ bl

For context-level observations, we employed a multi-head attention (MHA) mechanism. The di-
mensionality of both the MHA module and the agent-specific ANNs was set according to the di-
mensionalities of the source and target policies.

For both types of observation adapters (fully connected and attention-based), the learning rate was
fixed at 0.001.

C.2 State Adapters

Our model is instantiated upon the Transformer architecture originally proposed by Vaswani et al.
(2017). We utilize a 2-layer encoder, where each layer comprises: (1) a multi-head self-attention
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(a) 3m to 8m (b) 8m to 3m (c) 3m to 3s5zvs3s6z

Figure 3: Win rate vs. environment steps for transfer learning in SMAC. (a) Up-scaling: 3m —
8m; (b) Down-scaling: 8m — 3m; (c) Heterogeneous transfer: 3m — 3s5zvs3s6z. ASALT-
Transformer (blue) converges faster and achieves higher win rates than ASALT-ANN (orange) and
baseline (gray). Shaded regions show 95% confidence intervals over 10 seeds.

mechanism and (2) a position-wise feed-forward network (FFN). Both sub-components are encap-
sulated by residual (skip) connections and followed by layer normalization. For each attention head,
the model computes attention weights using scaled dot-product attention:

. QKT
Attention(Q, K, V') = softmax V,
Vi

where (), K, and V denote learned linear projections of the input representations, and dy, is the
dimensionality of the key vectors. The multi-head attention module concatenates the outputs of all
heads and maps the concatenated vector back to the model dimension via a learned linear projection.

To encode token positions, we incorporate numerical positional embeddings into the token repre-
sentations. Unless explicitly specified otherwise, we adhere to the architectural hyperparameters
of the original Transformer-base configuration. Model parameters are optimized using the Adam
optimizer with a warmup-based learning rate of 0.1.

C.3 Source and Target agents

All the hyperparameters of the source and target agents used in this work can be found in Yu et al.
(2022) and Huang et al. (2021).

D Ablation study on Number of source agents for transfer

In this ablation study, we assess the performance of the proposed ASALT approach as a function of
the number of source agents used for transfer. In all experiments presented in Section 4, we employ
the top three source agents (identified via clustering; see Appendix B for details). In many scenarios,
effective transfer may require a relatively large set of source agents. However, it is important to note
that the number of adapters that must be constructed scales linearly with the number of source agents,
which leads to considerable computational overhead. Therefore, in this ablation, we investigate the
impact of varying the number of source agents on the convergence time.

The convergence times obtained for different numbers of source agents are reported in Table 11. As
shown in the table, the convergence time is minimized when three source agents are used, indicating
that this choice yields an empirically optimal trade-off between performance and computational cost.
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Table 10: Hyperparameters used in ASALT experiments.

Category Hyperparameter Value
PPO/MAPPO

Actor learning rate 3x 1074

Critic learning rate 1x1073

Discount factor () 0.99

GAE lambda () 0.95

PPO clip (¢) 0.2

PPO epochs 4

Mini-batch size 64

Entropy coefficient 0.01

Gradient clip (max norm) 0.5

Episodes per update 25
Network Architecture

Hidden size 256

GRU layers 1

Lateral transfer weight 0.3
Transformer Adapter

Model dimension (dpoder) 128

Number of heads 4

Number of layers 2

Token size 16

Feed-forward dimension 4 X dpodel

Dropout 0.1

Adapter learning rate 1x1073
Unpaired Distillation (MMD)

Training steps 50,000

Batch size 128

MMD weight (WmmMD) 1.0

RBF kernel o 1.0

Learning rate 1x1073
Training

Max episodes 15000

Max timesteps 2000,000

Random seeds

0,42, 101, 1337, 2026

E Proximity of adapter-derived embeddings to embeddings of the original
policy representations

Lemma E.1 (Representation Alignment for Transferability). Let f(.) : Oy — R be the ASALT
adapter mapping target-domain observations to a latent embedding, and let h, : Oy — RY be the
source policy’s first-layer embedding mapping. Denote by Qs(e, a) the action-value function of the
source policy expressed in its embedding space e, and define the alignment loss

‘Calign = E(Ot,os) [ ||f¢(0t) - hS(OS)Hg} .

Assume the following Lipschitz smoothness of the source Q-function:

’QS(el,a) - Q3(627a)|
< Lller — eal|s. 3)

JL>0 st VYer,es € RN Va,
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Table 11: Time (in environment time steps) required to attain 80% of the asymptotic reward in
the 3m—8m map of the SMAC benchmark as a function of the number of source agents employed
for transfer. As the number of source agents increases, the time-to-80%-reward initially decreases,
indicating improved sample efficiency. However, beyond three source agents, the convergence time
saturates while the associated computational cost continues to grow. Consequently, we identify the
use of three source agents as an optimal trade-off between performance and computational overhead.

No. of Source

Agents 1 2 3 4 5

(Environment steps x10°)
Convergence Time 4.81+0.02 1.09+£0.03 0.54+£0.05 0.53£0.07 0.53+£0.08

Then, for any paired observations (o¢, 05) and any action a,

|Q8(f¢(0t))a) - Qs(hs(os)aa” S L Hf(b(ot) - hs(os)|

and, in expectation,

N @)

E[ |Qs(f¢(0t)7 a) - Qs(hs (Os)a (Z) | ] < L V Ealiglv (5)
Proof. By the Lipschitz condition (3), the pointwise bound (4) follows immediately:

|Qs(f¢(0t)7a) - Qs(hs(os)aa)| <L qub(ot) - hS(OS)HQ'

Taking expectations over the joint distribution of (o, 05) yields

E[[Q(folor),a) = Qu(hs(0s),a)|] < LE[[[fs(0) = hs(05)]],] -

Applying Jensen’s inequality to the convex function z +— 2 gives

E[|X2] < /E[IXI3],
E[||fo(0r) = hs(0s)|,] < V/ZLatign-

Combining the inequalities proves (5). O

and thus

Interpretation. Lemma 1 shows that if the adapter f4 aligns target observations to the source
policy’s latent embedding (i.e., achieves low Laiign ), then the discrepancy in the transferred source
Q-values is tightly controlled by the alignment error via the Lipschitz constant L. Consequently, im-
proved representation alignment directly leads to more reliable lateral transfer and mitigates negative
transfer when observation spaces differ.



