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Summary

Proximal Policy Optimization (PPO) is the primary workhorse for complex continuous
control and Reinforcement Learning from Human Feedback (RLHF). Critic-free methods like
RLOO and GRPO have raised the question of whether value-induced bias is doing more harm
than the variance reduction it provides. We show this is the wrong dichotomy: the real bottle-
neck is the structural bias of GAE, where value approximation error propagates into advantage
estimates and misleads the policy gradient.

We introduce Dual Adaptive Residual Tracking (DART), a two-critic scheme that decou-
ples the bias—variance trade-off. DART pairs a stable base critic with a residual critic that
tracks a high-fidelity Monte Carlo correction via a frozen-target mechanism. Theoretically,
DART achieves a tighter steady-state MSE upper bound than single-critic methods. Empiri-
cally, across dm_control environments, DART matches or outperforms PPO in aggregate,
with clear advantages in sparse and long-horizon tasks, gains that persist even when PPO is
given double the critic capacity.

Contribution(s)

1. We show that the limitations of Generalized Advantage Estimation (GAE) stem primarily
from structural bias, and explain how value approximation errors propagate into advantage
estimates and mislead the policy gradient.

Context: None

2. We introduce Dual Adaptive Residual Tracking (DART), a two-critic method that decouples
the bias—variance tradeoff by pairing a stable base critic with a residual critic that tracks a
high-fidelity Monte Carlo correction via a frozen-target mechanism.

Context: None

3. We prove that DART achieves a tighter steady-state mean-squared error (MSE) upper bound
than standard single-critic advantage estimation in high-variance settings.
Context: None

4. We empirically show that DART matches or outperforms PPO across continuous control
benchmarks, with clear advantages in sparse and long-horizon tasks, and provide initial ev-
idence of its effectiveness in LLM fine-tuning.

Context: LLM fine-tuning experiments are preliminary; broader RLHF evaluation is de-
ferred to future work.
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Abstract

Proximal Policy Optimization (PPO) is the primary workhorse for complex continu-
ous control and Reinforcement Learning from Human Feedback (RLHF). However,
the reliability of Generalized Advantage Estimation (GAE) has recently been called
into question: critic-free methods like RLOO and GRPO have raised the question of
whether value-induced bias is doing more harm than the variance reduction it provides.
We show this is the wrong dichotomy. The bottleneck is the dissemination bias of GAE,
where value approximation error propagates into advantage estimates and misleads the
policy gradient, a bias that can be corrected without discarding the critic. We propose
Dual Adaptive Residual Tracking (DART), a versatile two-critic scheme that decouples
the bias—variance trade-off. DART pairs a stable base critic learning from low-variance
bootstrapped targets with a residual critic that tracks a high-fidelity Monte Carlo correc-
tion via a frozen-target mechanism. Theoretically, under linear function approximation
assumptions, we prove that DART achieves a strictly smaller steady-state mean-squared
error (MSE) upper bound than single-critic methods in high-variance regimes. Empir-
ically, across all dm_control continuous control environments, DART matches or
outperforms PPO in aggregate, with clear advantages in sparse and long-horizon tasks.
We further provide initial evidence of DART’s effectiveness in LLM fine-tuning.

1 Introduction

Reinforcement learning from human feedback (RLHF) and multi-turn agent training for large lan-
guage models (LLMs) have largely converged on Proximal Policy Optimization (PPO) as a default
post-training algorithm (Xu et al., 2024; Srivastava & Aggarwal, 2025). Yet recent evidence (Touati
et al., 2020) suggests that vanilla PPO can be brittle exactly in the long-horizon, sparse-reward
regimes that characterize autoregressive token-level MDPs for LLM post-training (e.g., RLHF for
summarization and instruction-tuning). Across long-CoT reasoning and multi-step tool-use settings,
failures are repeatedly traced to inaccurate value estimates and to advantage targets that degrade as
credit assignment stretches over many steps (Yuan et al., 2025; Kazemnejad et al., 2024; Guo et al.,
2025).

A common reaction has been to avoid critics or to use Monte Carlo- or group/relative-return ob-
jectives to remove value-function error from the training signal (Oliveira et al., 2025). While these
critic-free approaches can be effective on some reasoning benchmarks, evidence from both continu-
ous control and multi-turn RL indicates that learned critics remain important as tasks become more
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(a) DART’s advantage grows with reward sparsity. (b) Bias reduction translates to return improve-
Late-training return vs. reward-mask probability on ment. Normalized improvement of DART over
cartpole-swingup. Under dense rewards ( =0) PPO across dm_control environments.

both methods converge; as sparsity increases PPO col-
lapses while DART remains robust. At =0:95 PPO
fails (< 150) while DART reaches 340. Error bars
present standard deviations.

Figure 1: DART corrects structural GAE bias, with the largest gains under reward sparsity.
Full results in Section 4 and Appendix B.

complex and horizons grow: unbiased trajectory-level baselines tend to fall behind actor—critics pre-
cisely when variance reduction matters most (Oliveira et al., 2025; Wang & Ammanabrolu, 2025).
This suggests the core problem is not the actor—critic structure per se, but rather how value learn-
ing and advantage estimation are instantiated in modern PPO pipelines, where sub-optimal value
estimation directly limits policy performance.

We view PPO’s instability in sparse, long-horizon settings as the combination of two underlying
biases. First, a functional bias: the critic is a learned function trained under distribution shift (and, in
RLHF/agents, partial observability), so its errors can be systematic and can corrupt token- or step-
level advantages. Second, a bias from Generalized Advantage Estimation (GAE): choosing <1
reduces variance but structurally introduces bias whenever V is imperfect, and this bias accumulates
over long horizons.

This perspective motivates Dual Adaptive Residual Tracking (DART): a two-critic design that
separates (i) a stable, low-variance base critic trained with bootstrapped targets from (ii) a residual
critic that learns a Monte Carlo-style correction. The goal is to improve long-horizon credit assign-
ment by explicitly correcting GAE-induced distortion, while retaining the sample-efficiency benefits
of learned baselines. We support this design with formal analysis in the linear function approxima-
tion setting and comprehensive empirical results in deep RL implementations as depicted in Figure 1
and further sections. Here is a non-exhaustive list of our contributions:

Theory (C1). We introduce DART and formalize GAE bias as a bounded linear operator L CH
on the value error V.V (Theorem 3.1). We show that DART achieves a strictly smaller steady-
state MSE upper bound than the best single Monte Carlo critic in an intermediate variance regime
(Theorem 3.2). Most guarantees are stated in the linear function approximation setting; we view
this as a tractable starting point that isolates the structural role of GAE bias, leaving extensions to
non-linear approximators to future work.

Empirics (C2). We validate the bias-correction mechanism across dm_control environments and
targeted sparse-reward tasks. DART outperforms PPO with twice the critic parameters on all three
sparse tasks, confirming that the gains stem from the bias fix, not raw capacity.
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LLM transfer (C3). A controlled experiment on Pythia-1B (Reddit TL;DR, LoRA) demonstrates
that DART’s bias correction transfers to autoregressive post-training, providing affirmative evidence
that correcting GAE structural bias benefits high-dimensional, long-horizon settings (Appendix B.3)
leaving complex reasoning experiments to future investigation.

1.1 Related Work

A growing line of work argues that PPO’s long-horizon failures are primarily value-centric: when
the critic (or the advantage estimator built on it) is mis-specified, credit assignment degrades and
PPO can collapse. Yuan et al. (2025) study PPO on long-CoT math reasoning and identify value
initialization bias and reward-signal decay in GAE as key drivers, proposing Value-Calibrated PPO
(VC-PPO) via value pretraining and decoupled-GAE. In classical RL, Partial Advantage Estimation
updates the policy using only a subset of the truncated GAE window to reduce finite-horizon bias
(Jin et al., 2025), and Wang et al. (2025) show that simply strengthening value optimization (e.g.,
more value updates per iteration) substantially improves vanilla policy-gradient methods on Mu-
JoCo benchmarks. These results reinforce that robust long-horizon on-policy optimization depends
critically on how the value function is trained and how advantages are constructed (Schulman et al.,
2015; 2017). Critic-free LLM post-training methods sidestep value learning entirely: VinePPO
computes unbiased Monte Carlo estimates via environment resets (Kazemnejad et al., 2024); SPO
assigns per-segment advantages (Guo et al., 2025); GRPO and GiGPO use group-relative base-
lines (Shao et al., 2024; Feng et al., 2025). These approaches trade away variance reduction to
remove bias, a trade-off that is sub-optimal as task complexity grows: Oliveira et al. (2025) show
GRPO underperforms PPO on long-horizon control, and Wang & Ammanabrolu (2025) find actor—
critic methods dominate trajectory-level baselines in multi-turn agentic RL, indicating a need for
approaches that repair rather than remove the critic.

Prior multi-critic and two-timescale architectures serve goals orthogonal to ours: two-timescale
theory analyzes convergence of simultaneously-updated actors and critics (Wu et al., 2020); Dual
Actor-Critic derives a Lagrangian-based dual-critic algorithm (Dai et al., 2017); Post-Decision PPO
places critics over post-decision states (Felizardo et al., 2025); DCRL mixes a privileged oracle
critic with a standard critic for partial observability (Li et al., 2024). Conceptually, our additive
formulation shares similarities with boosted fitted Q-iteration (Tosatto et al., 2017), which iteratively
builds an action-value function via additive residual components. However, whereas boosted FQI
focuses on increasing representational capacity in offline Q-learning, DART operates in an on-policy
actor-critic setting. None of these address GAE’s structural bias arising from bootstrapping on
imperfect values, which is DART’s primary target (Schulman et al., 2015). To our knowledge,
DART is the first policy-gradient method in which the same value function is additively decomposed
into a fast bootstrapped base critic and a slow Monte Carlo residual critic that explicitly targets the
cancellation of GAE structural bias, preserving PPO’s sample efficiency without inheriting its long-
horizon fragility.

2 Dual Adaptive Residual Tracking (DART)

Here we provide an introduction to DART which aims to reduce the GAE bias in policy gradients
being one of the factors of failure of such methods.

GAE bias formalization. Under a fixed policy with stationary distribution d , let P denote the
Markov transition operator: (P F)(s) := E[f(St+1)jSt = S]. We work in the Hilbert space L2(d )
with norm kfk3 :=Es ¢ [f(s)?]. Forany valueerror V :=V V | the conditional GAE bias
at state St is given by applying a bounded linear operator L . .}, : L2(d ) ¥ L%(d )to V as
shall be discussed later in Theorem 3.1, where P " represents the ‘-step Markov transition operator
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under a fixed policy
H 1
L. V=D () (P P) v
pyrd

The operator has bounded normkL . .. ko, (1+ )11(7)H (to be demonstrated in Theorem 3.1),
showing that value function error is amplified by a factor depending on , , and H when it prop-
agates into advantage estimates. This makes precise why minimizing L?(d ) value error shrinks
an upper bound on squared advantage bias but the amplification can be large when is tuned pri-
marily for variance reduction. The derivation can be found in Appendix A.3. We work in the
standard MDP setting (S; A; P;r; ;dg). PPO (Schulman et al., 2017) uses GAE advantage esti-
mates AtGAE( ) = Z‘Hzol( )’ ,\[/+‘ (Schulman et al., 2015), where small reduces variance but
introduces systematic bias when the critic is imperfect.

DART (Algorithm 1) fundamentally departs from traditional single-critic architectures by decom-
posing the value baseline additively into two specialized components: V¢ := V (St) + kR (St),
where V denotes the base critic parameterized by , and R represents the residual critic parame-
terized by . In this architecture, the base critic V is dedicated exclusively to maintaining a low-
variance baseline trained via standard temporal-difference learning on bootstrapped -return targets
yPase (Line 13) using a highly conservative lambda parameter ( pase 2 [0:9; 0:97]). Conversely, the
residual critic R is trained on a distinct, high-fidelity target y{** := Gy V (St) (Line 17), where
Gy is a near-Monte Carlo return target (Line 16) computed with e ¥ 1 (0:99-0:9999 in practice)
to retain marginal variance reduction. This structure explicitly forces R to track and absorb the sys-
tematic, structural estimation bias left behind by the bootstrapped base critic. To prevent destructive
gradient interference and training loops between these two function approximators, DART intro-
duces a frozen-target mechanism at the beginning of each iteration K, caching the base parameters
via a stop-gradient operator sg[ ] (Line 6). The residual target y;°® is then strictly computed
against this static snapshot V , ensuring that R fits a stationary error surface during the gradient
step and isolating its updates from concurrent shifts in the base parameters.

Unlike completely critic-free methods that suffer from severe horizon truncation bias, DART cleanly
handles finite rollout limits. At non-terminal cutoffs (t = H), the boundary baseline is assembled
additively as vy V (su) + kR (sh), which is subsequently used to bootstrap the actor’s
GAE advantage sequence A:. For true episodic terminations within the residual target computa-
tion, the trajectory-level Monte Carlo return Gy relies on a done-mask (1[: dr,]), gracefully wiping
out boundary values only when a terminal state is reached. Furthermore, because bootstrapped es-
timators are highly unstable and prone to chaotic initial errors in early phases of training, DART
applies a binary warmup gate k = I(K  KyarmKiotal) to protect the residual critic from track-
ing meaningless early noise. For iterations K < KyarmKtotal, k = 0, completely deactivating
R ’s contribution to the policy baseline (v¢ = V (St)) and skipping residual gradient updates en-
tirely until V has converged to a stable, low-variance local profile. Finally, since R is driven by a
near-MC signal, its gradient targets naturally exhibit high variance. To prevent these high-variance
corrections from polluting the combined baseline and destabilizing the policy network , DART
enforces a strict two-timescale update rule by restricting the residual update stepsize to a fraction of
the base learning rate, = =K, where K 2 f5;10; 20g acts as a dampening factor that ensures
the policy gradient receives smooth, progressively refined bias corrections.

3 Theoretical Guarantees in Linear Settings

We formalize when a residual critic reduces steady-state error and how this transfers to PPO-style
non-stationary settings. The analysis uses the linear approximation setting described below; the
experimental validation under deep networks is in Section 4.

Linear setting for theoretical analysis. We assume linear realizability with features x : S ¥ RY:

vV (s) =w x(s): (1)
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Algorithm 1 DART for PPO: blue lines depict additions to standard PPO

1: Hyperparameters: actor GAE acior 2 [0:95;0:99], base targetpase 2 [0:9;0:97], total iterations
Ktotal

2: warmup fraction Kyarm 2 [0; 1], residual stepsize ratio K 2 f5; 10; 20g, PPO clip 2 [0:1; 0:2]
3: Initialize: Policy network , base critic V, and residual critic R
4: foriterationk =1;2;:::; K 0O
5:  Collectrollout « =f(S t;a:;rt;Sw1 ;d)gls  under
6: k 1 k K wam Kool . Binary warmup activation (fraction of total)
7: sgl ] . Freeze base parameters for residual targets
8: fort=0;:::;H 1do . Combined value baseline for actor
9: vi V. (st1))+ kR (st)
10: end for
11 W Vp (sh)+ «R (sw) . Boundary value for GAE att=H 1
12: t ié ! ( actor )\(rt+« + Vi Vo) . Actor GAE advantage
13: Maximize PPO-Clip objective (Schulman et al., 2017) with respect to :
LY ()= 2 B min () Auclip(ri();1 ;1+)  Ar wherer()= 7()':&(;';‘3)[)
14:  Compute -return targetsi*® HEU( pase) T + M1V (sh) . Bootstrapped base
critic target p
15:  Update tominimizer (V (st1) y ¢°°) with stepsize
16: if (=1 tBen ) . Residual critic update (after warmup)
17: G Y rew #10d 1] Y ovra . Done-masked near-MC return; E next
terminal/truncation
18: Ve Gt V (st)
19: Update to minimizei (R (st) y {*°)” with stepsize = =K
20: end if
21: end for
De ne the feature covariance
=E sq4  X(S)X(8)” ; min | max |} @)

where min; max > 0 ensure is well-conditioned. A generic linear critic SGD update takes the
form

k1 =k PXk Y K Xk (3

where ¥ is a scalar target (bootstrapped or Monte Carlo), is the stepsize, and X(s k).
Bootstrapped targets (small ) introduce bias when V 6=t reduce variance; Monte Carlo
targets ( = 1) are unbiased but high-variance. DART manages this trade-off by training two critics
with different target types. Under this model, we derive steady-state MSE bounds (Theorem 3.2)
and tracking error bounds under policy drift (Theorem 3.3).

Linear i.i.d. abstraction. Assume samples x GNC ;Y, ) are i.i.d., with E[GC jx\] = w” X

and E[Y, jxk]=w”xx b (xk),and :=E[x x ] satisfying min | max |. We de ne

the effective Monte Carlo noise variance gg~=E (G}¢ w > xx)2kxyxk? . To account for the

fact that the bootstrapped target variance depends inherently on the underlying value function, we
de ne ~? as the uniform upper bound over the valid parameter space :=sup, E (Y, ()

w b )>x¢)%kxkk? , where b 2 RY is the bias induced by bootstrapping at level < 1.

Single Monte Carlo critic. To establish a baseline, we rst consider a standard stochastic gradient
descent update for a single critic learning directly from the Monte Carlo return:

Wis1 = Wi wp Xk G MC xy; (4)

where > 0 denotes the base learning rate. This formulation serves as our unbiased, albeit high-
variance, point of comparison.
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DART (joint one-sample form). In an online or interleaved setting, the base critic parameters

and the residual critic parameters are updated concurrently on the same sample. The base critic
learns from the bootstrapped targgt,¥vhile the residual critic attempts to correct the base critic's
error using the Monte Carlo return. This is parameterized by the residual learningetate0:

k+1 = k ;Xk Y Xk %)
k = ks
k+t1 = k res Exk (G ’IXIC ;Xk) Xk (6)
WART o=+

DART (epochwise frozen-base form). In PPO-style batch implementations the base is frozen
during the residual update, giving equations (7)— (8):

K+l =k Xk Yo X (7)
k+t1 = k res Exk (G |<MC ;Xk) Xk : (8)

3.1 GAE bias

Our rst result formalizes the intuition that GAE bias is structurally coupled to value error.

Theorem 3.1 (Bias representation and operator bound). Let V :=V Vbe the value approxi-
mation error under a xed policy . The conditional truncated GAE bias satis es

h |
E RS (V) RPAE(V)iSt =L .y V(S

P .
whereRSAE (V)= 12 () " rw + V(Sws ) V(S v ) isthe GAE estimator evaluated
onV,andL.. ,denedinSection2,isabounded linear operator with norm

1) "

I(I-;;H kop (1+) 1

This holds when the norm is de ned with respect to the stationary distribution d
Proof. See Appendix A.2. O

Remark. Section 3.3 provides additional evidence for the extension to non-stationary settings.
3.2 Fixed-policy guarantees for DART

We now analyze when a residual critic can improve steady-state error by tracking the base critic's
structural bias. By leveraging standard linear stochastic approximation bounds under target parame-
ter drift, we can formally analyze the asymptotic behavior of DART's additive parameter sequence.
The intermediate tracking and steady-state contraction tools used to establish this behavior are de-
tailed in the appendix, leading directly to our primary xed-policy guarantee:

Theorem 3.2 (DART vs. single critic MSE ( xed policy)). Under the linear i.i.d. abstraction and
assumptions 1-5, assume that the feature regularity conditions (bounded features or moment dom-
ination) hold, and the feature covariance satis egi, | max | With  min > 0. Let

WRART =+ | be produced by equation 5—equation 6, and Igtlve the single MC critic in
equation 4. Then, there exist absolute numerical constants such that

. 1
lim sup EkwRART - w K2 |

k11 min

R+ K= 2 +0( ) ©)
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when the residual stepsize ises = =K, and where ~? is the uniform parameter-independent
variance bound de ned in the abstraction. Moreover, DART yields a strict improvement over a single
MC critic for intermediate choices of K whenever the base variance ratie~4 is suf ciently
small.

Proof. See Appendix A.5. O

Theorem 3.2 is central to our method, revealing the fundamental mechanism by which DART re-
solves the actor—critic bias—variance bottleneck. The steady-state error bound in Equation equation 9
is governed by two competing variance terms, both explicitly modulated by the two-timescale ratio
K:

* Residual MC Noise ‘WW%IC ): This term isolates the effect of the residual critic. Its error
contribution is directly proportional to the high variance of the Monte Carlo estimaggs)(but
it is heavily dampened by the slower learning rate ( =K). Unlike a standard single MC critic—
whose error scales purely as = = min —DART systematically suppresses this high-variance
signal by a factor of K.

» Base Tracking Lag (%J): This term captures the penalty of tracking a moving target. Be-

cause the residual critic calculates its target relative to the frozen Dasey statistical noise

in the base critic propagates into the residual update. The multiplying factor of K emerges from
the two-timescale tracking dynamics: a slower residual critic takes roughly K steps to “catch up”
and track the noise injected by the fast-moving base parameters. However, because the base critic
trains on conservative, bootstrapped targets (1), its intrinsic varianceis inherently small,

safely absorbing the K multiplier.

Consequently, K acts as the critical fulcrum of DART's variance control. By selecting an inter-
mediate dampening ratio K, DART achieves a “best of both worlds” decoupling: it aggressively
suppresses the Monte Carlo variance without incurring excessive tracking lag from the base critic.

While Theorem 3.2 bounds DART's error relative to an unbiased pure Monte Carlo baseline, stan-
dard PPO relies on GAE ( < 1), which introduces structural bias to reduce variance. However,
because GAE's bias forms a strict lower bound on its total error. (kL Vk 3 > 0), there exists

a critical residual stepsize’ > 0 such that for all < 7, DART's combined variance is suf -
ciently dampened to strictly outperform GAE's total Mean Squared Error. We formalize and prove
this crossover regime in Appendix A.9.

3.3 Tracking under policy drift

We extend the analysis to non-stationary targets arising from PPQ's per-iteration policy updates.
Full assumption statements are in Appendix A.7; informally, we require uniform feature regular-

ity (Assumption 1), bounded distribution mismatch between rollout buffer and on-policy measure

(Assumptions 2—3), and martingale-difference gradient noise (Assumption 5).

Theorem 3.3 (Tracking under drift and mismatch). Under Assumptions 1-5, for 0 < <
1=2( max *) (SO ( mn )>0)and :=sup | «,dene

1
Bom =" Wo+"p L= Lo+ /L W, :

min min

Then there exist universal constantg; C,; C3 > 0 depending only on (min; max; ) Such that

(Lo) 2

limsupEkw, w Jk* C 1 2+ Cp—5— + C3B,:

k11

Proof. See Appendix A.7. O
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Figure 2: DART is robust to step-size ratio K; warmup fraction Kyam is the only sensitive hyperparam-

eter. Avg. normalized return across 27 dm_control environments vs. fam 2 f0:2;0:3;0:4; 0:5; 0:69

for K 2 f5;10;20g. Error bars show 95% CI over seeds; dashed line is PPO baseline (0.88). Default
(K warm =0:4, K=10) achieves the best average. Full sensitivity table in Appendix C.2.

Remark (irreducible error oor). The B 2., term is independent of the step size : it represents an
irreducible MSE oor set by the distribution mismatch between the on-policy measurard! the
rollout buffer distribution . When = 0 (exact on-policy sampling) this term vanishes, recovering
the classical two-term trade-off. The drift termp(@ ,) 2= ? re ects the cost of tracking a fast-
moving minimizer; jointly, the optimal is > /(L »=) 272, balancing noise and drift.

4 Experiments

We evaluate DART across continuous control and language modeling tasks. For control, we use
MountainCar-v0, Humanoid-v4, and the DeepMind Control Suite (dm_control). To

isolate credit assignment under extreme sparsity, we construct sparsi ed milestone variants of
Pendulum-v1 and Humanoid-v4. For LLM alignment, we post-train Pythia-1B on the Red-

dit TL;DR summarization dataset. All baselines utilize standard CleanRL (Huang et al., 2022) and
TRL (von Werra et al., 2020) implementations. Detailed environment con gurations, sparsi cation
mechanics, and hyperparameters are provided in Appendix C.1 and Appendix C.2. Hyperparam-
eters were selected by mean return across training (CleanRL convention); we report nhormalized
nal-20% score as a more conservative measure of asymptotic quality. A single DART con gura-
tion (Kyarm = 0:4, K =10, (e =0:9999, i.e. s ! 1 and treated as 1 in the analysis) is used
across all 27 dm_control environments without per-task tuning. Figure 2 con rms this default is
robust: DART is insensitive to the residual step-size ratio K, and only the warmup fractigm K
requires tuning, with values in [0:3; 0:5] all outperforming the PPO baseline.

4.1 Results

We evaluate DART on (i) sparse and long-horizon control, (ii) whether DART's gains persist when
PPO gets a larger critic, and (iii) LLM post-training. Figure 1a shows DART's advantage grows
monotonically with reward sparsity. On the controlled cartpole-swingup sweep (rewards
masked with probability ), both methods converge under dense rewards ( =0, 620), but at
=0:95 PPO fails (<150) while DART reaches 340. Across all 27 dm_control environments,
DART achieves a normalized late-training score of 0:96 0:06 (95% CI: [0.95, 0.98]) vs. PPO's
0:88 0:21 (95% CI: [0.82, 0.95]).

4.1.1 Control Tasks and dm_control Benchmark

Figure 1b shows that across 9 dm_control environments, DART progressively reduces value bias
relative to PPO (with equal critic size) throughout training, with the gap widening substantially after
residual activation (50-75% and 75-100% phases). Return improvement follows a similar trend,
con rming that bias reduction translates into performance gains at the aggregate level. The effect
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is near-zero during warmup (0-25%, 25-50%), consistent with the frozen-base design: the residual
critic cannot correct bias it has not yet learned to track. Signed bias analysis (Appendix B.4) shows
DART predominantly corrects PPO's systematic under-estimation of long-horizon returns. Per-
environment phase trajectories (Appendix B.5) con rm that the coupling between bias reduction
and return improvement is environment-dependent.

Across the three targeted sparse tasks (Figure 3(a)), DART is the only method that reliably learns.
On MountainCar-v0 both PPO variants fail to consistently solve the task due to GAE bias domi-
nating the long-horizon advantage signal; DART's residual correction enables recovery. On Sparse
Pendulum-vl DART learns signi cantly faster than both baselines, and outperforms doubled-
capacity PPO, con rming the bottleneck is structural bias, not capacity (RQ2). On Sparse
Humanoid-v4 DART's advantage emerges after residual activation (dotted line), consistent with
Theorem 3.3: the residual is most effective once the base critic has stabilized. The doubled-capacity
PPO performs worse than standard PPO on Humanoid, con rming that naive scaling is not a substi-
tute for structured bias correction.

Figure 3(b) presents learning curves across a representative subset of the 27 dm_control en-
vironments evaluated (Tassa et al., 2018) (full results in Appendix B.1). DART demonstrates
clear improvements in sample ef ciency and nal performance in tasks with challenging credit
assignment or high-variance dynamics (e.g., hopper-hop, cartpole-swingup_sparse,
cheetah-run). Importantly, in environments where PPO already performs reliably, DART per-
forms on par, con rming that the dual-critic architecture does not disrupt stable convergence. A
nal group of exceptionally dif cult tasks (e.g., the dog suite) remains unsolved by both methods
within the xed 8M step budget.

4.1.2 Monte Carlo Critic Ablation

To verify that DART's gains arise from its structured decomposition rather than the mere presence of
a Monte Carlo signal, we compare against a PPO variant that replaces the bootstrapped critic entirely
with a pure Monte Carlo critic (PPO w/ MC Ciritic). Figure 8 (Appendix B.2) shows three represen-
tative environment groups (hopper/humanoid, quadruped/reacher-easy, and walker);

full results across all 27 environments are in Appendix B.2. Averaged over the nal 20% of train-
ing across all 27 environments, DART achieves a normalized score of 0:90 0:17 (95% CI: [0.85,
0.95]), compared to 0:83 0:27 (95% CI: [0.75, 0.91]) for PPO w/ MC Critic and 0:80 0:27 (95%

Cl: [0.73, 0.88]) for PPO, con rming that the structured decomposition outperforms both the naive
MC critic and the bootstrapped baseline in the aggregate.

Across all environments, PPO w/ MC Critic underperforms both DART and standard PPO on av-
erage; the failure is most dramatic in hopper-hop (Figure 8; MC critic collapses to near-zero
return) and similarly severe in cartpole-swingup_sparse and cheetah-run (Figure 11),

precisely the environments where DART excels most. This pattern validates Theorem 3.2;: DART
strictly outperforms a single MC critic when?=~Z,. is small, which characterizes these high-
variance, credit-assignment-limited regimes. Full per-environment analysis is in Appendix B.2.

4.1.3 LLM Post-Training

Figure 4 shows DART consistently outperforms PPO throughout ne-tuning Pythia-1B on Reddit
TL;DR (Volske et al., 2017), con rming that GAE bias correction is bene cial in high-dimensional
autoregressive settings. These gains are achieved with only a 25% increase in training time. Full
details and hyperparameters are in Appendix B.3.

5 Limitations

DART's gains are largest in sparse-reward and long-horizon tasks where GAE bias
dominates (Regime 1. MountainCar-v0, Sparse Pendulum/Humanoid, hopper-hop,
acrobot-swingup); in tasks reliably solved by PPO the residual provides minimal bene t






