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Summary
Monte Carlo Tree Search is a cornerstone algorithm for online planning, and its root-

parallel variant is widely used when wall clock time is limited but best performance is desired.
In environments with continuous action spaces, how to best aggregate statistics from different
threads is an important yet underexplored question. In this work, we introduce a method that
uses Gaussian Process Regression to obtain value estimates for promising actions that were
not trialed in the environment. We perform a systematic evaluation across 6 different domains,
demonstrating that our approach outperforms existing aggregation strategies while requiring a
modest increase in inference time.

Contribution(s)
1. This paper presents Gaussian Process Regression for Root Parallel MCTS (GPR2P). The

proposed algorithm builds a principled probabilistic model of the return over the entire
action space using information from all the search trees constructed in parallel. Inference
is performed using this model to inform the selection of the final aggregated action. This
results in promising empirical performance with a modest increase in inference time.
Context: Given the serial nature of MCTS, root-parallel approaches are often used in
practice when wall clock time is limited. In domains with continuous actions, the typical
majority voting strategy (Soejima et al., 2010) used in domains with a finite number of
discrete actions is not applicable. The state-of-the-art in this area is the work of Kurzer et al.
(2020), who propose two aggregation methods that reuse information across related actions.
However, the aggregation of information between related actions is performed in an ad-hoc
manner, and the methods only select among actions that were tried in the environment. Our
method addresses both these shortcomings.

2. This paper presents a comprehensive empirical evaluation of GPR2P against prior ap-
proaches across six benchmark environments. The results demonstrate consistent perfor-
mance improvements. To the best of our knowledge, this study also constitutes the most
extensive evaluation to date of aggregation strategies for root-parallel MCTS in continuous
action domains.
Context: Despite the practical relevance of root-parallel MCTS, aggregation methods have
not been extensively benchmarked in domains with continuous actions. The work of Kurzer
et al. (2020) only considers a single environment and compares the proposed root-parallel
methods with leaf parallelization and single-thread MCTS, omitting other root-parallel ag-
gregation baselines. In contrast, we study the performance of root-parallel aggregation
methods in six environments and compare with a wide range of baselines.
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Abstract
Monte Carlo Tree Search is a cornerstone algorithm for online planning, and its root-
parallel variant is widely used when wall clock time is limited but best performance is
desired. In environments with continuous action spaces, how to best aggregate statistics
from different threads is an important yet underexplored question. In this work, we
introduce a method that uses Gaussian Process Regression to obtain value estimates for
promising actions that were not trialed in the environment. We perform a systematic
evaluation across 6 different domains, demonstrating that our approach outperforms
existing aggregation strategies while requiring a modest increase in inference time.

1 Introduction

Monte Carlo Tree Search (MCTS) is a widely used online planning algorithm. Its anytime nature,
ability to plan from the present state, and requirement for only sample-based access to the transition
and reward functions have lead to successful applications in practical domains with large state and
action spaces (Silver & Veness, 2010; Silver et al., 2016). MCTS relies on the quality of simulation
returns, which poses challenges for identifying strong actions when only limited time or simulation
budgets are available. Many existing works (Sokota et al., 2021; Silver et al., 2016; Cazenave, 2015)
focus on modifying the original sampling mechanism to improve the performance of single-threaded
MCTS. Root-parallel MCTS, however, provides a complementary direction: by aggregating the
results of multiple independent MCTS threads, it can naturally leverage state-of-the-art advances
developed for individual MCTS variants. This aggregation strategy offers a flexible and powerful
framework that allows different MCTS variants to contribute according to their respective strengths.
Despite its potential, this direction remains largely underexplored.

Root-parallel MCTS can generate a large amount of data from multiple parallel trees. However,
designing an effective aggregation mechanism to choose the final action based on this data remains
a crucial problem. This challenge is particularly pronounced in continuous action domains. Unlike
in domains with discrete actions, each sampled action is unique, rendering the typical Majority
Voting (Soejima et al., 2010) approach inapplicable. Adopting the action with highest return (Max)
and visit count (Most Visited) across the threads are sensible baseline strategies. Furthermore, state-
of-the-art methods aim to exploit the relationships among the returns of individual actions (Kurzer
et al., 2020). Intuitively, when starting from the same state, similar actions (e.g., as quantified by a
distance metric) will drive the agent towards similar subsequent states, which in turn increases the
likelihood of obtaining similar simulation returns compared to completely different actions.
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Figure 1: Illustration of the GPR2P method, which uses Gaussian Process Regression to perform
aggregation in root-parallel MCTS. Unlike existing methods, GPR2P estimates the return for and
selects actions that were not sampled in the tree.

However, important limitations remain. Firstly, such methods lack a mechanism for interpolating
between sampled actions. While the returns of actions will influence those of nearby ones as quan-
tified by the distance metric, the methods do not output actions that were not trialed in the tree,
a significant downside in action spaces with meaningful structure. Secondly, the ranking schemes
adopted by current approaches are typically fixed and manually designed, which may not generalize
consistently across different tasks. Thirdly, the benefit of such approaches relative to single thread
MCTS and simple baselines remains unclear. Currently, a thorough evaluation of aggregation strate-
gies for root-parallel MCTS is lacking in the literature. The contributions of our paper therefore aim
to address these limitations:

1. We propose Gaussian Process Regression for Root Parallel MCTS (GPR2P). Unlike previous
approaches that select only sampled actions, we construct a principled statistical model of the
return over the entire action space. This capability is especially important when promising actions
are difficult to sample and only a limited number of simulations can be performed.

2. We carry out a comprehensive empirical evaluation comparing GPR2P to previous techniques
across six different environments, demonstrating that it yields better performance while requiring
a modest increase in inference time. To our knowledge, this also represents the most extensive
evaluation of aggregation strategies for root-parallel MCTS in continuous domains to date.

2 Background

Markov Decision Processes. In this work, we consider an agent interacting with an environment
under uncertain dynamics. This problem can be described as a Markov Decision Process (MDP)
(Bellman, 1957), which is formally defined by a tuple hS;A; T;R; 
i where (i) S � RN is the
N-dimensional state space; (ii) A � RD is the D-dimensional action space; (iii) T (s; a; s0) is the
transition function, which represents the probability of reaching s0 from s by taking action a; (iv)
R is the reward function R(s; a) governing the reward received when taking action a in state s;
(v) 
 2 [0; 1] is the discount factor. In MDPs, a policy � maps states to actions, and its value
function V �(s) denotes the expected sum of discounted rewards obtained by starting from state s
and following �. The expected discounted reward from time t = 0 to time t = T is calculated as∑T
t=0 


trt, where rt denotes the reward received at time t. There exists at least one optimal policy
�� which optimizes the value function V �(s); 8s 2 S.

Monte Carlo Tree Search. Monte Carlo Tree Search (MCTS) is a best-first search algorithm
(Coulom, 2006; Chaslot et al., 2008b) that performs randomized explorations in the search space
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and asymptotically converges to the optimal solution, which corresponds to the optimal trajec-
tory in a Markov Decision Process (MDP). The search process is guided by selection strate-
gies designed to balance the trade-off between exploring new actions and exploiting promising
ones based on existing samples (Browne et al., 2012). Among these strategies, the Upper Confi-
dence Bounds for Trees (UCT) algorithm (Kocsis & Szepesvári, 2006) is one of the most widely
adopted, and it also serves as the foundation of our method. The UCT selection rule is defined

as UCT (s; a) = Q(s; a) + C
√

2 lnN(s)
N(s;a) where the first term represents the estimated value of a

specific state–action pair. A higher return value for this pair increases its UCT score, thereby rais-
ing the probability of it being selected. The second term controls exploration. Here, C determines
the strength of exploration relative to exploitation, and N(s; a) denotes the number of visits for
state–action pair (s; a). When N(s; a) is small, the exploration term becomes large, indicating that
action a has been rarely tried for state s, thus encouraging exploration. MCTS repeatedly performs
the four key steps of selection, expansion, simulation, and backpropagation until the computational
budget is exhausted.

Progressive Widening. In MCTS, the action selection equation requires every possible action to
have at least one simulation. It is suitable when the action space is discrete and finite since it allows
for exploring every possible action. However, in continuous action spaces, it is impossible to explore
every action. Progressive Widening (PW) is designed to address this problem (Chaslot et al., 2008a;
Coulom, 2007). This approach requires a node to be visited sufficiently many times in order to
expand the action space. The relationship between the visit count N(s) of a state s and its action
space A(s) is described as jA(s)j = bc �N(s)�c, where the parameters c and � control the rate at
which the action space of a state is widened. In other words, a new sampled action is added to the
tree only when the visit count of s exceeds a threshold. While PW is effective in many continuous
domains, it is insufficient when transitions are stochastic, i.e., performing the same action in the
same state can lead to different successor states. To address this issue, Double Progressive Widening
(DPW) was introduced by Couëtoux et al. (2011). In DPW, increasing the number of recorded
successor states requires the corresponding action to be visited sufficiently many times. Formally,
the number of successor states associated with action a is given by jSucc(a)j = bd � N(s; a)�c,
where the parameters d and � control the rate at which the successor set of an action is expanded.

Parallelization Parallelizing MCTS has shown great potential for improving search efficiency (En-
zenberger & Müller, 2009; Gelly et al., 2008). There are three main types of parallelization: leaf
parallelization, root parallelization, and tree parallelization (Cazenave & Jouandeau, 2007; Chaslot
et al., 2008b). These approaches are typically distinguished and named according to the position in
the search process where parallel computation is applied. Root parallelization constructs multiple
independent search trees from the same root state, and each thread performs an independent search
under a shared computational budget or time limit. After termination, the trees are aggregated to de-
termine the action to execute by leveraging the returns of actions sampled at the shared root across
all threads. Once the selected action is applied and the environment transitions to a new state, the
same sampling and aggregation procedure is repeated, making the overall approach an instance of
online planning. The effectiveness of this framework largely depends on the aggregation strategy,
which determines how information from different threads is combined (Steinmetz & Gini, 2020).
The parallelization mechanism does not impose any specific requirements on the underlying MCTS
sampling procedure. On the contrary, advanced MCTS variants that produce higher-quality sam-
pling statistics can further enhance the merging process by providing more reliable information for
aggregation. In this work, we adopt UCT as the underlying MCTS algorithm, as it has been widely
used and evaluated in prior related studies. We review existing aggregation methods and introduce
our proposed approach in the Methods section.

Gaussian Process Regression GPR is a non-parametric Bayesian method for modeling the rela-
tionship between inputs and outputs (Williams & Rasmussen, 1995). Unlike parametric models, it
assumes no fixed functional form and instead infers the underlying structure directly from data. Its
foundation lies in Gaussian Processes (GPs), which extend multivariate Gaussian distributions to
infinite-dimensional function spaces (Rasmussen & Williams, 2006). In practice, the mean function
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is typically set to zero, making the covariance function k(x; x0) the central component that encodes
correlations between observations. A commonly used choice is the Radial Basis Function (RBF)
kernel (Scholkopf et al., 1997): k(x; x0) = �2

f exp
[
�kx�x

′k2

2l2

]
+�2

nIn. Here, �2
f represents the sig-

nal variance and �2
n accounts for observation noise. The kernel function k(x; x0) is designed such

that points that are close in the input space exhibit higher similarity, while points that are far apart
have negligible correlation. The length-scale parameter l controls the rate at which this similarity
decays. To perform regression with GPs, we aim to compute the predictive mean y� corresponding
to a new input x�. Under the GP assumption, the joint distribution of the training outputs and the test
output y� follows a multivariate Gaussian (MacKay, 1998). From the collected data, an approximate
output distribution can be derived, which yields the mean, variance, and confidence interval.

3 Methods

In this section, we present several commonly used aggregation methods for root-parallel MCTS, and
then introduce our proposed method. As in prior work, the information to be aggregated comprises
the estimated value of each state-action pair and its visit count. In root-parallel MCTS, all threads
begin from the same root state and independently construct their own search trees. Consequently,
when aggregating results, all pairs correspond to the same root state s0.

3.1 Previous Root-Parallel Aggregation Methods

Max and Most Visited. The Max algorithm is a straightforward aggregation strategy: it
chooses the state–action pair with the highest value across all threads. Concretely: afinal =
arg maxa2Afinal Q(s0; a), where Afinal is the set containing all sampled actions from all threads. The
Most Visited algorithm selects the action with the highest visit count, as in MCTS good actions have
a significantly larger number of simulations: afinal = arg maxa2Afinal N(s0; a):

Similarity Vote and Similarity Merge. Unlike previous algorithms that evaluate actions indepen-
dently, Kurzer et al. (2020) proposed two methods that exploit action similarity to aggregate all
trees in the tree set X . A similarity matrix K, derived from Euclidean distances between actions,
links their values. The parameter � is used in constructing K and controls how distances map to
similarities: a large � yields highly selective similarities, while a small � produces broader connec-
tions. Similarity Vote (Algorithm 2) extends a root-parallel voting scheme (Soejima et al., 2010)
to continuous action spaces. Using the similarity matrix K, it updates each action value through a
weighted sum of the values of all other actions. Similarity Merge (Algorithm 3) follows the same
principle but additionally incorporates visit counts, reflecting their reliability (Chaslot et al., 2008b).
Actions with higher visit counts therefore contribute more strongly during aggregation. By default,
Similarity Vote performs poorly when rewards can take negative values, because its reliability as-
sessment assumes that higher returns indicate better and more consistent actions. When all values
are negative, this assumption breaks down. To address this limitation of Similarity Vote, we add a
constant positive offset to all returns in environments with negative rewards.

3.2 GPR2P

While Similarity Vote and Similarity Merge link information from related actions, this is not per-
formed in a statistically principled way. Furthermore, these methods only select among actions that
were tried in the environment, rather than explicitly optimizing over untried actions. When high-
quality actions are difficult to discover, or when computational resources are insufficient to support
extensive sampling, these methods struggle to consistently identify good actions. Our proposed
GPR2P method applies Gaussian Process Regression to estimate action values across the entire ac-
tion space in a principled manner. Additionally, unlike methods that restrict selection to sampled
actions, our method estimates returns over the full action space.
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Algorithm 1 GPR2P

Require: Collection of trees X , action space A, kernel parameters (�f ; l; �n), threshold �
1: Avalid  fa 2 X j N(s0; a) � �g
2: for ai 2 Avalid do
3: yi  Q(s0; ai)
4: end for
5: n jAvalidj; X  [a1; : : : ; an]; y  [y1; : : : ; yn]T

6: for i = 1 to n do
7: for j = 1 to n do
8: Kij  �2

f exp
(
�kai�ajk

2

2l2

)
9: end for

10: end for
11: �(a) k(a;X)(K + �2

nI)�1y
12: return a�  arg maxa2A �(a)

Pseudocode for GPR2P is given in Algorithm 1. It first applies a visit-count threshold � : only ac-
tions whose visit counts exceed this threshold are retained for regression. This serves as a simple
reliability filter that excludes insufficiently explored actions. For the retained actions, GPR is per-
formed on their value estimates. In our implementation, we use the Radial Basis Function (RBF)
kernel. The algorithm then selects the optimal action across the whole action space based on the
model (line 7). We opt for selecting the action with the highest estimated mean return, as we found
it performed best in preliminary experiments. Other selection criteria, such as picking actions with
the highest confidence interval upper limit, are also applicable.

Computational Complexity. While Gaussian Process Regression incurs a cubic complexity of
O(M3) with respect to the number of data points M , the proposed filtering mechanism effectively
limits M by retaining only highly visited actions. In our experiments, the number of data points
pairing actions and return estimates that were retained for GPR varied across settings, with a maxi-
mum of approximately 400. As the number of trials increases, these high-visit actions provide more
reliable signals, thereby reducing computational overhead and improving the quality of the regres-
sion inputs. As shown in Table 1 in our evaluation, this yields strong empirical performance and
good scalability on the considered problems. For higher-dimensional action spaces, computing the
RBF kernel matrix (line 4) incurs a computational cost of O(M2d), where d denotes the action di-
mension. SinceM remains bounded due to the filtering strategy, GPR2P would also scale efficiently
to higher-dimensional action spaces compared to dense discretization.

4 Experimental Evaluation

4.1 Evaluation Procedure

We conduct experiments in six environments: Lunar Lander, Mountain Car, Pendulum, Random
Teleporter, Wide Corridor, and Narrow Corridor. These environments, illustrated in Figure 2, are
control tasks that are part of Gymnasium (Brockman et al., 2016; Towers et al., 2025) or self-
designed continuous action tasks. Descriptions of the environments are provided in the Supplemen-
tary Material. The rationale for developing the self-designed tasks is that transitions are deterministic
in these standard environments, whereas many practical planning problems exhibit stochastic transi-
tions. For example, in search-and-rescue, a robot may be assigned to search a particular area but lack
communication while the task is being carried out. Similarly, in mission planning for underwater
gliders, actions are decided while the robot is at the surface and can communicate via satellite but is
unreachable while underwater. We aim to demonstrate that our technique generalises to both envi-
ronments with deterministic and stochastic transitions. Progressive Widening is thus used in UCT in
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(a) Lunar Lander (b) Mountain Car (c) Pendulum

(d) Random Teleporter (e) Wide Corridor (f) Narrow Corridor

Figure 2: Illustrations of the environments considered in our evaluation. This includes Gymnasium
environments (top row) and simplified self-designed environments with stochastic transitions (bot-
tom row). All environments use continuous action spaces.

(a) Lunar Lander (b) Mountain Car (c) Pendulum

(d) Random Teleporter (e) Wide Corridor (f) Narrow Corridor

Figure 3: Results obtained by root-parallel MCTS aggregation strategies across all environments.
GPR2P performs best overall, followed by Similarity Merge. As expected, the differences diminish
as the number of trials increases.

the Gymnasium environments, while Double Progressive Widening is required in the self-designed
ones to account for stochastic transitions.

Experiments are conducted using 8 parallel threads, yielding 8 trees at each step when running root-
parallel MCTS. Alongside GPR2P, we evaluate GPR2P with Existing Actions (GPR2P-EA), a vari-
ant which selects the sampled action closest in Euclidean distance to the estimated optimal action.
This enables judging the benefits of allowing GPR2P to output actions not tried in the environment.
GPR2P and GPR2P-EA are compared with the prior methods described in the Methods section. To




