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Summary

Distributional shifts between training and deployment environments pose a significant chal-
lenge in reinforcement learning, often leading to brittle policies. While Distributionally Robust
Reinforcement Learning (DRRL) addresses this by optimizing for worst-case performance un-
der an uncertainty set of transition kernels, training with a fixed robustness budget is notori-
ously unstable and prone to over-conservatism. To overcome this, we propose Distributionally
Robust Self-Paced Curriculum Reinforcement Learning (DR-SPCRL), a novel framework that
automates the scheduling of the uncertainty set size €. By leveraging the dual structure of
the robust value function and the Envelope Theorem, DR-SPCRL utilizes the marginal cost
of robustness to dynamically adjust the curriculum based on the agent’s competency. Empiri-
cal evaluations across continuous control benchmarks demonstrate that our approach improves
training and achieves a 24.1% increase in robust returns under observation, action, and en-
vironmental perturbations compared to state-of-the-art baselines in curriculum reinforcement
learning, fixed-budget DRRL, and robust model-based RL.

Contribution(s)

1. We motivate and formalize the scheduling of the robustness budget e in Distributionally
Robust Reinforcement Learning (DRRL) as a continuous, contextual curriculum learning
problem.

Context: Prior work in DRRL (Smirnova et al., 2019; Liu et al., 2022) typically relies on
a fixed robustness budget, which necessitates a difficult trade-off between nominal perfor-
mance and robustness.

2. We introduce Distributionally Robust Self-Paced Curriculum Reinforcement Learning (DR-
SPCRL), a novel automated curriculum algorithm that leverages the dual structure of the
robust value function to adaptively adjust the uncertainty set size.

Context: DR-SPCRL instantiates the self-paced learning framework (Klink et al., 2020)
for the specific structure of DRRL, utilizing the Envelope Theorem (Milgrom & Segal,
2002) to derive the marginal cost of robustness as a learning signal.

3. We provide a theoretical analysis of DR-SPCRL, establishing finite-time convergence
bounds to an approximate stationary point and bounding the curriculum approximation gap.
Context: While recent works have extended DRRL to continuous settings (Cui et al.,
2026), they often lack the convergence guarantees provided by our curriculum-based for-
mulation.

4. Through comprehensive experiments on continuous control environments in MuJoCo with
observation, action, and environmental perturbations, we demonstrate that DR-SPCRL sta-
bilizes training and achieves a 24.1% average improvement in robust returns.

Context: None
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Abstract

A central challenge in reinforcement learning is that policies trained in controlled en-
vironments often fail under distribution shifts at deployment into real-world environ-
ments. Distributionally Robust Reinforcement Learning (DRRL) addresses this by op-
timizing for worst-case performance within an uncertainty set defined by a robustness
budget e. However, fixing € results in a tradeoff between performance and robustness:
small values yield high nominal performance but weak robustness, while large values
can result in instability and overly conservative policies. We propose Distributionally
Robust Self-Paced Curriculum Reinforcement Learning (DR-SPCRL), a method that
overcomes this limitation by treating € as a continuous curriculum. DR-SPCRL adap-
tively schedules the robustness budget according to the agent’s progress, enabling a
balance between nominal and robust performance. Empirical results across multiple en-
vironments demonstrate that DR-SPCRL not only stabilizes training but also achieves
a superior robustness—performance trade-off, yielding an average 24.1% increase in
episodic return under varying perturbations compared to fixed or heuristic scheduling
strategies. We release our code here: https://anirudhsatheesh.com/dr-spcrl/.

1 Introduction

Curriculum Reinforcement Learning (CRL) has emerged as a powerful paradigm for accelerating
and stabilizing the training of reinforcement learning (RL) agents. By structuring training from
simpler to progressively harder tasks, CRL allows agents to acquire complex skills more reliably
and to generalize better to unseen situations (Bengio et al., 2009; Narvekar et al., 2020). Instead
of exposing an agent to the full complexity of a target task from the beginning, CRL gradually
introduces a series of intermediate tasks tailored to the agent’s current level of proficiency.

While CRL improves learning efficiency and stability, it primarily focuses on generating and learn-
ing semantic or goal-specific tasks and, as a result, cannot provide guarantees on performance across
arbitrary environment parameterizations. In many real-world applications, policies must contend
with unmodeled dynamics, sensor noise, and physical variations between training and deployment,
known as the sim-to-real problem. These sources of uncertainty can cause dramatic performance
degradation even for policies that performed well during training. To address this, Distributionally
Robust Reinforcement Learning (DRRL) Smirnova et al. (2019) provides a principled framework
for learning policies that maximize worst-case returns over a prescribed uncertainty set. The result-
ing policies are explicitly designed to be resilient to model mismatch, in contrast to standard RL
approaches that optimize performance only in the nominal environment.

In DRRL, the size of the uncertainty set is determined by a robustness budget €, which specifies
the allowable deviation between the nominal model and its perturbations. As illustrated in Figure 1,


https://anirudhsatheesh.com/dr-spcrl/

Reinforcement Learning Journal 2026

small values of € yield high nominal performance but weak robustness, whereas large values guar-
antee robustness but lead to overly pessimistic value estimates that can slow or destabilize learning.
Thus, training policies with a large fixed € forces the agent to optimize against a severely depressed
value function, while training with small € produces policies that are insufficiently robust at deploy-
ment. This inherent trade-off motivates the use of curriculum learning in DRRL, where we treat the
robustness budget € as the context of a curriculum: beginning with manageable uncertainty set and
gradually expanding it as the agent’s performance and robustness increases.

1.1 Challenges and Contributions

The main challenge of training an effective DRRL policy is to automatically schedule the robustness
budget € so that an agent can efficiently learn a policy guaranteed to maintain performance under any
environment uncertainty. Designing such a schedule is non-trivial: the task difficulty parameterized
by e lacks an intuitive or direct link to semantic properties of the RL task, and poor scheduling either
undermines robustness or slows and destabilizes training. This motivates an approach in which the
agent itself determines how quickly to expand the uncertainty set based on its learning progress and
robustness level.

To address this problem, we introduce Distributionally Robust Self-Paced Curriculum Rein-
forcement Learning (DR-SPCRL), a novel algorithm that automates curriculum generation for .
We derive DR-SPCRL by instantiating a general curriculum learning framework for the specific
mathematical structure of DRRL, with the novelty that the curriculum update is guided directly by
the agent’s current robustness to environmental uncertainty, enabling it to adaptively balance robust-
ness and performance compared to heuristic-based approaches. By applying the Envelope Theorem
to the primal DRRL problem, we formally show that the gradient of the robust value function with
respect to the curriculum parameter € is equal to the negative of the optimal dual variable, 5 (Mil-
grom & Segal, 2002). This dual variable represents the marginal cost of robustness, a theoretically
grounded measure of how much the agent is struggling at its current robustness level. DR-SPCRL
leverages this signal to create an adaptive update rule that automatically balances the agent’s com-
petence with the need to progress the curriculum.

In summary, our main contributions are:

* We are the first to motivate and formalize the scheduling of the robustness budget € in DRRL as
a continuous, contextual curriculum learning problem to improve the stability of training DRRL
policies.

* We introduce DR-SPCRL, a novel automated curriculum algorithm that leverages the dual struc-
ture of distributionally robust reinforcement learning (DRRL) to adaptively adjust the robustness
budget € based on the agent’s learning and robustness progress.

» Empirical evaluations across diverse continuous control environments show that DR-SPCRL sta-
bilizes training and achieves superior robustness—performance trade-offs, yielding a 24.1% aver-
age improvement in episodic returns compared to both non-robust baselines and DRRL agents
trained with fixed or heuristic robustness schedules.

2 Related Work

2.1 Curriculum Reinforcement Learning

Curriculum Learning (Bengio et al., 2009) enhances generalization by structuring agent training
from simpler to more complex tasks. Early approaches relied on manually ordered tasks or easily
parameterized task sets (Narvekar et al., 2020; Soviany et al., 2022). Modern methods automate this
process, such as Self-Paced Contextual RL (Klink et al., 2020), which formulates the problem as
an active optimization of an intermediate context distribution, balancing local reward maximization
with a KL-divergence penalty to ensure progress towards a target distribution. This idea is grounded
in information-theoretic frameworks like contextual relative entropy policy search. Other automated
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Figure 1. Robustness evaluation of DRPPO under action, observation, and environment perturba-
tions for the Hopper environment. Each panel shows episodic returns as a function of noise levels.
Policies trained with smaller xed robustness budgets () fail to handle perturbations effectively,
while larger values produce overly conservative behavior, leading to suboptimal policies. This
highlights the tradeoff between robustness and nominal performance for xed settings.

methods include using intrinsic motivation (Sukhbaatar et al., 2018), generative models for the envi-
ronment (Satheesh et al., 2025; Florensa et al., 2018), and self-play (Du et al., 2022). However, the
key limitation of these existing CRL methods is that they are speci c to a narrow class of contexts,
such as prede ned semantic tasks or goal-conditioned settings, and offer no systematic mechanism
or guarantees for handling broader or adversarial environmental variations. This motivates our work
on Distributionally Robust Self-Paced Curriculum Reinforcement Learning (DR-SPCRL), which
explicitly integrates robustness into the curriculum design so that the resulting policies maintain
strong performance even under signi cant deviations from the training conditions.

2.2 Distributionally Robust Reinforcement Learning

Distributionally Robust Optimization (Kuhn et al., 2025; Huber, 1981) refers to optimization in
which the underlying parameters are unknown. For Reinforcement Learning (Smirnova et al., 2019;
Liu et al., 2022), this is formalized as a robust Markov Decision Process (lyengar, 2005; Wiesemann
etal., 2013). Existing literature on DRRL focuses on extending RL methods such as Q-learning (Liu
etal., 2022; Wang et al., 2024), value iteration (Lu et al., 2024), and policy gradient methods (Wang
& Zou, 2022; Kumar et al., 2023; Zhou et al., 2023; Wang et al., 2023). Additional research has
focused on the model-based (Ramesh et al., 2024) and of ine setting (Ma et al., 2022; Blanchet et al.,
2023; Liu & Xu, 2024). However, DRRL is largely limited to the tabular setting (Lu et al., 2024; Liu
et al., 2022; Clavier et al., 2024). Recently, some works (Cui et al., 2026) have extended DRRL to
the continuous setting by leveraging the closed form of the KL divergence uncertainty set. However,
the primary pitfall of existing deep DRRL methods is their reliance on a xed robustness budget
. These methods lack an adaptive mechanism to manage this dif culty parameter during training,
which can lead to the instability or overly conservative policies that our work aims to resolve.

3 Problem Formulation

3.1 Markov Decision Processes

We formalize the Distributionally Robust Self-Paced Curriculum Reinforcement Learning (DR-
SPCRL) problem by starting from the standard Markov Decision Process (MDP) M =
(S;A;P;r; ; o) where S is the state space, A is the action space, P : S A ! (S) is the
transition kernel (with (S) denoting the probability simplex over S), r : S A ! R is the
bounded reward function, 2 [0; 1) is the discount factor, and2 (S) is the initial state dis-
tribution. The standard RL objective is to nd a policy that maximizes the expected discounted
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R
J( ;P)=E r(st;a) So o 1)
t=0

The value function and action-value function under policy are de ned as:
" #
R
V (8)=E p ‘rst;a) so =5 ; )
t=0

Q (s;a)=r(s;a)+ E sOP(js;a) v (SO)]: (3)

3.2 Distributionally Robust MDPs

In many applications the true transition kernel is not exactly known; instead, we assume it lies in an
uncertainty set P () around a nominal mode} PFor a divergence measure D : (S) (S)!
R. , we de ne:

P()= P:S Al (S) D(P(js;a);Po(js;a)) ; 8(s;a)2S A (4)

where 0 is the robustness budget controlling the size of the uncertainty set. The resulting robust
MDP objective seeks a policy that maximizes the worst-case expected return:

max Viobus{  ; ); Viobus{ ;)= Pigg() J( ;P): 5)

For a xed policy , the robust value function satis es the robust Bellman equation:

Vrobus(S; ) =E a (js) Qrobus(S; a, ) (6)

where the robust Q-function is given by:

Qronus(S; @ ) =r(s;a) + iI’Il];

0.
p2 0 ESOD [Vrobus{S- )] (7)

and P.a()=fp 2 (S)jD(p;P o(js;a)) gis the local uncertainty set for state-action pair
(s; ).

3.3 Curriculum Learning for Robust RL

To model multiple robustness levels within a single framework, we view the robustness budget as a
context variable ¢ 2 C with
C=10; budge]; C

Each context speci es a different uncertainty set P(c) and thus a distinct robust control problem,
yielding a contextual robust MDP de ned by a family of robust MDPs fM(Q& . Rather than
training directly from the most challenging contexgqges distributionally robust curriculum rein-
forcement learning organizes learning through a curriculum of increasing budgets

E=(q1 25000 1) 0 1 2 T budget (8)

where each; represents a more dif cult level of uncertainty than At stage t, the agent trains
on uncertainty set P () to learn policy

maxVioous{ . t); t=1;::1T, ©)
t
and the budget is increased only when suf cient progress is achieved. Our objective is therefore to

jointly learn a sequence of policies f g_; and the curriculum E so that the nal policy attains
strong robust performance at the target uncertainty leygge:
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4 Method

In this section, we detail our proposed algorithm. We begin by establishing how DRRL can be used
in the deep reinforcement learning setting. We then formally derive our curriculum reinforcement
learning algorithm, which we term Distributionally Robust Self-Paced Curriculum Reinforcement
Learning (DR-SPCRL), by starting with the general curriculum reinforcement learning framework
and integrating the distributionally robust formulation.

4.1 Deep Distributionally Robust RL

We consider a DRRL setting where the transition model P is unknown but belongs to a KL-
divergence ball P() of radius around a nominal mode}.PThe goal is to nd a policy with
parameters that maximizes the robust value function. Fora xed policy , the robust value function
is de ned by:

Vieous(S: ) =E a (js)  r(s;@) + pzinr:]f, 0 Esep Viobus(S% )] (10)
where R ()=1fp 2 (S)jD «kL(pkPo(js;a)) g is the local uncertainty set for state-action
pair (s; a). However, solving the in mum in Eq. (10) directly is intractable, but strong duality holds
for KL-divergence uncertainty sets. Thus, the inner minimization problem is:

pzngsi? ESDP [Vrobus&SO; )] s.t. DKL(kaO(jS;a))

We can also write the associated robust Q-function as

Vrobus‘SO; )
Qrobus(S1 & ) = SLI([)J r(s;a)+ logE cop o(isia)  €XP (11)
>|

where > 0 is the dual variable. In practice, we approximate the optimal dual variab{s; a)
using a neural network (s;a) with parameters . The agent's policy is then trained using any
RL algorithm, with policy updates computed using the robust value functigp\¢valuated via the
dual formulation in Eq. (11).

4.2 The DR-SPCRL Algorithm

We derive our curriculum generation method from the inference-based self-paced learning frame-
work of Klink et al. (2020), which poses curriculum generation as a joint optimization problem over
the policy parameters and curriculum parameters :

max  Epe) DG D w (peik ()
s.t. DL (p(cj )kp(cj o))

Here, J(;c) is the performance on context ¢, (c) is the target task distribution, is a pacing
parameter controlling the speed of curriculum progression, and is a trust region limiting large
jumps between contexts. We instantiate this framework for distributionally robust RL by setting
c=,()=( budged, and p(j ) as the curriculum distribution.

12)

We x the policy and focus on the curriculum update step. The objective is to nd the new
curriculum distribution p( j ) that solves:

Z
max POV robus ;)d D w(p(i)k () (13)

Because the target distribution () = ( budge) iS concentrated at a single point, the KL-
divergence term strongly incentivizes the optimal curriculum p(j ) to also concentrate around a
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single point. We therefore model the curriculum as a single-point estimate: p(j) = ( ),
where is the current value of the curriculum's . With this simpli cation, the expectation

Ep(j) [Mobus ;)] reduces to Vopus{ ;).

The KL-divergence R (( )k ( budged) is ill-de ned (in nite) between Dirac distribu-

tions. To obtain a tractable objective, we approximate both Dirac distributions as narrow isotropic
Gaussians: () N¢(; 2)and ( budge) N( budgei 2) With small variance 2. The
KL-divergence between these Gaussians is:

2
bud
Dkc(N(;  2KN( budgei 2)) = (2729’@ (14)

Absorbing the constargl—2 into the pacing parameter , we obtain a squared Euclidean penalty
term ( budge) > BY the Dirac delta de nition and our use of the pointwise parameterization,
we can replace with . This transforms the distributional optimization problem into an equivalent
optimization over the point-wise curriculum parameter, reducing our curriculum learning problem
to

max Viopus{ ;) ( budgeb2 st ( t)2 (15)
where the constraint ensures the curriculum does not jump too far from the current hudget
solve this, let f(; ) = V ropus ;) ( budge)> D€ OUr objective. The Lagrangian for this
constrained optimization is:

Leun(5 ) =1(5) ( t)2 (16)

where 0 is the Lagrange multiplier for the trust-region constraint. The rst-order optimality
condition is:

@leurr: @f(; ) 2( 0 = @¥Mbus{ )

@ @ @

The key challenge is computir%\"’““é‘ig). Recall that Vpus{ ;) is de ned implicitly as a xed

point of the robust Bellman operator. We leverage the Envelope Theorem (Milgrom & Segal, 2002)
to differentiate the operator. Let the objective inside the supremum of the robust Bellman operator
be G(; ;V 9. The Envelope Theorem states that the derivative with respect to is the partial
derivative of the objective evaluated at the optimum

2 budge) 2 ( o) Eo (17

OQuulsiai) . GG L, Olsls?) (18)
0}
_ (5. )+ E sop % (19)

Here, the explicit derivative with respect to yields , while the dependence via the next-state
value function produces the expectation under the worst-case transition madghpolling this re-
cursive de nition over the in nite horizon, we obtain the total sensitivity as the expected discounted
sum of the dual variables:

" #

. X
% =E () o (ssag) (20)
t=0

Using the discounted state-action occupancy measurgthis simpli es to:

@Mbug V) _—T [ (s:a;)] (21)
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This formally shows that the gradient of the robust value function involves the expected optimal dual
variable scaled by the effective horizon. Substituting Eq. (21) into Eq. (17) yields:

1 E(s;a)d b [ (S;a; )] 2( budge) 2( t):0 (22)

Solving for :

_ 2 budgett 2 ¢ TE[ (s;a; )]
- 2(+)

(23)

To obtain a practical explicit update rule, we modify this xed point equation as one Picard iteration,
treating the step-size terg@f)— as an effective curriculum learning rate, denotegl, and de ning
C = —:

1

1 =t cur C E(s;a)d Po[ (sia; )I+2( + budge) (24)

4.3 Practical Implementation

In practice, we do not have access tds;a), so we use (s; a) as an approximation. We estimate

the expected dual variable using a minibatch B from the replay buffer. Our nal algorithm is RL-
algorithm-agnostic and proceeds in a block-coordinate ascent fashion. We provide the full algorithm
in Algorithm 1.

Algorithm 1 Distributionally Robust Self-Paced Curriculum Reinforcement Learning (DR-SPCRL)

1: Require: discount factor , initial budgetsiar, Nal budget puages Pacing parameter |, curricu-
lum learning rate ¢, iterations T, rollouts N, critic updates K.

2: Initialize policy , dual model , curriculum stary buffer D.

3: SetC —-

4: fort=1t0T do

5. Collect N steps of experience (s; a; F)susing ; store in D.
6: fork=1toKdo

7 Sample minibatch f(s; & ; r; ; s°)g from D.

8: Compute dual loss L() = V ropusf  ; t) USiNg Eq. (11).
9: Update via gradient descenton L().

10. end for

11:  Compute robust value/advantages using updatezhd Eq. (11).
12:  Update policy paramgters via RL algorithm.

13:  Estimate E[ ] ﬁ (s:2)2B (s; @) from minibatch B.

14:  Compute regularization gradientg= 2 (¢ b budge)-

15:  Update curriculum: g t cur C ﬁ (s:2)2B (s;a) + greg
16:  Project 1+1 into [0; pudgel-

17: end for

18: return

5 Theoretical Analysis

We analyze DR-SPCRL as stochastic block-coordinate ascent on the joint objective

F(;)=3( i) ( budgebz;

where J( ;) denotes the robust return under curriculum budget . The algorithm alternates be-
tween a stochastic policy-gradient update in and a dual-gradient update in . We impose regular-
ity conditions (formally stated as Assumption A.1 in the appendix): L-smoothness of F, bounded



Reinforcement Learning Journal 2026

stochastic gradient variancé, Lipschitz continuity of the dual response( ) with constant L ,
bounded function approximation errappox Of the dual network , and bounded minibatch vari-
ance 2=jBj.

Theorem 5.1 (Finite-Time Convergence and Performance Bounds). Let Algorithm 1 be run for
T 4L ?iterations with step size = T'*2 , where the curriculum gradient is estimated using a
minibatch B via the dual network . Then, assuming the regularity conditions in Assumption A.1,
the last iterate (1; 1) satis es the following bounds:

1. Policy Stationarity at budget: The policy; is an approximate stationary point of the optimal
robust objective J(; budget ), With expected gradient norm bounded by:
!

L_El T] + = approx T P—=

) 1=4
Ekr J( 7; budget )k O(T ) + 2(1 ) 21 ) iBj

2. Curriculum Approximation Gap: The expected discrepancy between the robust valyggt
and T is bounded by:

2 E[ T]+ approx + P—? L
EJI( 75 bugget) I( T 7) O 32)+ = 14—
1 Pua ’ 2(1 ) 2 2

Here, ; denotes the optimal dual variable for the uncertainty set at (1), approx is the function
approximation error of the dual network,?=jBj is the minibatch estimation variance, and the

constants hidden in O() depend on L2, and the initial function value gap F F inf .

We provide the full proof in Section A. We analyze Algorithm 1 as a stochastic block-coordinate
ascent on the joint potential function F(;) = J( ;) ( budge)>. Leveraging the L-
smoothness of the objective and the bounded variance of the gradient estimators, we invoke standard
non-convex optimization results to establish that the algorithm reaches ad™® (Fapproximate
stationary point in expectation. We then decompose the total performance gag jdige)

J( T1; 1)j- Using the Lipschitz continuity of the dual gradient, we show that it has an error oor
that scales quadratically with the marginal cost of robtbst@ss and inversely with the pacing parameter
. The additional estimation error termsyyprox and = jBj capture the price of using a learned

dual network and nite minibatches, and vanish as the approximation improves and the batch size
grows.

6 Experiments

We conduct a comprehensive set of experiments to empirically validate our proposed Distribution-
ally Robust Self-Paced Curriculum Reinforcement Learning (DR-SPCRL) algorithm. Our evalua-
tion targets three key hypotheses: (1) DR-SPCRL produces policies with greater robustness than
standard non-robust baselines; (2) its adaptive curriculum yields more stable training and better nal
performance than robust training with a xed or heuristic schedule; and (3) the method is general-
purpose, providing bene ts across diverse algorithms and domains. To demonstrate this, we inte-
grate DR-SPCRL with three state-of-the-art deep RL algorithms representing distinct paradigms:
Proximal Policy Optimization (PPO) (Schulman et al., 2017), Soft Actor-Critic (Haarnoja et al.,
2018) (SAC), and Deep Deterministic Policy Gradients (DDPG) (Lillicrap et al., 2015).

We evaluate on Hopper, Humanoid, Half-Cheetah, and Walker2d. Performance is measured using
the robust return, de ned as the average episodic return under held-out perturbations not encountered
during training. Robustness is evaluated across three perturbation types modeling sensor noise,
actuator noise, and environment shifts.
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Observation noise. At each timestep, the agent observes a perturbed state
0_— . . 2 .
ss=stt ;¢ N@O;  &Gd)s (25)
where Gaussian noise is applied independently to each state dimension.

Action noise. With probability g, the policy action is replaced by a random action sampled
uniformly from the action space:

(
0 arand U(A) P act

xs (st) 1poac (20

Environment noise. To model sim-to-real gaps, MuJoCo physics parameters are perturbed at the
start of each episode. Given nominal parametgreach component is independently rescaled:

iO u(t envi L+ end) o 27)

and the episode is executed entirely under the perturbed dynatnla& compare our DR-SPCRL
algorithm to six curriculum reinforcement learning algorithms where we set the context as the ep-
silon radius of the uncertainty set:

* Vanilla The standard, non-robust RL algorithm, which corresponds to training with = 0. This
serves as our baseline for nominal performance and demonstrates the fragility of standard policies.

« Fixed Budget Distributionally Robust RL trained with a xed, high robustness budget throughout
training. This baseline is designed to highlight the instability or over-conservatism that arises from
training without a curriculum.

« Linear Schedule A baseline that employs a handcrafted curriculum where the robustness budget
is linearly annealed from 0O to the nal target budget over the course of the training run.

+ Domain Randomization Robust RL trained with a randomly sampled in [Qiqget ] (Tobin
etal., 2017).

» ACCEL An adaptation of the regret-based curriculum generation method, ACCEL (Parker-Holder
et al., 2022). We maintain a replay buffer of values, where the regret score of an is de ned
by the mean dual variable . The curriculum progresses by sampling and editing high-regret
values from this buffer.

» SPACE An adaptation of the Self-Paced Contextual Evaluation (SPACE) algorithm (Eimer et al.,
2021). This method employs a heuristic where the curriculum budget is increased only when
the agent's robust value function has plateaued, indicating that the agent has mastered the current
dif culty level.

For all experiments we set the learning rate for the network to be 5*1@nd the number of steps

K to be 5. We also set the,uqgetto be 1, which under the KL divergence captures a wide range of
possible transition kernel perturbations. We evaluate each policy after training for 1 million steps for
100 episodes, and report the mean and the standard error for a 95% con dence interval over 5 seeds.
We use the seeds 0—4 for all of our experiments. The same seed is used for the evaluation, where
each evaluation episode starts from a random state (differs between evaluation episodes). Across all
experiments, the policy, value, and dual variable networks use MLPs with 2 hidden layers of 256
units. The dual model has a softplus output layer to ensure > 0. For integration of our algorithm
into existing RL algorithms, we simply replace the value and advantage functions with their robust
counterparts. For example, in PPO we calculate the robust advantage function from the robust value
function estimates from the critic, and in SAC, we train the critic to minimize the TD error using the
robust Q-function. All experiments used a RTX 4080 Laptop GPU with 4 i9-13900HX CPUs.
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Table 1: Robustness evaluation for distributionally robust PPO variants across environments and
perturbation types. Mean with 95% CI (subscript) over 5 seeds; best and secombesiumn.
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Table 2: Robustness evaluation for distributionally robust DDPG variants across environments and
perturbation types. Mean with 95% CI (subscript) over 5 seeds; best and secombesiumn.

7 Results

We evaluate all methods on standard continuous-control benchmarks from MuJoCo under three
perturbation families: action corruptiongg), observation noise ¢pg), and environment parameter
shifts (eny). Tables 1-3 report mean returns with 95% con dence intervals over ve seeds.

DR-SPCRL delivers consistently strong robustness across algorithms and perturbations.
Across PPO, DDPG, and SAC, DR-SPCRL achieves the best or second-best results in the vast
majority of settings, with advantages growing as perturbations increase. For PPO, it ranks top-two
in 55/60 cases. In HalfCheetah under severe observation noise X 0:5), performance im-

proves from vanilla PPO's 175341y t0 545:5110.0) (211%), and under maximum environment
perturbation (eny = 0:5) from 385:5257.2) 10 935:4146.1) (143%). With DDPG, DR-SPCRL mit-

igates catastrophic failures: in HalfCheetah as = 0:5, returns increase from 421:.4,3 to

21:7 @oo:0) - For SAC, it achieves best performance in 52/60 settings, including a 136% gain in
Walker2d under maximum action corruption (183i%) vs. 77:{s0.0) ). Aggregated over all pertur-
bations, DR-SPCRL improves upon the second strongest method by 24.1%. These gains stem from
DR-SPCRL's dual-variable curriculum, which adaptively allocates robustness budget : training be-
gins with small to establish nominal competence, then increases as the dual varidhbiicates
mastery. This principled progression exposes agents to rising uncertainty without the collapse of
xed budgets or the instability of heuristic schedules.
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Table 3: Robustness evaluation for distributionally robust SAC variants across environments and
perturbation types. Mean with 95% CI (subscript) over 5 seeds; best and secombesiumn.

Adaptive curricula overcome the robustness—performance tradeoff of xed budgets. Fixed-
training exhibits a clear tradeoff between nominal and robust returns. Large over-constrains
learning, while small neglects robustness. In contrast, DR-SPCRL adapts to the agent's evolving
capability. For example, in Walker2d with PPO undgg p= 0:5, Fixed Budget achieves only
100:Qg4:2) versus DR-SPCRL's 282l ; in Hopper under maximum action corruption, Fixed
reaches 64&s:5y compared to 29153 . DR-SPCRL also yields markedly lower variance: in
HalfCheetah with PPO under environment perturbations, con dence intervals shrink by 40 to 60%.
Heuristic curricula (Linear, SPACE, ACCEL) remain inconsistent. For instance, in HalfCheetah with
DDPG under maximum action corruption, DR-SPCRL achieves 1%@8 , exceeding Linear by
38%. Sensitivity studies further show DR-SPCRL remains stable across order-of-magnitude changes
in and ,, unlike Fixed and Linear baselines.

Robustness gains generalize across algorithms, domains, and perturbation types. DR-SPCRL
improves performance across on-policy and off-policy methods, deterministic and stochastic poli-
cies, and entropy-regularized learning, achieving top-two results in 154/180 settings (85.6%) over
HalfCheetah, Walker2d, Humanoid, and Hopper. It remains effective under challenging dynam-
ics shifts, such as HalfCheetah with PPO @, = 0.5, where it reaches 935461, compared

to Fixed's 477:Q34.9) and Linear's 133:4s.2 . Crucially, these improvements extend uniformly
across action corruption, observation noise, and environment perturbations without perturbation-
speci ¢ tuning, supporting the use of the dual variableas a general curriculum signal for distri-
butionally robust reinforcement learning.

Improved Training Performance via Adaptive Robustness. As illustrated in Figure 2, DR-
SPCRL (represented by the dashed teal line) consistently outperforms the Fixed and Linear robust
baselines and frequently exceeds the performance of the Vanilla non-robust agent. We attribute this
performance gain to the regularization effect of the distributionally robust objective, since worst-
case perturbations used to estimate the robust value function implicitly introduce diversity into the
transition dynamics. This stochasticity enhances exploration, preventing the policy from over tting
to the deterministic nominal dynamics and getting stuck in local optima. Crucially, unlike the Fixed
budget approach, which often results in at learning curves (e.g., PPO on Hopper) by exposing the
agent to insurmountable adversarial perturbations too early, DR-SPCRL maintains training stability.
By dynamically scaling the uncertainty set size only when the dual variabladicates suf cient

agent performance, our method provides a more effective and consistent training signal.






