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Summary

Reward functions in RL are typically judged by the behaviours they produce. This paper
asks whether they also determine what the agent learns to look at. Studying three SAC agents
that share identical architectures and training data but differ only in their reward, we show that
agents with near-identical driving accuracy (~97%) allocate cross-attention in strikingly dif-
ferent ways: an agent rewarded for route-following attends to GPS tokens 2.0 more than one
trained with proximity penalties, which instead maintains elevated agent surveillance through-
out safe phases—a learned vigilance prior encoded by reward design. In several scenarios
the complete-reward and minimal-reward models exhibit opposite attention—risk correlations
on identical inputs. A secondary methodological finding is that naive cross-episode pooling
yields a 3.3x underestimate of attention-risk relationships; within-episode Spearman corre-
lation with Fisher z-transform aggregation is the appropriate statistic for heterogeneous RL
episodes.

Contribution(s)

1. We show that reward design in RL-trained autonomous driving agents predictably shapes

the Perceiver encoder’s cross-attention allocation: navigation rewards increase GPS-path
attention by 2.0, and continuous time-to-collision penalties produce a learned vigilance
prior that maintains elevated agent surveillance during collision-free phases.
Context: Prior work in V-Max (Charraut et al., 2025) demonstrated that hierarchical re-
ward structures produce qualitatively different driving policies, but did not examine their
effect on internal attention patterns. The “attention is not explanation” debate (Jain & Wal-
lace, 2019; Wiegreffe & Pinter, 2019) studied whether attention weights are faithful expla-
nations, but not whether reward design systematically shapes them. Results are based on
a single encoder architecture (Perceiver/Latent-Query) within V-Max; findings are correla-
tional.

2. We establish that naive cross-episode pooling of attention weights underestimates attention—

risk correlations by 3.3, and propose within-episode Spearman correlation with Fisher
z-transform aggregation (Fisher, 1921) as the appropriate statistic for heterogeneous RL
episodes.
Context: Standard attention analyses in RL (Greydanus et al., 2018) typically aggregate
across episodes without accounting for between-scenario heterogeneity. The within-episode
approach requires sufficient risk variability, restricting analysis to a subset of scenarios (31
of 50 for the complete-reward model; 28 of 50 for the minimal-reward model). The method
is demonstrated on a single domain and attention mechanism.

3. Per-scenario analysis reveals that the complete-reward and minimal-reward models exhibit
opposite attention—risk correlations on identical scenarios, demonstrating that reward design
can qualitatively reverse attentional strategy rather than merely modulating its magnitude.
Context: Prior cross-model comparisons in RL for autonomous driving (Charraut et al.,
2025; Lu et al., 2023) focused on behavioral differences (accuracy, collision rates) rather
than internal representational differences. The causes of reversed correlations are hypothe-
sized but not formally investigated.
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Abstract

We investigate how reward design shapes the internal attention patterns of reinforce-
ment learning agents trained for autonomous driving. Using three Perceiver-based
agents that share identical architectures and training data but differ only in their re-
ward configurations—ranging from basic violation penalties to continuous proximity
penalties—we analyze cross-attention allocation across 50 real-world scenarios from
the Waymo Open Motion Dataset. A central methodological finding is that naive pool-
ing of timesteps across episodes substantially underestimates the attention-risk rela-
tionship; within-episode correlation with Fisher z-transform aggregation is the appro-
priate statistic and reveals a robustly positive link between collision risk and agent-
directed attention. Building on this validated methodology, we demonstrate two reward-
conditioned effects: agents trained with navigation rewards allocate up to 2.0x more
attention to GPS-path tokens than those trained with additional proximity penalties—
and 4.7 x more than agents with no navigation incentive—revealing that reward content
directly determines which scene elements the encoder prioritizes, and continuous time-
to-collision penalties create a learned vigilance prior—elevated resting agent surveil-
lance maintained throughout collision-free phases. In several scenarios, the complete-
reward and minimal-reward models exhibit opposite attention-risk correlation direc-
tions, demonstrating that reward design can qualitatively reverse attentional strategy
rather than merely modulating its magnitude. These results suggest that attention anal-
ysis is a practical diagnostic for verifying that a reward function produces the intended
representational behaviour in safety-critical RL systems.

1 Introduction

Reinforcement learning (RL) has demonstrated strong potential for autonomous driving (AD),
with recent work achieving expert-level accuracy in closed-loop simulation (Charraut et al., 2025;
Cusumano-Towner et al., 2025). However, deploying RL-trained driving policies requires under-
standing what these agents have learned to attend to and why. While the “attention is not explana-
tion” debate (Jain & Wallace, 2019; Wiegreffe & Pinter, 2019) has established that attention weights
are not necessarily faithful indicators of model reasoning, a distinct and complementary question
remains underexplored: does the reward function used during training predictably shape what the
encoder attends to?

This question matters for two reasons. First, if reward design systematically influences attention pat-
terns, practitioners can use attention analysis as a diagnostic tool to verify that their reward function
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teaches the agent to monitor the right aspects of the driving scene. Second, understanding how dif-
ferent reward components shape internal representations informs principled reward engineering—a
central challenge in RL for AD (Kiran et al., 2022).

We study this question in the V-Max framework (Charraut et al., 2025), which provides transformer-
based driving agents trained with Soft Actor-Critic (SAC) (Haarnoja et al., 2018) on the Waymo
Open Motion Dataset (WOMD) (Ettinger et al., 2021). The Perceiver encoder (Jaegle et al., 2021)
used in V-Max processes 280 input tokens—representing the ego vehicle, other agents, road geom-
etry, traffic lights, and GPS route waypoints—through cross-attention layers, producing an explicit
attention distribution over all scene elements at every timestep. By comparing three reward configu-
rations (basic, minimal, complete) that share the same architecture and training data, we isolate the
effect of reward design on learned attention patterns, evaluated across 50 real-world driving scenar-
ios sampled from the WOMD validation set (3,676 timesteps for the complete model; 3,718 for the
minimal model).

Our analysis yields a methodological contribution and two substantive findings, presented in order
of evidential robustness:

1. Methodological foundation: within-episode correlation. We establish that within-episode
Spearman correlation p; between collision risk and agent-directed attention for each scenario
1 is robustly positive across 31 high-variation scenarios for the complete-reward model (mean
p= + 0.291 via Fisher z-transform (Eq. 7), 95% confidence interval (CI) [+0.125, 40.442],
80.6% individually significant). In the 16 most risk-reactive scenarios (p; > 0.3), agent at-
tention increases by 77% under threat (p = +0.522, p < 10723, where p denotes the statistical
significance level). Crucially, naive pooling across episodes yields p=+ 0.088—a 3.3 x underes-
timate due to between-scenario heterogeneity. This validated methodology enables the findings
that follow.

2. Finding 1: Reward content directly shapes attention baselines. GPS-path attention follows
navigation reward content monotonically across reward configurations, with a 2.0 x ratio between
the minimal and complete models (33.5% vs. 16.4%), and a 4.7x range across all three models
(from 7.1% for basic to 33.5% for minimal), computed over 50 scenarios each.

3. Finding 2: Continuous safety rewards create a vigilance prior. Models trained with TTC-
based proximity penalties maintain elevated agent attention even during collision-free phases: in
16 of 26 qualifying scenarios, the complete model maintains a mean of +151% more resting
agent surveillance than the minimal model, with the gap present from the first timestep.

We also identify a methodological implication for the XAI community: within-episode correlation
with Fisher z-transform aggregation (Fisher, 1921) is the appropriate statistic for attention analysis
across heterogeneous RL episodes, and per-scenario analysis reveals attentional heterogeneity that
aggregate metrics conceal—including cases where identical scenarios produce opposite attention—
risk correlations under different reward configurations.

2 Related Work

Reinforcement learning for autonomous driving. RL has gained traction in mid-to-end AD, where
agents process structured scene representations rather than raw sensor data. V-Max (Charraut et al.,
2025) extends Waymax (Gulino et al., 2023) with a JAX-based training pipeline, multiple encoders,
and hierarchical reward structures that produce qualitatively different driving policies. Combining
Imitation Learning (IL) with RL improves robustness in corner cases (Lu et al., 2023), while self-
play yields highly robust policies (Cusumano-Towner et al., 2025). The nuPlan challenge (Karn-
chanachari et al., 2024) showed that rule-based methods (Dauner et al., 2023) still outperformed
learning-based approaches, motivating further RL research. Incorporating RL objectives also helps
mitigate the imitation gap in mid-to-end AD (Grislain et al., 2025). We extend this line of work by
showing that different reward configurations produce not only different policies but also qualitatively
different internal attention patterns.
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Attention as explanation. Whether attention weights constitute valid explanations remains de-
bated: Jain & Wallace (2019) found them frequently uncorrelated with gradient-based importance,
while Wiegreffe & Pinter (2019) showed they can be informative when properly validated. In RL,
perturbation-based saliency (Greydanus et al., 2018), action-specific attribution (Gupta et al., 2020),
and exploratory analyses (Atrey et al., 2020) have been proposed, though their explanatory status
remains contested. We sidestep the faithfulness debate entirely: rather than asking whether atten-
tion explains decisions, we ask whether reward design shapes attention patterns—a question about
learned representations, not post-hoc explanation.

Transformer architectures in driving. Transformer-based encoders are standard in motion fore-
casting and planning (Vaswani et al., 2017; Nayakanti et al., 2023; Shi et al., 2024), with hierar-
chical attention applied to AD imitation learning (Bronstein et al., 2022). The Perceiver (Jaegle
et al., 2021), used in V-Max’s Latent-Query encoder (detailed in Section 3.1), processes heteroge-
neous inputs through cross-attention with learned latent queries, making attention weights directly
interpretable as resource allocation across scene elements.

Reward shaping. Reward design is a long-standing RL challenge (Sutton & Barto, 2018). In AD,
hierarchical rewards produce qualitatively different policies (Charraut et al., 2025). We show that
rewards change not only what the agent does but also what it looks at—and that these attentional
effects are measurable and semantically coherent.

3 Method

3.1 Models and Reward Configurations

We study three SAC agents trained in V-Max (Charraut et al., 2025) with the Latent-Query (LQ)
encoder on the WOMD training set. The basic and minimal models were shared by Charraut et al.
(2025) upon request and share the same architecture, training data, and initialisation seed (42) as the
complete model, which we trained ourselves following the same V-Max setup.

Encoder architecture. The LQ encoder is a JAX re-implementation of the Perceiver architecture
(Jaegle et al., 2021). The Perceiver maps high-dimensional, heterogeneous inputs to a compact latent
representation by means of cross-attention: a fixed array of 16 learned latent vectors attends to the
full 280-token input sequence via scaled dot-product attention (Vaswani et al., 2017), compressing it
into a representation that is then refined through 4 layers of self-attention (2 heads, head dimension
dj, = 16). Because the latents—not the inputs—participate in self-attention, the computation cost is
decoupled from input size. Crucially for our analysis, the cross-attention weights form an explicit,
normalised distribution over all 280 input tokens at each layer and each timestep, providing a direct
window into how the encoder allocates representational resources across scene elements.

Reward configurations. The three configurations form a strict hierarchy, each a superset of the
previous, as shown in Table 1. Following Charraut et al. (2025), the reward at each timestep ¢ is
defined as follows:

Ti)aSiC = — Lcollision (t) - Ioffroad (t) - Ired—light (t) (])

minimal

Tt = T?aSiC — 0.2 Zomiroute (t) +0.2- Z-plrogress(t)>p1rog1ress(t—1) )

n ini TTC(t
pomplete — pminimal 40 9. T omtort (£) — 0.1 Zy(ty s, — 0.2 - max (0, 1-— ( )) 3)

where Z,.) denotes binary indicator functions and the final term of r§°"”'** is a continuous shaped

time-to-collision penalty. The basic configuration penalises only safety violations. Minimal adds a
route-following incentive: a penalty for leaving the planned route and a reward for forward progress.
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Complete additionally incorporates this TTC penalty (threshold 7=1.5s; TTC computed as in Sec-
tion 3.3), a speed-limit compliance term, and a comfort incentive.

Table 1: Reward configurations. Each successive configuration is a strict superset of the previous
one, enabling controlled comparison of reward component effects. Accuracy (mean * std over
3 seeds, WOMD validation set) is computed from checkpoints of the basic and minimal models
provided by Charraut et al. (2025) and from our own trained complete model.

Config. Key addition Reward terms Accuracy

Basic Violation penalties only collision, offroad, red-light 96.73 + 0.70%

Minimal  Navigation incentive + off-route, progression 97.26 £+ 0.34%

Complete  Continuous proximity penalty + TTC (7=1.5s), speed, 97.44+0.37%
comfort

All three models reach competitive accuracy on the WOMD validation set (Table 1). The complete
model’s best-seed checkpoint achieves 97.86%—the top result in the V-Max benchmark (Charraut
et al., 2025). Despite their near-identical accuracy, the three configurations differ substantially in
their internal attention allocation, which is the subject of this paper.

3.2 Attention Extraction

As described in Section 3.1, the LQ encoder produces cross-attention weights over 280 input tokens
at each timestep. Concretely, we extract these weights from the first cross-attention layer by recon-
structing the attention matrix from the query (Q)) and key (K) projections (with dx=16, following
Vaswani et al. 2017):

QK"
Vi,

We average over heads and queries to obtain a single attention distribution over the 280 tokens, then
aggregate into five semantic categories by summing over the corresponding token ranges.

A — SOftmaX( ) , A c Rnhcads XMNqueries X Mtokens . (4)

Table 2: Token structure of the LQ encoder input (280 tokens total).

Category Token Indices (Count) Content

Ego (SDC) 04 (5) Ego vehicle x 5 timesteps
Other Agents 5-44 (40) 8 nearest agents X 5 timesteps
Road Graph 45-244 (200) 200 sampled road points
Traffic Lights 245-269 (25) 5 lights x 5 timesteps

GPS Path 270-279 (10) 10 route waypoints

3.3 Risk Metric

We compute a continuous collision risk metric R from the simulation state at each timestep. Time-
to-collision (TTC) is derived from the simulator state as follows: given the positions p;, velocities
v;, headings 6;, and bounding box dimensions of the ego vehicle and each surrounding agent j, the
pairwise TTC is estimated under a constant-velocity assumption as the time until the two bounding
boxes would first overlap:

dj — g

TTCU) = max(d;, €)

; (&)
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where d; = ||[Pego — P;|| is the center-to-center distance, g; is the minimum safe separation ac-
counting for bounding box extents, dj = (Vego — v;) cos(AH;) is the closing speed along the line
of approach, and € > 0 prevents division by zero. The scene-level TTC is then min; TTC(j) over
all valid agents within the observation window, following the V-Max evaluation protocol (Charraut
et al., 2025). This is then mapped to a normalized collision risk score:

min; TTC(j) 0 1)

3.0 ©

R = clip (1 -
A value of R=0 indicates no imminent risk (TTC > 3s), and R=1 indicates an imminent collision
(TTC=0).

3.4 Within-Episode Correlation with Fisher Z-Transform

The central methodological choice in our analysis is to compute correlations within each episode
rather than pooling all timesteps across episodes.

Why within-episode? Naive pooling conflates two sources of variation: (1) the within-episode
mechanism of interest—does attention shift when risk changes during a single drive?—and
(2) between-episode differences in baseline risk and attention levels, arising because urban scenarios
have systematically different risk profiles and attention patterns than suburban ones. Episodes with
near-constant risk (19 of 50 scenarios have std(R) < 0.2) contribute timesteps but no detectable
signal, further diluting the pooled estimate.

We use Spearman rank correlation p; between R and agent attention for each scenario ¢ separately,
filter to high-variation (HV) scenarios (std > 0.2, n=31 for complete, n=28 for minimal), and
aggregate using the Fisher z-transform (Fisher, 1921):

z; = arctanh(p;), Zz =

>z, p=tanh(z), (7
=1

where p is the aggregate correlation across scenarios. The z-transform maps p; values (which are
compressed near +1) onto an approximately normal scale with known variance =~ 1/(n; — 3),
where n; is the number of timesteps in scenario ¢, enabling proper averaging and confidence interval
construction.

4 Experiments

4.1 Setup

We evaluate the complete model on 50 scenarios sampled from the WOMD validation set (3,676
timesteps; 8 early terminations due to collisions or off-road events). The minimal model is evaluated
on the same 50 WOMD validation scenarios (3,718 timesteps; no early terminations). The basic
model is evaluated on 3 overlapping scenarios (157 timesteps; 2 early terminations due to crashes),
providing a reference point for the navigation-free regime. These 50 scenarios constitute the fixed
analysis set used throughout the paper and are all drawn from the WOMD validation split. At
each timestep, we record the five category-level attention fractions, collision risk R, ego actions
(acceleration, steering), and scene metadata (number of valid agents, collision/off-road flags). All
simulations run at 10 Hz for up to 80 timesteps (8 seconds of driving after a 1-second log-replay
warm-up).

4.2 Establishing the Methodology: Within-Episode Attention Tracks Collision Risk

Across 31 high-variation scenarios, within-episode Spearman correlation p; between R and agent
attention is consistently positive (Table 3). We present this result first not because it is the most
conceptually interesting finding, but because it establishes—on the full 50-scenario dataset—that
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within-episode attention analysis is a valid and reliable methodology before the cross-model com-
parisons that follow.

Table 3: Within-episode correlations (complete-reward model, 31 HV scenarios). p and 95% CI
computed via Fisher z-transform (Eq. 7). “Sig. %” is the fraction of individual scenario correlations
p; that are statistically significant at p < 0.05.

Pair p 95% CI Sig. %

R x attn_agents +0.291  [+0.125,+0.442] 80.6%
R x attn_roadgraph  —0.148 [—0.287,—-0.003] 67.7%

The confidence interval for agent attention is entirely above zero. The road graph shows a com-
plementary negative correlation: attention shifts from static road geometry foward dynamic agents
when collision risk rises. This bidirectional reallocation is semantically coherent—the model prior-
itizes dynamic threats over static infrastructure under danger.

The pooling confound. Naive pooling across all 3,676 timesteps gives p=+ 0.088 (p < 0.0001)—
a 3.3x underestimate. The gap arises because 19 low-variation scenarios contribute timesteps but
no detectable signal, and because between-scenario baseline differences in both risk and attention
create a confound. This is our core methodological finding: pooled analysis is misleading for het-
erogeneous RL episodes.

Agent-count confound check. A concern is that higher collision risk simply coincides with more
nearby agents, mechanically increasing agent attention. We compute partial correlation controlling
for the number of valid agents: raw p= + 0.262, partial p= + 0.247 (A= — 0.014). The confound
is negligible.

Budget reallocation under threat. In the 16 risk-reactive scenarios (within-episode p > 0.3,
representing 57% of all high-variation episodes), the complete model increases agent attention by
+76.7% from low to high risk (p = 1.24 x 10723), with a Fisher z-transformed mean p = 40.522
(95% CI [4+0.456, +0.582]). Although the Other Agents category occupies only 40 of 280 tokens
(14% of the input), it captures a mean attention fraction of 3.9% at low risk and 6.8% at high risk in
the complete model. These absolute fractions are modest, but because the attention budget is closed
and road geometry dominates the token count, even a 3-percentage-point reallocation away from the
largest category (Road Graph) represents a proportionally large increase for a small-token category.
The minimal model shows a similar reactive pattern but from a lower baseline: 2.5% rising to 4.6%
(+89.1%, p = 4.70 x 10719), consistent with a weaker surveillance prior (Figure 1).

Counter-examples. A minority of scenarios (5 of 28 HV episodes in the complete model) show
reversed correlations (p < 0), reflecting genuine attentional heterogeneity in which the agent in-
creases attention to road geometry during high-risk phases; we discuss these in the supplementary
material.

4.3 Finding 1: Reward Content Shapes Attention Baselines

Comparing episode-averaged attention across all 50 scenarios reveals that attention baselines di-
rectly track reward content (Figure 2).

GPS attention gradient. GPS-path attention follows navigation reward content monotonically
across configurations. The minimal model, which receives navigation incentives but no TTC penalty,
allocates 33.5% of its attentional budget to GPS route tokens. Adding TTC penalties (complete) re-
distributes this budget toward agents and road geometry, bringing GPS attention down to 16.4%—a
2.0x reduction. Removing navigation rewards entirely (basic) renders GPS nearly irrelevant at
7.1%, a 4.7x reduction relative to the minimal model. A model with no route incentive has no
reason to monitor route waypoints, and this is exactly what the attention patterns reflect.
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Pooled attention budget: Complete vs. Minimal on risk-reactive scenarios

Complete (TTC) Minimal (no TTC)
p = +0.52 p=+0.34
100% A E
o 80% - .
L
yul
@
& 60% 1 B
o
L
2
8 40% A -
<
20% - ~— 7% .
—
19% 14%
0% - -

High Low High
risk risk risk risk

16 risk-reactive scenarios (p > 0.3)
Baseline surveillance: Complete 3.9% vs Minimal 2.5% (1.6%)
Peak response: Complete 6.8% vs Minimal 4.6% (1.5%)

mmm GPS Path mmm Traffic Lights mmm  Road Graph mmm Other Agents mmm Ego (SDC)

Figure 1: Pooled attention budget under low risk (R < 0.2) vs. high risk (R > 0.7) in the 16
risk-reactive scenarios (p > 0.3). Both models reallocate attention from Road Graph toward Other
Agents under threat. The complete (TTC) model maintains 1.6 higher baseline agent surveillance
(3.9% vs.2.5%) and 1.5 x higher peak response (6.8% vs. 4.6%) relative to the minimal model. Road
Graph attention is dominant in both conditions because it is represented by 200 of 280 tokens; the
agent shifts, while numerically small in absolute terms, represent substantial proportional increases
for a category with limited token budget.

Road graph compensation. The basic model, deprived of any navigation signal, compensates
by dramatically elevating road graph attention to 63.2%—substantially higher than the complete
(52.1%) and minimal (42.7%) models. Without a GPS path to follow, the agent relies more heavily
on local road geometry for navigation decisions.

Agent attention baseline. The complete model allocates 1.3x more baseline attention to other
agents than the minimal model (5.6% vs. 4.2%), consistent with the vigilance prior documented in
Finding 2 below. Although Other Agents account for only 14% of input tokens, this 1.4-percentage-
point difference is meaningful within the closed attentional budget: it represents a systematically
higher resource allocation to dynamic scene elements at the expense of static geometry.

4.4 Finding 2: TTC Reward Creates a Vigilance Prior

The most conceptually important finding concerns the resting level of agent attention during
collision-free phases. The vigilance prior is confirmed at scale across 50 scenarios. In 16 of 26
qualifying scenarios (those with sufficient calm-phase timesteps for both models), the complete
model maintains higher agent attention during collision-free phases (R < 0.2), with a mean gap of
+151% (Table 4).

The gap is present from t=0—before any danger appears—and persists through calm phases. This
is not a reactive effect. The TTC penalty is a continuous reward signal that fires whenever TTC
drops below 1.5 seconds, training persistent agent surveillance: the model learns that other agents
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Figure 2: Attention allocation prior shaped by reward design, averaged over 50 scenarios for the
complete and minimal models and 3 scenarios for the basic model. GPS-path attention follows nav-
igation reward content: the minimal model (33.5%) allocates 2.0x more than the complete model
(16.4%), which allocates 2.3x more than the basic model (7.1%). The basic model, lacking nav-
igation rewards, compensates with elevated road graph attention (63.2%). The complete model
allocates 1.3x more attention to other agents than the minimal model (5.6% vs. 4.2%), consistent
with the vigilance prior from TTC training.

are permanently relevant, even in currently safe situations. We term this a vigilance prior: a learned
resting attentional posture shaped by reward design.

Table 4: Vigilance gap: calm-phase (R < 0.2) agent attention for the complete (TTC) and minimal
(no TTC) models. Top three scenarios shown alongside the cross-scenario mean.

Scenario Complete (TTC) Minimal (no TTC) Gap
s002 0.144 0.077 +86%
s016 0.042 0.006 +564%
s021 0.049 0.022 +129%
Mean (16 scen.) — — +151%

Caveats. The complete and minimal models face partially different risk experiences on the same
scenarios because their different policies lead to different ego trajectories. The vigilance gap is
therefore a property of each model’s learned attentional posture rather than a controlled comparison
of responses to identical stimuli. Furthermore, in 10 of 26 qualifying scenarios the gap is absent
or reversed, indicating that vigilance effects interact with scenario-specific geometry that warrants
further investigation.

Reward-driven attention reversal. The most striking evidence that reward design shapes attention
strategy comes from scenarios where the two models exhibit opposite attention—risk correlations.
Figure 4 illustrates scenario s002, where both models show strong positive correlation: agent atten-
tion rises during high-risk phases for both the complete (p; = +0.77) and minimal (p; = +0.76)
models, yet the complete model maintains systematically higher agent attention throughout the
episode. More extreme reversals occur in 5 of the 16 strong-p; scenarios, where the complete-
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Figure 3: Vigilance gap across 50 scenarios. (a) Calm-phase (R < 0.2) agent attention for both
models across the 16 qualifying scenarios. In 16 of 26 qualifying scenarios (62%), the TTC-
penalized model maintains higher agent attention during safe phases (mean gap = +151%). (b-d)
Timeseries for three representative scenarios showing the complete model (solid) consistently above
the minimal model (dashed) during calm phases (green shading), with the vigilance gap (blue fill)
present from ¢=0.

reward model shows positive correlation and the minimal-reward model shows negative correlation
on the same episode. Since both models share the same architecture and training data, and were
trained with the same initialisation seed (42), this qualitative reversal cannot be attributed to any
of these factors. The reward function is the only degree of freedom, and because attention weights
form a closed budget, different reward signals induce different allocation strategies: the TTC-trained
model directs attention toward dynamic agents under threat, while the minimal-reward model redis-
tributes toward road geometry to plan avoidance manoeuvres, producing opposite correlation signs
from the same attentional budget constraint.

5 Discussion

Reward shapes representations, not just behavior. Our results demonstrate that reward design in
RL does not merely change what the agent does—it changes what the agent looks at. GPS attention
tracks navigation reward content with a 2.0 ratio between the minimal and complete models (and
a 4.7x range across all three), and TTC-based proximity penalties produce a measurable vigilance
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Figure 4: Scenario 002: Complete vs. Minimal attention response to collision risk. (a) Collision risk
‘R over 80 timesteps, with danger (red) and calm (green) phases highlighted. (b) Agent attention:
both models track risk positively (p = +0.77 and p = +0.76, respectively), but the complete
model maintains a higher baseline throughout (vigilance prior). (¢) Road graph and GPS attention:
the complete model shows lower GPS attention (16% vs. 33%) and a stronger negative road-graph
correlation under threat, reflecting the attentional budget reallocation toward agents.

prior. This suggests that attention analysis can serve as a practical diagnostic: if a reward function
is intended to promote safety awareness, one can verify that the encoder allocates elevated attention
to dynamic agents, and vice versa.

Within-episode analysis is essential. The 3.3x gap between pooled (p= + 0.088) and within-
episode (p= + 0.291) estimates has broad methodological implications. Analyses that pool obser-
vations across heterogeneous RL episodes risk underestimating—or entirely missing—meaningful
attention—environment relationships. We recommend within-episode correlation with Fisher z-
transform aggregation as a standard practice whenever attention is analyzed across RL trajectories.

The proportional significance of small token categories. When interpreting attention fractions,
the token count asymmetry in the input must be kept in mind. Road graph tokens (200 of 280,
71%) dominate the input, so road graph attention will naturally be the largest fraction. Conversely,
Other Agents (40 tokens, 14%) and GPS Path (10 tokens, 4%) are structurally smaller, so a shift of
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Scenario 002 — Raw attention weight: Complete vs. Minimal reward
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Figure 5: Raw attention map for scenario s002 (complete vs. minimal model). Each row shows the
aggregated attention fraction for one category over the episode. Road Graph (200 tokens) dominates
with ~52% of the total budget, obscuring dynamics in smaller categories. The minimal model’s
elevated GPS-path attention (bottom row) is visible, but agent-level modulation under risk is largely
masked by the Road Graph’s dominance.

a few percentage points in agent or GPS attention represents a much larger proportional reallocation
within those categories and should be interpreted as a meaningful behavioral signal.

To make this asymmetry explicit, we define the foken-normalized attention for each category c as
d. = a./w., where a. is the raw attention fraction and w, is the category’s token weight. After
normalization, GPS Path (a. = 4.56) and Ego (a. = 2.78) emerge as the most attended categories
per token, while Road Graph (a. = 0.73)—despite commanding over half the raw budget—receives
below-proportional attention. This confirms that the reward-conditioned effects we report (GPS gra-
dient, vigilance prior) are not artifacts of category size but reflect genuine representational priorities.
Figures 5 and 6 visualize this on scenario s002: the raw map (Figure 5) shows Road Graph dominat-
ing at ~52%, masking dynamics in smaller categories, while normalization (Figure 6) reveals the
per-token density patterns discussed above.

Dividing each category’s attention by its token count (Table 2) yields the normalized attention map
(Figure 6), revealing attention density per token. This normalization exposes three patterns hidden in
the raw view: Ego has the highest per-token density in both models; individual agent tokens receive
5-8 x more attention than road graph tokens during danger phases in the complete model, confirming
selective threat monitoring; and GPS density in the minimal model matches agent density, while
in the complete model it drops below agents—the TTC penalty redirects budget toward dynamic
threats.

Counter-examples are informative. The cases where the complete and minimal models exhibit
opposite attention—risk correlations on the same scenario are the most analytically valuable results.
They demonstrate that reward design can qualitatively reverse attentional strategy, not merely mod-
ulate its magnitude—a stronger claim than simple amplitude differences.

Attention as representation, not explanation. We deliberately frame our analysis as studying
reward-conditioned representations rather than claiming attention explains decisions. Following the
distinction drawn by Jain & Wallace (2019) and Wiegreffe & Pinter (2019), attention weights may
not faithfully reflect the causal chain from input to output. Our claim is narrower and distinct: reward
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Scenario 002 — Normalized attention density: Complete vs. Minimal reward
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Figure 6: Token-normalized attention map for scenario s002 (complete vs. minimal model). Each
category’s attention is divided by its token count (Table 2), revealing attention density per token.
Ego has the highest per-token density in both models. During danger phases, individual agent tokens
in the complete model receive 5-8 x more attention per token than road graph tokens, confirming
selective threat monitoring. The GPS density gap between models is now directly comparable to
agent density: the minimal model allocates similar per-token attention to GPS and agents, while the
complete model’s TTC penalty redirects budget toward dynamic threats at the expense of GPS.

design shapes the distribution of attention across input categories in a predictable and semantically
coherent manner.

6 Conclusion

We have shown that reward design in RL-trained autonomous driving agents predictably shapes
the Perceiver encoder’s cross-attention allocation. Using within-episode correlation—validated as
a reliable methodology across 50 WOMD validation scenarios for both the complete and minimal
models—we demonstrate that GPS attention tracks navigation reward content monotonically and
that continuous proximity penalties produce a learned vigilance prior. The 3.3 x gap between pooled
and within-episode correlation estimates highlights a methodological pitfall relevant to the broader
XAI community. Future work should investigate the structural causes of attention reversal scenarios,
extend the analysis to other encoder architectures (Wayformer, MTR), and test whether reward-
conditioned attention patterns generalize across driving domains and observation modalities.

Broader Impact Statement

This work contributes to the transparency of RL-based autonomous driving agents by providing tools
to verify that reward functions produce the intended attentional behavior. Improved understanding
of RL agent internals may accelerate deployment of autonomous systems; however, attention-based
analysis should complement—not substitute for—rigorous safety testing and validation.
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Supplementary A: Scenario Selection and Filtering

Of 50 scenarios evaluated with the complete model, 31 pass the high-variation filter (std(R) > 0.2);
for the minimal model, 28 of 50 scenarios pass the same filter. Effective scenarios for within-episode
correlation analysis require risk variability with both calm and dangerous phases. We found that raw
event count (total detected collision/off-road/violation events) is not a reliable proxy for analytical
value: the scenario with the highest event count (48) had near-constant maximum risk, rendering it
uninformative for correlation analysis. We recommend selecting scenarios based on risk standard
deviation and the presence of multiple risk cycles.

Supplementary B: Cross-Model Risk-Reactivity

On the overlapping scenario s002, all three models show strong positive within-episode correlations
between R and agent attention, indicating risk-reactive attention is a general property of collision-
avoidance training:

Table 5: Within-episode p(R, attn_agents) on s002 across reward configurations. **: p < 0.01.

Model p Episode length
Complete (TTC) +0.769** 80 timesteps
Minimal (no TTC) +0.765** 80 timesteps

Basic (violations only) 40.990** 39 timesteps (early termination)

What differs between models is the baseline level from which the reactive response occurs and the
survival rate: the basic model crashes in 2 of 3 evaluated scenarios.

Road graph compensation. Without GPS route guidance, the basic model compensates by allo-
cating substantially more attention to road geometry (0.476 vs. 0.419 for complete and 0.402 for
minimal on s002). During braking, 72% of the basic model’s attention budget goes to road graph,
compared to approximately 42% for the complete model.

Supplementary C: Counter-Example Scenarios

Five of the 16 strong-p scenarios in the complete model (p > 0.5) show reversed correlations in
the minimal model (negative p on the same scenario). In scenario s023, the complete model shows
p = +0.61 while the minimal model shows p = —0.39: agent attention rises under threat for the
complete model and falls under threat for the minimal model. Similarly, s000 shows p = +0.62
vs. —0.08, and s027 shows p = +0.30 vs. —0.46. The most plausible explanation is that without
a TTC penalty, the minimal model responds to increasing risk by attending more to road geometry
(to plan avoidance trajectories), while the TTC-trained complete model has already internalized a
surveillance habit that directs it toward agents. These cases demonstrate that reward design is the
single degree of freedom separating opposite attentional strategies on identical inputs.

Supplementary D: Attention Budget Verification

The softmax-normalized attention weights sum to exactly 1.0 at every timestep across all 3,676
observations. We verified this programmatically with a tolerance of 10~° and found zero violations.
This invariant confirms that our 5-category aggregation correctly represents a closed budget system.
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Supplementary E: Entropy Analysis Details

Shannon entropy is computed over the five attention categories: H; = — Zizl pe logy pe, where e
is the attention fraction for category c. Theoretical range is [0, log, 5] = [0, 2.322] bits. Observed
range across all timesteps is [0.91, 2.19] bits.

Within-episode correlation between collision risk and entropy:

* Mean across HV scenarios: p = +0.199

» Calm-phase mean entropy: H = 1.770 bits

* Danger-phase mean entropy: I = 1.803 bits (p < 0.0001, Mann-Whitney U)

The positive direction (entropy increases with risk) was initially unexpected, as one might predict
that the model would narrow focus under threat. Instead, the increase reflects the bidirectional re-
allocation documented in Finding 1: attention shifts from the dominant road-graph category toward
the smaller agent category, producing a more uniform distribution and thus higher entropy.



