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Summary
Pretrained policies are rarely perfect, and their failures (e.g., drone collisions with obsta-

cles) can be costly. Early warnings of such failures are therefore desirable. We present a
conformal wrapper for pretrained policies that can raise warnings at least L timesteps in ad-
vance of failures, and prove that it does so with probability at least 1−δ, where δ and L are both
user-specified parameters. We also present a training objective for the conformal wrapper that
achieves near-optimal false alarm rates in small tabular Markov processes (where computing
the optimal rate is tractable). This training objective is empirically validated in more complex
simulation environments, including humanoid locomotion and quadcopter obstacle avoidance.
Similar to standard conformal prediction, the guarantees are policy-agnostic, and hold as long
as calibration and testing episodes are exchangeable. We also experimentally probe perfor-
mance when testing episodes have greater observation noise than calibration episodes, thereby
violating exchangeability, and find that performance degrades relatively gracefully.

Contribution(s)
1. We present a conformal methodology for deploying early warning systems in failure-prone

sequential decision-making agents. In addition to user-specified caps on unpreempted fail-
ure rate, users can also specify minimum acceptable lead-time for early warnings. Both user
requirements are formally guaranteed in the absence of distribution shift.
Context: Previous work on conformal prediction does not simultaneously address sequen-
tial decision-making tasks, online warning systems, and user-specified lead-times.

2. We formulate theoretically optimal false alarm rate within the Markov Decision Process
formalism, demonstrate that it can be bounded away from zero in the tabular setting, and
pose the open question of its characterization in non-tabular settings.
Context: In recent work, Luo et al. (2024) highlight the issue of non-zero false alarm
rate, but do not characterize optimal false alarm rate within the Markov Decision Process
framework.

3. We propose and validate a training procedure for the early warning model, based on a
novel temporal-difference-like objective function. We show empirically that this proce-
dure achieves near-optimal false alarm rate in the tabular case, and significant reduction in
false alarm rate in the non-tabular case relative to an untrained model. We also empirically
observe relatively graceful performance degradation under distribution shift, when observa-
tion noise increases from training to calibration to deployment.
Context: The few existing works on conformal methods in sequential decision making do
not recognize the utility of temporal difference learning for training the conformal model,
nor do they simultaneously consider false alarm rate, lead time, and distribution shift.



Conformal Preemption of Failures in Sequential Decision-Making Agents

Conformal Preemption of Failures in Sequential
Decision-Making Agents

Garrett E. Katz†,1, Adebayo B. Braimah2, Qinru Qiu1, Simon Khan†,3

gkatz01@syr.edu, adbraimah@cs.stonybrook.edu, qiqiu@syr.edu,
simon.khan@us.af.mil

1Department of Electrical Engineering and Computing Science, Syracuse University
2Department of Computer Science, Stony Brook University
3Air Force Research Laboratory
† Equal contribution

Abstract

Pretrained policies are rarely perfect, and their failures (e.g., drone collisions with ob-
stacles) can be costly. Early warnings of such failures are therefore desirable. We
present a conformal wrapper for pretrained policies that can raise warnings at least L
timesteps in advance of failures, and prove that it does so with probability at least 1− δ,
where δ and L are both user-specified parameters. We also present a training objective
for the conformal wrapper that achieves near-optimal false alarm rates in small tabu-
lar Markov processes (where computing the optimal rate is tractable). This training
objective is empirically validated in more complex simulation environments, including
humanoid locomotion and quadcopter obstacle avoidance. Similar to standard confor-
mal prediction, the guarantees are policy-agnostic, and hold as long as calibration and
testing episodes are exchangeable. We also experimentally probe performance when
testing episodes have greater observation noise than calibration episodes, thereby vio-
lating exchangeability, and find that performance degrades relatively gracefully.

1 Introduction

No machine learning model is perfect, but machine learning is used regularly in defense, health-
care, criminal justice, finance, and other high-stakes domains (Rudin, 2019). In such domains, it is
beneficial to quantify the risk of model errors, and ideally raise early warnings before they occur.

Conformal methods (Vovk et al., 2005) can quantify the risk of model errors with formal guaran-
tees. However, these methods are most well-developed in the context of supervised learning. In
many high-stakes application domains, sequential decision making is a more relevant paradigm,
and applying conformal methods to this paradigm remains an underexplored and open research
problem (notwithstanding some recent work in this direction, covered in Section 2). This paper
investigates conformal techniques for sequential decision making within the the Markov Decision
Process (MDP) formalism. We present a conformal wrapper for black-box pretrained policies that
preemptively issues warnings, based on an auxiliary model which is trained to anticipate failures
with a user-specified lead time. Performance is measured with two key metrics: Episode-level un-
preempted failure rate (i.e., failures without advance warning) and false alarm rate.

While false alarm rate is sensitive to the quality of the auxiliary model, we prove that unpreempted
failure rate can be constrained below any user-specified threshold, and check this result empirically.
The empirical results also show that our auxiliary model training objective achieves false alarm rates
which are near-optimal in small tabular MDPs (where computing the optimal rate is tractable), and
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significantly better than untrained models in more complex MDPs, including humanoid control and
quadcopter obstacle avoidance. These results are most reliable when all episodes are independently
and identically distributed (i.i.d.), but also exhibit relatively graceful degradation under a form of
distribution shift – namely, increased observation noise.

To our knowledge, this is the first such method with all of the foregoing characteristics. While
we leave other forms of distribution shift (e.g., in the transition dynamics) to future work, we note
here that state perturbations can be justified as a proxy for dynamics perturbations in the context
of robust reinforcement learning (Kuang et al., 2022). Open-source implementations of our method
and experiments are available online.1

2 Background on Conformal Methods

The essence of conformal methods can be illustrated with a simple example. Suppose you sample
100 independent rolls of a die, z1, ..., z99, z100. What are the chances that the 100th roll is the
largest? Those chances are at most 1/100, because z100 is not more likely to be largest than any of
z1, ..., z99 (they all came from rolling the same die, independently). Notice that the number of die
sides does not matter. Nor do the weights of each side; the die need not be fair. The reasoning does
not depend on the particular distribution from which samples are drawn; but follows from the fact
that they are i.i.d (technically, only exchangeability is required).

Similarly, suppose you call a machine learning model on 100 independent examples from the same
data distribution, and observe model errors z1, ..., z100. The details of the error distribution are
unknown and certainly more complex than that of a die, but it is given that the zi are i.i.d. So, by
similar reasoning, z100 is the largest at most 1% of the time. In other words, if h = max(z1, ..., z99)
is the largest error on the first 99 samples, then the chance of z100 exceeding h is at most 1%. We
have quantified the risk that the model makes a large error on a new sample.

This is the core idea of conformal prediction (Shafer & Vovk, 2008). More generally, we can set
h to the empirical (1 − δ) quantile of model errors over n calibration samples, where δ is a user-
specified threshold. As long as the zi are i.i.d., then chances are at most δ that the model error on a
new sample, zn+1, is larger than h. The magnitude of h depends on the quality of the model. To be
precise, following (Lei et al., 2018), one sets h to the the kth largest value in {z1, ..., zn}, where

k = ⌈(n+ 1)(1− δ)⌉, (1)

and then draws a new sample zn+1. If we follow this process and the z1, ..., zn+1 are i.i.d., then

Pr(zn+1 ≤ h) ≥ 1− δ. (2)

This probability is taken over all possible realizations of z1, ..., zn+1. As a corollary, if we set h to
the kth smallest (not largest) zi, then

Pr(zn+1 < h) ≤ δ. (3)

This follows by applying (2) to the random variables −zi, whose kth largest value is −h, and then
rearranging terms. Concretely, z1, ..., zn are viewed as observed errors on a previously collected
“calibration” dataset, and the (n + 1)th sample is viewed as error on a “test” example encountered
after the model is deployed.

Application to Sequential Decision Making: Conformal methods are most well-developed in the
context of supervised learning, and face some challenges when it comes to sequential decision mak-
ing. The time series of datapoints within an episode are not i.i.d., but moreover, calibration episodes
may not be identically distributed to deployment episodes – for example, when calibrating in simu-
lation or a more controlled environment than after deployment.

1https://github.com/garrettkatz/disengage
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Though not specific to sequential decision making, many recent works examine the general problem
of conformal prediction under covariate shift (Tibshirani et al., 2019) and other distribution shifts
(Cauchois et al., 2024). Aolaritei et al. (2026) provide a nice review. A subset of these efforts do
address sequential time-series data (Xu & Xie, 2023; Nanopoulos & Buza, 2025), including regret
bounds under temporal distribution shift (Gibbs & Candès, 2024; Zaffran et al., 2022), but these
works do not focus on sequential decision making and distribution shift at the episode level.

A smaller body of work has made important contributions to conformal methods for decision mak-
ing, but with certain differences from our focus. For example, Sun et al. (2023) investigate planning
that minimizes uncertainty, as quantified by conformal methods, but do not explicitly preempt immi-
nent failures. Similarly, Contreras et al. (2025) use conformal out-of-distribution (OOD) detection
for safe model-predictive control, but the conformal guarantees apply to OOD detection rate, not
directly to unpreempted failure rate. Dietterich & Hostetler (2022) provide per-timestep conformal
bounds on cumulative rewards and support “go/no-go” decisions at the start of an episode, but do
not consider preemptive alarms midway through episodes. Lekeufack et al. (2024) provide a failure
preemption method with formal guarantees, but assume the agent has access to a “conservative”
policy known to avoid failure, which may not always be the case. Luo et al. (2024) focus on per-
haps the closest problem statement to ours, and highlight important issues concerning false alarm
rate – that it should be minimized to make the system useful, but also its minimal possible value
may be bounded away from zero. However, their work does not involve continual monitoring and
preemption during episodes, and is only evaluated offline with previously collected trajectory data.

3 Conformal Preemption

Our proposed method starts with a fixed policy π designed for an MDP M, with state space S and
action space A. π is the black-box policy whose failures we want to preempt. Given that π is fixed,
M reduces to a Markov process we denote by Mπ . We assume i.i.d. episodes can be sampled
from Mπ , which will be true whenever π has been trained on Mπ with a standard reinforcement
learning (RL) method. We also assume “failure” has been defined as a binary predicate over states,
F : S → {False,True}, which returns True if a given state constitutes a failure and False otherwise.
The objective is to raise an alarm whenever π is about to fail. This will be most useful in practice if
true alarms come early and the false alarm rate is low.

Our approach involves training and calibrating an auxiliary model µ(L) : X → R on episodes from
Mπ , where L is a user-specified lead-time and X is the observation space (not necessarily the same
as S). µ(L) is a function mapping observations to real numbers; its purpose is to quantify the risk
of upcoming failure within the next L time-steps, given the current observation. Once trained and
calibrated, the function µ(L) is repeatedly called on each observation x1, x2, ..., xt, ... encountered
during a deployment episode, where t denotes time-step. An alarm is raised whenever µ(L)(xt) ≥ τ ,
where τ is a threshold determined from calibration episodes via a conformal procedure (see below).

We say that a failure is “preempted” in a given episode if an alarm is raised at least L time-steps
before the failure. When τ is selected through the conformal procedure detailed below, we can prove
that the chance of unpreempted failure is at most δ for any user-specified δ. This is analogous to
a “valid coverage” guarantee in conformal prediction and holds for any function µ(L), regardless
of architecture and how/whether it was trained. However, the rate of false alarms (analogous to
“efficiency” in conformal prediction) is highly dependent on µ(L). Section 4 returns to the issue of
false alarms and proposes a training procedure for µ(L) that mitigates this issue.

Calibrating τ : For a given µ(L), we determine τ from n calibration episodes. On each episode, we
first calculate

z =

∞ if failure does not occur,
max

t≤tF−L
µ(L)(xt) if failure does occur, where tF is the timestep at which it occurs. (4)
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We then set τ to kth smallest value of the z’s over the calibration episodes, where k is calculated
according to (1). By similar reasoning to standard conformal prediction, a new zn+1 drawn from
the same distribution will be less than τ with probability at most δ. To obtain the formal guarantee
below, we only need to show that an unpreempted failure event entails zn+1 < τ .

Proposition 3.1. Given any Markov Decision Process M, black-box policy π, failure predicate F ,
threshold δ, and function µ(L) : X → R, suppose we

1. collect n i.i.d. calibration episodes and compute the corresponding z1, ..., zn according to (4),

2. compute k according to (1) and set τ to the kth smallest zi, and

3. run an (n+1)th deployment episode that is i.i.d. with the calibration episodes, raising an alarm
whenever µ(L)(xt) ≥ τ .

Then the probability of unpreempted failure at deployment is at most δ, where the probability is
taken over all possible random instantiations of z1, ..., zn+1.

Proof. We will show that

Pr(unpreempted failure) ≤ Pr(zn+1 < τ) ≤ δ. (5)

The second inequality follows directly from (3), and the first follows as long as unpreempted failure
entails zn+1 < τ , since probabilities are non-decreasing under entailment. Suppose then that an
unpreempted failure occurs. Since there was a failure, we have z = maxt≤tF−L µ(L)(xt) by (4).
Since it was unpreempted, we have µ(L)(xt) < τ for all t ≤ tF − L, including the argmax over t.
Therefore, unpreempted failure implies zn+1 < τ , and the proposition follows.

In practice, deployment episodes may not always be identically distributed to, or even exchangeable
with, the calibration episodes. Although Prop. 3.1 does not address deployment distribution shift,
we empirically investigate it in Section 5.4 and discuss it further in Section 6.

4 Mitigating False Alarms

To make conformal preemption useful in practice, Prop. 3.1 is necessary, but not sufficient: It does
not address false alarm rate, which depends on µ(L). After all, a system that “cries wolf” and
constantly raises alarms will trivially preempt every failure, but does not add real value.

Ideally, µ(L) should achieve near-zero false alarm rate – but depending on the structure of Mπ ,
this may not be possible. Fig. 1 shows two simple but instructive examples. In Fig. 1(a), there is a
single initial state which transits to a failure state with probability 0.1. The only way to guarantee
unpreempted failure rate below δ = 0.05 is to always raise an alarm in s0, incurring a false alarm
rate of 0.9. The process in Fig. 1(b) is more favorable: Here there is a random distribution over
two possible initial states, but their transitions are deterministic and only one (s2) leads to failure.
Since the process starts in s2 with probability 0.1, an unpreempted failure rate below δ = 0.05 is
guaranteed by only raising an alarm in s2, incurring a false alarm rate of 0.

These examples raise the question of how to determine the theoretical lower bound on false alarm
rate for an arbitrary Mπ , and how to characterize a µ(L) that achieves it. To make progress on this
front we start with small tabular Markov processes here. Section 5 applies our findings in more
complex, realistic benchmark environments.

Tabular Examples: We sample tabular Markov processes with S = 6 states, up to T = 6 timesteps,
and lead time L = 2. The initial state is s0 and there is a single failure state s5. We constrain the
transition probability matrix pij = Pr(St+1 = sj |St = si) to be 0 above the (S−L)th diagonal, so
that it takes at least L time-steps to reach s5, and 0 in all but the last entry of the bottom row, so that
s5 is absorbing. The remaining pij are sampled uniformly from [0, 1] before normalizing the rows
to sum to 1.
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Figure 1: Two Markov processes illustrating theoretical limits on false alarm rate. Nodes and edges
represent states and transitions of Mπ . Initial state probabilities are pi and transition probabilities
are pij . Red nodes with dashed outlines are failure states. With δ = .05, false alarm rate is at least
.9 in (a) but 0 in (b).
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Figure 2: Left: Theoretical lower bounds (“Theoretical”) and actual false alarm rates using µ
(L)
cond

(“Conditional”), for each of 30 independently sampled Markov processes, sorted along the horizon-
tal axis by theoretical lower bound. Right: Histogram of optimality ratios, i.e. false alarm rate for
µ
(L)
cond divided by theoretical lower bound.

These processes are small enough to enumerate all possible paths and calculate their probabilities,
which can be used to calculate true false alarm rates, preemption rates, and δ-quantiles for any given
µ(L). Furthermore, we can directly calculate the theoretical lower bound by noting that any choice
of µ(L) eventually gives rise to a binary alarm mask m ∈ {0, 1}S , where mi = 1 iff an alarm is
raised in state si. Therefore, we can exhaustively check all 2S binary alarm masks to find the one
with lowest false alarm rate, subject to the constraint that unpreempted failure rate is at most δ.

Since exhaustive checks are intractable in more realistic environments, we seek a form for µ(L)

that is amenable to deep function approximation. Letting Ft = F (St) denote the event that failure
occurs at time t, we hypothesized that

µ
(L)
cond(s) = Pr(Ft ∨ Ft+1 ∨ ... ∨ Ft+L |St = s), (6)

would tend to produce near-optimal false alarm rates. In the tabular examples we can compute
(6) exactly to test our hypothesis. In 30 independently sampled examples, we set δ to half the
original failure rate (before attempting any preemption), and compute the theoretical lower bound
by exhaustion, as well as the actual false alarm rate of µ(L)

cond (using the true δ-quantile in place of an
empirical estimate). Fig. 2 shows that µ(L)

cond typically achieves a false alarm rate within a small factor
of optimal, and that theoretically optimal false alarm rates may be quite far from zero depending on
the structure of Mπ .

Deep Function Approximation of µ(L). In more complex environments, computing µ
(L)
cond exactly

is intractable, but we can approximate it with a deep model µ(L)
θL

with trainable parameters θL. To
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derive a training objective for µ
(L)
θL

, we first note that the conditional probabilities in (6) can be
rewritten as expectations over trajectories starting from s:

Pr(Ft:t+L |St = s) = E [I(Ft:t+L) |St = s] , (7)

where Ft:t+L is a shorthand for Ft ∨ ...∨Ft+L and I(·) is the indicator function. Such expectations
can be estimated from Monte-Carlo rollouts, but a potentially more sample-efficient alternative is to
derive a temporal-difference-like update rule. We can write µ

(L)
cond for all s and L in the form

µ
(L)
cond(s) =

{
I[F (s)] if L = 0

E[µ(L−1)
cond (s′) | s] if L > 0

, (8)

where the expectation is taken over all possible next states St+1 = s′ given St = s. For math-
ematical convenience we treat failure states as absorbing, so that (8) includes µ

(L)
cond(s) = 1 as a

special case whenever s is a failure state, even for L > 0. Based on (8), we define the per-L training
objectives

L(θ0) = E
s

[(
µ
(0)
θ0

(s)− I(F (s))
)2

]
(9)

L(θL)
(L>0)

= E
s

[(
µ
(L)
θL

(s)− E
s′|s

[
µ
(L−1)
θL−1

(s′)
∣∣∣ s])2

]
, (10)

and propose training several models sequentially from L = 0 up to a maximum lead time Lmax,
holding the previously optimized θL−1 fixed when training θL. (8) implies that L(θ∗L) = 0 at the
optimal parameters θ∗L for a sufficiently expressive architecture for µL

θL
. This holds regardless of

the distribution over s in the outer expectation, and we propose a specific distribution below. When
exchanging gradient and expectation is justified, we get

∇θLL(θL) = E
s

[
2

(
µ
(L)
θL

(s)− E
s′|s

[
µ
(L−1)
θL−1

(s′)
∣∣∣ s])∇θLµ

(L)
θL

(s)

]
(11)

= E
s

[
E
s′|s

[
2
(
µ
(L)
θL

(s)− µ
(L−1)
θL−1

(s′)
)
∇θLµ

(L)
θL

(s)
∣∣∣ s]] (12)

= E
s,s′

[
2
(
µ
(L)
θL

(s)− µ
(L−1)
θL−1

(s′)
)
∇θLµ

(L)
θL

(s)
]
, (13)

where the last expectation is taken with respect to the joint distribution of consecutive state pairs
(s, s′). We use the form in (13) for gradient-based updates of µ(L)

θL
.

In practice, we are limited to a finite buffer of episodes drawn from Mπ , each consisting of at most
Tmax time-steps. We sample batches of pairs (s, s′) from that buffer to compute empirical means
in place of the true expectation in (13). We sample each pair (s, s′) by first sampling an episode
uniformly at random, and then sampling a timestep t uniformly at random from {0, ..., Tmax − 1} to
obtain the pair (st, st+1). Here too we treat failure states as absorbing, so if an episode terminated
early at time T < Tmax and we sample t ≥ T , we set st = st+1 = sT . Heuristically, this has
the benefit of mitigating class imbalance by oversampling states at a failure event, since these will
typically be a relatively small portion of the buffer. In the partially observable case, we instead use
the corresponding state observations (xt, xt+1).

While the derivations above gloss over some measure-theoretic subtleties of continuous random
variables, most RL algorithms rely on the same mathematical assumptions needed above, and our
empirical results suggest that our proposed training methodology can work in practice.

5 Empirical Validation

We proceeded to empirically validate conformal preemption in more complex environments. We
aimed to empirically check Prop. 3.1 and characterize the maximum lead times and false alarm
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Figure 3: Environments used in this work, from left to right: OpenAI gym versions of CartPole and
LunarLander (Brockman et al., 2016), HumanoidBench (Sferrazza et al., 2024), and Gym-PyBullet-
Drones (Panerati et al., 2021).

rates achievable in practice. We also measured the robustness of our approach against a form of
distribution shift which violates the assumptions of Prop. 3.1.

5.1 Validation Tasks

Our validation used the four tasks described below, pictured in Fig. 3 and summarized in Table 1.
We selected these tasks based on availability of pretrained policies or training code, while aiming
to cover a variety of environments and RL training algorithms (including on- and off-policy). In the
table, Nπ denotes the total number of simulated time-steps (across episodes) used for training π,
and Kπ denotes the total number of times a state observation is fed through a forward and backward
pass during training. H denotes the hidden layer size of the critic network (or Q network in the
case of CartPole); all of which had an MLP architecture with two hidden layers and ReLU or tanh
activation functions.

Table 1: Environments and policies used for computer experiments, see main text for notation.

ENVIRONMENT S A TMAX π H Nπ Kπ ν

CARTPOLE-V1 R4 {0, 1} 500 DQN 256 50K 1.6M {.4, .5, .6}
LUNARLANDER-V3 R8 {0, 1, 2, 3} 1000 A2C 64 200K 200K {.1, .2, .3}
HUMANOID BENCH R55 R61 500 PPO 256 2B 2B {.1, .15, .2}
GYM-PYBULLET-DRONES R12 R4 240 PPO 64 8.1M 8.1M {.05, .2, .5}

CartPole-v1: The OpenAI gym implementation (Brockman et al., 2016) of the Cart Pole task, with
a pretrained DQN policy from Stable Baselines 3 (Raffin et al., 2021). We defined failure as the
standard early termination criterion, when the pole angle is greater than ±12◦ or the cart position is
greater than ±2.4.

LunarLander-v3: The OpenAI gym implementation (Brockman et al., 2016) of the Lunar Lander
task, with a pretrained A2C policy from Stable Baselines 3 (Raffin et al., 2021). We defined failure
as a crash landing, which the environment indicates with a reward of −100.

Humanoid Bench: A simulation environment for humanoid full-body manipulation (Sferrazza
et al., 2024) which includes a pretrained PPO policy for one-handed reaching. Failure is indicated
by early episode termination.

Gym PyBullet Drones: A simulation environment for quadcopters (Panerati et al., 2021). The
original environment only includes very simple tasks like hovering at a fixed height, so we modified
a community fork of the original environment with more complex navigation around obstacles (Vo,
2024) that included PPO training code (but no pretrained model) based on (Barhate, 2021).

We customized the obstacles in the environment to mimic walls of some ruins, and retrained a PPO
policy from scratch to navigate a drone between a fixed starting and goal position (Fig. 4, left). To
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Figure 4: Left: Birds-eye view of a drone (gray, near center) navigating through some ruins (brown
walls) from a starting position (blue line, bottom middle) to a goal position (green dot, top right).
Right: Reward curve of PPO training (gray) with trendline averaged in buckets of size Tmax = 240
(black). Dotted vertical line indicates the model checkpoint used for subsequent experiments.

make the task more challenging, we added small random perturbations to the actions (±1% relative
change) at each time-step as a proxy for wind or other disturbances. The existing training code
performed reasonably well on our customized environment (Fig. 4, right) with hyperparameters un-
changed, except for reducing the PPO clip parameter ϵ from 0.2 to 0.1. We chose a high-performing
model checkpoint near the end of training as the pretrained policy π for our main experiments.

We defined failure in this task as an obstacle collision (obstacle-drone distance within 0.01 simula-
tion units), or a drone orientation too far from upright (as implemented in the existing code base).

5.2 Failure Rates and Distribution Shift

We next quantified the failure rates of the pretrained policies in modified environments with varying
amounts of noise added to the state observations. The added observation noise creates a weak form
of partial observability and also lets us probe various distribution shifts between π training, µ(L)

training, calibration, and deployment environments (investigated further in Section 5.4). Observa-
tions were perturbed with relative percent changes sampled uniformly between ±ν, independently
at each time-step, i.e.:

xt = (1 + v)st v ∼ U([−ν,+ν]). (14)

We selected three values of ν for each environment to cover a broad range of failure rates, based on
manual inspection of the resulting rates. The ν values are given in Table 1, with associated failure
rates and episode durations shown in Fig. 5. For a given environment, failure rate was measured
empirically as the fraction of 1000 independently sampled episodes ending in failure, using the
fixed pretrained policy.

When training each µ(L), we use the smallest value of ν for each environment, and larger values are
used later during calibration and deployment. This lets us measure robustness to distribution shifts
at each stage (π training, µ(L) training, calibration, and deployment).

5.3 Auxiliary Model Training

Hyperparameter Selection: We next trained the auxiliary models µ
(L)
θL

as described in Section
4. Since the training objective for these models is structurally similar to that of value function ap-
proximation, we used the same architectures for each µ

(L)
θL

as the critic networks in the respective
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Figure 5: Top: Empirical failure rates. Bottom: Violin plots showing empirical distributions of
episode durations. Individual failed and successful episodes are shown as crosses and circles, re-
spectively. For legibility we only plot a random subsample of 30 individual episodes with small
horizontal noise added. Note that Lunar Lander can terminate early when landing is successful.

Table 2: Hyperparameters used for computer experiments, see main text for notation.

ENVIRONMENT Nπ Nµ B U LMAX γ λ

CARTPOLE-V1 50K 50K 64 25K 25 1E-5 0.5
LUNARLANDER-V3 200K 200K 40 5K 50 1E-3 0.5
HUMANOID BENCH 2B 200K 1K 10.4K 25 1E-4 10.0
GYM-PYBULLET-DRONES 8.1M 200K 781 10.4K 12 5E-3 0.2

pretrained policies. We selected various hyperparameters (Table 2) to show that the auxiliary models
can be trained effectively with comparable computational cost to that of training the original policy
π. In particular, one of the most costly parts of RL tends to be sampling episodes from the environ-
ment, whether simulated or physical. Therefore, before training, we populated a buffer of training
episodes with total simulation time-steps Nµ no greater than Nπ (and substantially smaller in the
case of Humanoid Bench and Ruins, to complete all experiments in a reasonable timeframe).

We computed each gradient update (Eq. 13) on a batch of B example pairs (xt, xt+1), and a total of
U gradient updates for each µ

(L)
θL

before proceeding to µ
(L+1)
θL+1

. We chose B to match the equivalent
batch size when training π, and chose U so that the total number of examples fed through each
µ
(L)
θL

network was similar to or less than that of π (denoted Kπ in Table 1). Since multiple L are
trained, this is not actually less gradient computations overall in every environment. However, our
present work is primarily concerned with applications where collecting episodes is more costly than
computing gradient updates. Accordingly, auxiliary models for all L were trained on the same
previously sampled buffer of Nµ examples (we did not sample separate episode buffers for each L).
For all environments, we set maximum lead time Lmax to 5% of maximum episode duration Tmax.

Sequential Training: When training each L, we held out 20% of the buffered episodes to period-
ically calculate validation loss and save a model checkpoint. To mitigate compounded overfitting
with increasing L, the checkpoint with lowest validation loss was selected as the final optimized
value of θ∗L. This final value was then held fixed when optimizing θL+1 and later during the confor-
mal preemption experiments (detailed below in Section 5.4).

We used the PyTorch (Paszke et al., 2019) implementation of AdamW (Loshchilov & Hutter, 2019)
as the optimizer, with all hyperparameters at their default values except for learning rate γ and weight
decay λ. These were tuned briefly by visual inspection of validation loss curves for L = 1, until a
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Figure 6: Minimum validation loss of µ(L) over all training checkpoints, for each L in each envi-
ronment, one gray line per repetition (black lines are averaged over repetitions).

steady reduction to a plateau was observed, and then held fixed while training all L in sequence up
to Lmax. With more systematic hyperparameter tuning, it may be possible to improve performance
beyond what we report here.

Training Results: For reproducibility’s sake, in each environment, we conducted five independent
repetitions of the entire process described above (episode buffer collection followed by sequential
µL
θL

training). Fig. 6 shows, for each repetition and each L, the best validation loss achieved over all
model checkpoints. Note that the learning targets are probabilities, and two random points in [0, 1]
have average squared difference of 0.16. In that sense, validation losses are consistently lower than
random guessing.

We also observe that validation loss decreases as L increases. This may reflect the fact that learning
targets for µ(0) are binary failure indicators, whereas targets for L > 0 are µ(L−1). The latter are real
numbers, so their variance around E[µ(L−1)(s′)|s] may be potentially smaller. The trend could also
reflect a form of compounding model collapse (Alemohammad et al., 2023), since each subsequent
model is trained on the output of the previous one. This is a potential concern, but the performance
metrics of ultimate importance are unpreempted failure rate and false alarm rate when the trained µ
are used for conformal preemption (next section).

5.4 Conformal Preemption Results

Our goals in this section are to empirically check Prop. 3.1, and to assess the relevant rates (unpre-
empted failures and false alarms) under various amounts of distribution shift. For all experiments in
this section we use δ = 0.1ρ, where ρ is the failure rate of π under smallest observation noise ν.

Recall that the policies were trained with no observation noise and the µ’s were trained with the
smallest ν for their environment. For calibration and deployment distributions, we test all six 2-
combinations with replacement of νcalib ≤ νdeploy, from the three ν’s for that environment. This
produces up to four different distributions across π training, µ training, calibration, and deployment.

In practice, one would perform the conformal preemption process (steps 1-3 in Prop. 3.1) only once.
However, since we seek to estimate various rates, we must simulate many independent repetitions
of this process and compute the portion of those repetitions that resulted in unpreempted failures or
false alarms at deployment time. So we perform 100 repetitions for each of the six ν combinations
of distribution shift. Each conformal repetition starts by sampling n calibration episodes (with noise
νcalib) and an (n + 1) deployment episode (with noise νdeploy). We set n = ⌈(1 − δ)/δ⌉, which
ensures just enough samples that k ≤ n in (1).

Using those episode samples, we then check whether the conformal process would produce an un-
preempted failure or false alarm at deployment when using a particular µ(L). We perform this check
for each L and each of the five independent µ(L) training repetitions. As a reference point for com-
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parison, we also do the same checks with completely untrained auxiliary models (using PyTorch’s
default random initialization of the trainable parameters). Finally, for each experimental condition
(random vs. trained, L, and distribution shift), the unpreempted failure and false alarm rates are
estimated using their frequencies over the 100 repetitions of the conformal procedure. Means and
standard deviations of these estimated rates are then aggregated over the five independent repetitions
of the µ(L) training process.
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Figure 7: Unpreempted failure rates (top) and false alarm rates (bottom) on the Ruins task, under
various distribution shifts (organized by column), using a fully trained µ(L) (“trained”) vs. randomly
initialized µ(L) (“random”). Means (solid lines) and standard deviations (envelopes) of the rates are
aggregated over the five training repetitions of the µ(L) models. Horizontal dashed lines (top) are δ.

Fig. 7 shows detailed results for Ruins (plots for other tasks are in the supplementary material). The
top panels show that when the assumptions of Prop. 3.1 are satisfied (i.e., νcalib = νdeploy), unpre-
empted failure rate is almost always beneath or within one standard deviation of δ, corroborating our
theoretical results. Occasional deviations slightly above δ can be explained by noise in the empirical
estimation of the true unpreempted failure rate. Even when νcalib ̸= νdeploy, unpreempted failure
rate still remains near or below δ. The bottom panels show that the training procedure for µ(L) can
significantly reduce the false alarm rate compared to an untrained µ(L), especially for smaller L.
Again, this property appears relatively robust against distribution shift. Note that untrained µ(L)

only achieve low unpreempted failure rates at the cost of high false alarm rates for all L.

We summarize these results across all environments with the following aggregated metrics. For
unpreempted failure rate, we extract the envelope lower bounds in Fig. 7 (top) and then report their
average and maximum over all L in Fig. 8 (top). As expected from Prop. 3.1, δ lies above these
envelope lower bounds for almost all L and environments when νcalib = νdeploy, and in some cases
for νcalib ̸= νdeploy.

For false alarm rate, we define “effective lead time” as the smallest L for which the random and
trained false alarm envelopes overlap, minus one. Effective lead times are shown in Fig. 8 (bottom).
We see that for several environments, especially Humanoid Bench and Ruins, conformal preemption
can achieve meaningfully low false alarm rates with non-trivial lead times, and with some robustness
against distribution shift.

6 Conclusion

We have presented a conformal preemption method to anticipate policy failures during sequential
decision making. Bounds on unpreempted failure rate are formally guaranteed, and careful training
of the failure prediction model achieves meaningful reductions in false alarm rate. These results hold
when calibration and deployment distributions match, but also exhibit some graceful degradation
under the form of distribution shift tested here.
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Figure 8: Summary statistics for all environments. Top: Average (bars) and maximum (lines)
unpreempted failure rates over all L. Horizontal dashed lines indicate δ. Bottom: Effective lead
times (defined in main text). Horizontal dashed lines indicate Lmax.

Our investigation raises some interesting questions surrounding theoretical lower bounds on false
alarm rates and how to achieve them in practice, which are a topic for future work. Future work can
also explore more varied forms of distribution shift, potentially leveraging recent theoretical work
on this topic. Lastly, this work should be validated and extended in more complex settings, includ-
ing more limited observability, more realistic sensing (e.g., image-based), multi-agent settings, and
physical hardware experiments.
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A Unpreempted Failure and False Alarm Rates

Detailed rate data for environments not reported in the main text are included in the following
figures:
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Figure 9: Unpreempted failure rates (top) and false alarm rates (bottom) for Cart Pole, same format
as Fig. 7.

0.05

0.10

U
np

re
em

pt
ed

 F
ai

lu
re

(0.1, 0.1)

0.00

0.02

0.04

0.06
(0.1, 0.2)

0.00

0.05

0.10

(0.1, 0.3)

0.025

0.050

0.075

0.100
(0.2, 0.2)

0.025

0.050

0.075

(0.2, 0.3)

0.00

0.02

0.04

0.06

(0.3, 0.3)

0 20 40

0.2

0.3

0.4

0.5

Fa
ls

e 
Al

ar
m

0 20 40

0.3

0.4

0.5

0 20 40

0.20

0.25

0.30

0.35

0 20 40

0.3

0.4

0 20 40

0.20

0.25

0.30

0 20 40

0.2

0.3

random
trained

L

R
at

es

(νcalib, νdeploy)

Figure 10: Unpreempted failure rates (top) and false alarm rates (bottom) for Lunar Lander, same
format as Fig. 7.
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Figure 11: Unpreempted failure rates (top) and false alarm rates (bottom) for Humanoid Bench,
same format as Fig. 7.


