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Summary
Being able to solve a task in diverse ways makes agents more robust to task variations and

less prone to local optima. In this context, constrained diversity optimization has become a
useful reinforcement learning (RL) framework for training a set of diverse agents in parallel.
However, existing constrained-diversity RL methods often under-explore in complex tasks such
as robot manipulation, resulting in limited behavioral diversity. We address this with a two-
stage curriculum that introduces a spline-based trajectory prior as an inductive bias to produce
diverse, high-reward behaviors in an initial stage, and then distills these behaviors into reactive,
step-wise policies in a second stage. In our empirical evaluation, we provide novel insights into
challenges of diversity-targeted training and show that our curriculum increases the diversity
of learned skills while maintaining high task performance.

Contribution(s)
1. This paper studies the problem of optimality-constrained training of diverse policies in the

context of robot manipulation. We empirically show that collision penalties and contact
mode switching are key challenges for existing methods, leading to low diversity.
Context: Constrained diversity optimization has become a popular framework for training
a set of diverse policies (Zahavy et al., 2023). Previous work considers predominantly free-
space locomotion and navigation tasks (Zahavy et al., 2023; Vlastelica et al., 2024; Pang
et al., 2023). In robot manipulation, however, different solutions, such as differing grasp
orientations or contact points, tend to lie in different modes on the reward manifold, so
they cannot be bridged with local exploration (Choi et al., 2024). While these observations
have been discussed in the context of trajectory optimization before (Pang et al., 2023), we
demonstrate that they also limit diversity-focused actor-critic methods.

2. We introduce an efficient two-stage trajectory-first curriculum tailored to constrained diver-
sity optimization in RL.
Context: The algorithm first explores smooth trajectories using a novel blackbox optimiza-
tion method and uses the discovered behaviors to anchor policy training. This exploration
strategy, while simple, is a surprisingly efficient recipe for training diverse robot manipula-
tion skills.

3. We present an algorithmic recipe for diversity-preserving offline-to-online RL. In particular,
we discover specific components to efficiently train diverse policies from offline data.
Context: Prior offline-to-online RL methods (Ball et al., 2023; Zhou et al., 2025) focus
on the training of single policies. While our curriculum generates the exploration data au-
tonomously, our findings on offline-to-online RL in the context of diversity-seeking RL are
applicable to other data sources beyond trajectory optimization data, e.g., expert demonstra-
tions.
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Abstract

Being able to solve a task in diverse ways makes agents more robust to task varia-
tions and less prone to local optima. In this context, constrained diversity optimiza-
tion has become a useful reinforcement learning (RL) framework for training a set of
diverse agents in parallel. However, existing constrained-diversity RL methods often
under-explore in complex tasks such as robot manipulation, resulting in limited behav-
ioral diversity. We address this with a two-stage curriculum that introduces a spline-
based trajectory prior as an inductive bias to produce diverse, high-reward behaviors
in an initial stage, and then distills these behaviors into reactive, step-wise policies in
a second stage. In our empirical evaluation, we provide novel insights into challenges
of diversity-targeted training and show that our curriculum increases the diversity of
learned skills while maintaining high task performance.1

1 Introduction

While reinforcement learning (RL) has achieved remarkable success in complex tasks, most RL
methods assume a unimodal action distribution and produce only a single policy. In contrast, hu-
mans and animals can solve the same task using multiple qualitatively different strategies. A lack of
behavioral diversity may lead to agents that are brittle to environmental perturbations and thereby
trapped in local optima (Page, 2017; Hong & Page, 2004), which is a core challenge to deploying ro-
bust autonomous agents. Therefore, this work considers the discovery of a policy set that maximizes
the reward in diverse ways.

A number of previous works have investigated this problem from various perspectives. Notably, the
fields of Novelty Search (NS) and Quality-Diversity (QD) have proposed algorithms that populate
an archive of solutions based on their novelty and performance (Lehman & Stanley, 2011a;b; Conti
et al., 2018). Gradient-based RL approaches instead train multiple policies in parallel on intrinsic
diversity rewards that are combined with extrinsic task rewards using Lagrange multipliers (Za-
havy et al., 2023), bandits (Parker-Holder et al., 2020), or linear combinations (Kumar et al., 2020;
Masood & Doshi-Velez, 2019; Gangwani et al., 2019). While these approaches have produced im-
pressive outcomes, they often implicitly assume that sufficiently diverse high-reward behaviors are
easily reachable under the data distribution induced by online policy optimization. As a result, most
prior work focused on free-space locomotion and navigation domains (Eysenbach et al., 2019; Za-
havy et al., 2023; Cheng et al., 2024; Vlastelica et al., 2024; G Leon et al., 2024) where different
strategies tend to be easier to discover (Choi et al., 2024). However, when exploration is challenging,
diversity objectives can become ineffective because alternative strategies are too rarely discovered
to be reinforced, and the policy set may collapse to a single mode as a result.

1Project website with videos and code: https://sites.google.com/view/trajectoryfirst.

https://sites.google.com/view/trajectoryfirst
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Figure 1: Left: Overview of the proposed diversity curriculum. We use a spline-based trajectory
prior to improve exploration. First, an evolution strategy explores in trajectory space to maximize
diversity of trajectory parameters ! 2 
 under performance constraints. Then, this data is used to
warmstart the online training of multiple RL agents � 2 � to solve the same optimization problem in
policy space. Right: Diverse and near-optimal box pushing and button pressing policies discovered
by our approach.

We illustrate this issue on the example of robot manipulation. In manipulation, object states are
mediated by intermittent contacts, and qualitatively different strategies often correspond to different
contact sequences. This yields sparse diversity signals, as the mapping from robot actions to diverse
object states is non-smooth and dominated by contact discontinuities (Pang et al., 2023). As a
result, diversity-seeking objectives may still collapse to a few modes and remain under-evaluated in
challenging contact-rich tasks (Rho et al., 2025; Emukpere et al., 2024), a �nding that we corroborate
in this work.

Inductive biases have driven signi�cant advances in RL (Pateria et al., 2021; Battaglia et al., 2018;
Ramesh & Ravindran, 2023). We argue that diversity optimization also bene�ts from inductive bi-
ases, particularly those that explicitly address exploration. We therefore propose a new and simple
trajectory-�rst curriculum for learning diverse policies. In contrast to local exploration methods
such as noise-based exploration, we �rst explore in trajectory space which enables to effectively
jump between modes and produces diverse high-reward anchors for policy learning. Concretely,
the curriculum (i) uses an evolutionary search over open-loop action sequences to uncover a diverse
set of high-reward behaviors and (ii) distills these behaviors into distinct, off-policy, model-free
policies. While prior work proposed similar formulations that �rst solve exploration and then learn-
ing (Campos et al., 2020; Nair et al., 2018), we do not rely on human demonstrations and propose
an evolutionary approach to maximize diversity at the trajectory level instead of optimizing neural-
network parameters during exploration.

In short, we make three contributions with this work. First, we empirically demonstrate that explo-
ration is a key challenge, limiting existing constrained diversity optimization methods in the context
of robot manipulation (Figure 4). Second, we propose a novel curriculum for diversity optimiza-
tion under extrinsic task rewards (see Figure 1). Finally, we present a stabilization recipe, including
a vmax -trick and high update-to-data ratios, to effectively distill diverse trajectories into a set of
reactive policies (Section 3.2).

2 Preliminaries

Markov Decision Process. We model each task as a discrete-time Markov Decision Process (MDP)
M = (S; A; p; r; 
). At each time step t, the agent in state st 2 S selects action at 2 A, transitions
to st+1 with probability p(st+1 j st ; at ), and receives reward rt , r(s t ; at ) 2 [r min ; rmax ]. The
objective is to learn a policy �� (a j s), parameterized by � 2 Rd, that maximizes the discounted
return J(�) = E (s t ;a t )��

� P 1
t=` 
 t�` r t

�
with discount factor 
 2 [0; 1). We denote by �� (s; a)

the state–action occupancy measure and by �� (s) its marginal over states following Haarnoja et al.
(2018).



Trajectory First: A Curriculum for Discovering Diverse Policies

Constrained Diversity Optimization. While earlier works used scalars to balance diversity and
task rewards, Zahavy et al. (2023) introduced the following constrained MDP formulation:

max
� n

Diversity(� n ) s.t. J(�) � �v � ; 8 � 2 � n (1)

where � n is the current set of policies, v� , max � J(�) is the value of the optimal policy in the
MDP and � 2 [0; 1] is a hyperparameter controlling the optimality constraint. This constrained
optimization problem can then be solved ef�ciently using dual descent on the Lagrange multipli-
ers (Altman, 2021; Borkar, 2005). We adopt the same problem formulation in this work. To quantify
diversity, we will measure the (squared) distance to the nearest neighbor, which shall be maximized:

Diversity(� n ) :=
1
n

nX

i=1

min
� j 6=� i

k E
s�� � i

[�(s)] � E
s�� � j

[�(s)]k 2; (2)

where �(�) : S ! R f are state-based features, which generally can be manually de�ned or learned,
for instance using the successor feature method (Barreto et al., 2017; Abbeel & Ng, 2004). To
optimize Eq. (1), the common framework is to employ one-hot skill encodings z(st ) 2 f0; 1g n as
conditioning for a single policy and Q-function (Eysenbach et al., 2019; Zahavy et al., 2023). We
follow this approach in our work and slightly abuse notation by writing z(st ) to denote the skill of a
state and z(� ) for the skill of a full trajectory.

Novelty Search. Novelty search techniques are rooted in evolutionary search. Most novelty-search
approaches to skill learning maximize diversity by using the entropy of the current policy set as an
intrinsic reward (Conti et al., 2018; Lehman & Stanley, 2011a). A common choice is the particle-
based k-NN entropy estimator (Singh et al., 2003), which estimates the sparsity of the distribution
based on the distance between the datapoints fxi gn

i=1 and their k-th nearest neighbor H(X) /
P

x i 2X logkxi � x (k)
i k, where X = fx i gn

i=1 are samples (or policy embeddings) and x(k)
i denotes

the k-th nearest neighbor of xi . For k = 1, the estimator̂H reduces to a sum of log nearest-neighbor
distances:

Ĥ(X) :=
X

x i 2X

log
�

min
x j 6=xi

kx i � x j k
�

; (3)

making its close relation to the nearest-neighbor diversity objective in Eq. (2) immediate when xi is
chosen as a policy embedding, i.e., xi = E s�� � i

[�(s)].

3 Evolutionary Exploration for Diverse Policy Discovery

To prevent diversity optimization from collapsing into local optima, we propose a two-stage cur-
riculum: (i) exploring the space of trajectories via an evolution strategy (ES) to �nd diverse anchor
behaviors, followed by (ii) distilling them into a set of reactive policies using stabilized constrained
off-policy learning.

3.1 Constrained Novelty Search for Spline-Based Exploration

The �rst stage of our curriculum directly optimizes agent trajectories � 2 RT �u , where T is the
horizon and u the control dimensionality. To provide a smooth inductive bias, we parameterize � as
a B-spline de�ned by control points ! 2 Rm�u . Our goal is to �nd a trajectory set 
n = f! i gn

i=1
that maximizes diversity subject to near-optimality:

max

 n

Diversity(
 n ) s.t. v! i � �v � ; 8! i 2 
 n ; (4)

where v! i = J ext(� (! i )) =
P T

t=0 r ext(si
t ; ai

t ) is the undiscounted return and v� is the optimal task
performance. To estimate the trajectory value v! i we roll out the interpolated controls in the MDP
and collect the undiscounted return. Since rext is often non-differentiable and contact-rich, we opt
for blackbox optimization to solve Eq. (4).
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Speci�cally, we introduce a diversity-seeking trajectory optimization approach, Constrained Nov-
elty Search (CNS), which maintains one search distribution per trajectory parameter vector !i . We
optimize the entropŷH of the set (Eq. (3)) via a Lagrangian objective:

min
� i �0

max
! i

L(! i ; � i ) = J int(� i ) + � i (v! i � �v � ); � i � 0: (5)

To ensure stability, we follow Zahavy et al. (2023) and bound the multipliers using a sigmoid �(�i ),
yielding the weighted objective:

L(� i ; � i ) =
X

(s i
t ;a i

t )2� i

[1 � �(� i )] r int(si
t ) + �(� i ) r ext(si

t ; ai
t )

=
X

(s i
t ;a i

t )2� i

�
[1 � �(� i )] log

�
min

� (! j )2
 n
k�(s i

t ) � �(s j
t )k2

�
+ �(� i ) r ext(si

t ; ai
t )

�
; (6)

where � is a feature extraction function that projects the states to a lower dimension. We optimize
! i using CMA-ES (Hansen & Ostermeier, 2001), which is highly ef�cient for the moderately sized
parameter space of B-splines (m�u � dpolicy). This is empirically more sample-ef�cient than using
isotropic search distributions, as it was proposed in prior novelty-seeking blackbox optimization
approaches (Conti et al., 2018; Parker-Holder et al., 2020, see Section B.4 for further discussion on
this). The multipliers �i are updated via gradient-based dual descent on the suboptimality gap. The
full procedure is outlined in more detail in Algorithm 1.

3.2 Ef�cient Policy Diversity Optimization with Prior Data

In the second stage, we distill the diverse CNS trajectories D = f(�i ; zi )gC
i=1 into a set �n of n

reactive, skill-conditioned policies �z that preserve diversity while satisfying the near-optimality
constraint in Equation (1). We adopt the Domino framework (Zahavy et al., 2023), treating the
gradient of the diversity objective as an intrinsic reward:

r int(st ; at j z) = �(s t )> � �� z � �� j
�

; s.t. �� j = arg min
j6=z

k �� z � �� j k2
2; (7)

where �� z = E s�� � z
[�(s)] are the expected features per skill. The resulting policy objective maxi-

mizes the expected cumulative discounted extrinsic and intrinsic rewards:

min
� i �0

max
� i

E
s0 ;� i

"
TX

t=1


 t �
[1 � �(� i )] r int(� � i ) + �(� i ) r ext(� � i ))

�
#

: (8)

As in the CNS step, we alternate policy and multiplier updates. The multipliers are updated on
the suboptimality gap min� i � i (v� i � �v � ). We follow Domino in estimating policy values and
features using their undiscounted average over time, i.e., vi = lim T !1

1
T Es0 ;� i

P T
t=1 r t and �� i =

limT !1
1
T Es0 ;� i

P T
t=1 �(s t ).

Although the Domino reward in Eq. (8) permits balancing task and diversity objectives, distilling
reactive policies from prior data under this reward is nontrivial. To ensure stable distillation in
contact-rich tasks, we introduce three critical modi�cations to standard constrained learning:

1. Symmetric Sampling. To prevent diversity collapse during the transition to online RL, we use
a strati�ed buffer and symmetric sampling (Ball et al., 2023; Vecerik et al., 2017; Ross & Bagnell,
2012). Each training batch is composed of 50% online data and 50% �ltered CNS trajectories. The
latter are selected from the top 25% of samples based on their returns. This ensures ef�cient learning
that does not suffer from diversity collapse as the policies become reactive. In addition, we initialize
the expected features for Eq. (7) with the averages over the CNS dataset.

2. The vmax -trick. Prior work noticed that the optimization of Equation (1) can be unstable and
challenging (Fu et al., 2023). We identify the estimation of the optimal value v� as key for learning
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stabilization. Moving it too quickly will suppress diversity, and induce high target non-stationarity
while moving it too slowly prevents ef�cient learning. While Zahavy et al. (2023) train an expert
policy that only maximizes extrinsic reward to estimate v� = v � ext, we propose

v�  maxfv � ; max
i

vi g; (9)

which tracks the maximum performance achieved across all skills (including a dedicated extrinsic-
only expert) and throughout the training history. This provides a monotonically increasing, stable
target for the suboptimality constraint. To prevent underestimation, we still train a dedicated expert
policy but reduce the �uctuations of value estimates via taking the historical maximum over the
entire policy set.

3. High Policy UTD. Standard of�ine-to-online RL often uses a high update-to-data (UTD) ratio for
the critic while keeping the policy update infrequent (Ball et al., 2023). The intuition is to quickly
�t the critic on the guiding of�ine data without over�tting the policy to recent online experience.
However, in diversity optimization, the intrinsic reward is inherently non-stationary as it depends on
the state occupancy of the current policy set. We therefore propose to reduce the update asymmetry
between actor and critic for diversity-seeking of�ine-to-online RL. Updating the policy multiple
times per environment step is essential to keep pace with the shifting intrinsic landscape, leading to
signi�cantly faster and more stable mode discovery.

4 Related Work

Diversity-Driven Policy Discovery. Behavioral diversity objectives in policy learning have been
approached with techniques from two main categories, namely gradient-free policy search and clas-
sical gradient-based RL. Quality-Diversity (QD) and evolutionary methods search in a gradient-free
manner, populating archives of high-performing, behaviorally distinct solutions (Mouret & Clune,
2015; Cully et al., 2015) or co-optimizing �tness and novelty across populations (Ulrich & Thiele,
2011; Parker-Holder et al., 2020; Braun et al., 2025). In principle, these approaches could be used in
the �rst step of the proposed curriculum. However, most prior work focuses on optimizing in policy
parameter space before distilling policies (Faldor et al., 2023; Macé et al., 2023; Batra et al., 2024),
a less effective process as we �nd in this work. In gradient-based RL, diversity is often tackled via
intrinsic motivation bonuses (Eysenbach et al., 2019; Sharma et al., 2020; Fu et al., 2023; Chen et al.,
2024; Celik et al., 2024). Recent advances have shifted the focus from intrinsic reward de�nition
toward optimization frameworks. For instance, Celik et al. (2024) proposed a mixture-of-experts
approach for training policies that specialize on different conditions in the environment. Concur-
rently, Lagrange multipliers have emerged as a key technique for balancing task optimality against
behavioral diversity (Zahavy et al., 2023; Grillotti et al., 2024; Vlastelica et al., 2024; G Leon et al.,
2024). While most of these works focus on the optimization perspective of diverse policy learning,
i.e., when to update which policy and how, they often assume that a diversity objective alone can
drive discovery. However, we show that this is insuf�cient for discovering globally distinct modes
in complex robot manipulation tasks.

Exploration in RL. Exploration is a fundamental aspect of RL enabling agents to effectively learn
and generalize. Effective exploration in robotics remains a fundamental challenge due to the sparsity
of high-reward regions and the complexity of contact dynamics. Common strategies include local
noise-based exploration (Haarnoja et al., 2018; Fortunato et al., 2018), knowledge-based explo-
ration (Burda et al., 2019), and empowerment-based exploration (Houthooft et al., 2016; Eysenbach
et al., 2019; Laskin et al., 2022). However, these typically operate at the level of step-wise action
selection. To address this, recent work has explored trajectory-level learning, often using move-
ment primitives as action representations (Otto et al., 2023; Klink et al., 2020). While effective for
discovery, open-loop action sequences lack the reactivity required to handle perturbations and error
recovery. Our work bridges this gap as we leverage the exploration bene�ts of trajectory-level search
via B-splines, but unlike prior episodic methods (Celik et al., 2024), we distill these behaviors into
reactive, closed-loop policies.
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Figure 2: Final trajectories on the maze navigation tasks. Each color depicts a different skill zi .
Standard constrained diversity optimization (Domino) underexplores the environment. We see that
our method discovers the highest number of distinct paths through the maze.

RL Finetuning from Of�ine Data. The second stage of our curriculum relates to the �eld of
of�ine-to-online RL, where agents have access to a static of�ine dataset as well as the environment
for learning (Zhou et al., 2025). Key challenges in this regime are potential distributional shifts and
catastrophic forgetting of the of�ine prior during online adaptation (Chen et al., 2025). Strategies
such as data retention and symmetric sampling have proven effective for maintaining task perfor-
mance (Ball et al., 2023; Nair et al., 2018). Crucially, however, prior work focuses almost exclu-
sively on maximizing a single optimal policy. We extend this paradigm to the multi-policy setting,
investigating how data selection and sampling strategies in�uence the retention and ampli�cation of
diversity.

5 Experiments

Our evaluation characterizes the limitations of contemporary diversity-seeking RL and demonstrates
the ef�cacy of trajectory-level curricula. Speci�cally, we investigate:

(i) Exploration Failure: Does local policy-space exploration in constrained diversity optimiza-
tion (e.g., Domino) discover diverse policies in robot manipulation tasks?

(ii) Curriculum Effectiveness: Can a trajectory-level prior effectively anchor agents in diverse,
high-reward functional modes?

(iii) Stabilization Analysis: Which algorithm components are necessary to prevent diversity de-
cay during the transition from open-loop trajectories to reactive policies?

(iv) Reward Robustness: How robust is our method to reward landscapes characterized by high
penalties, as they are common in robotics?

5.1 Experimental Setup

Task Environments. We evaluate on four robotic tasks designed to test diversity across navigation
and robotic manipulation. All environments are depicted in Fig. 11 in the appendix. (1) Maze
Navigation: A robot must navigate a rod attached to its gripper through a maze without collisions.
Diversity is measured on the rod trajectories in the xy-plane across 10 skills. (2) Cube Pushing: The
agent must push a cube on a table as far as possible. Diversity is de�ned by the object trajectories in
the xy-plane across 5 skills. (3) Button Press: The robot must press a button. Diversity is measured
via contact forces between the button and different robot links as well as robot poses, encouraging
whole-body manipulation strategies. We train 5 skills on this task. (4) Cube Flip: A task requiring
the agent to �ip a cube, possibly using environmental structures. This task assesses the performance
of our method in contact-rich tasks that require precise manipulation. Diversity is measured using
the contact forces between the cube and the environmental structure to quantify the contact mode
variation. We again train 5 skills on this task. For full environment details, we refer to Section C.
We encourage viewing the supplementary video that displays our policies and contrasts them with
prior methods.
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(a) Maze Navigation (b) Button Press (c) Cube Push (d) Cube Flip

Figure 4: Final results across the four tasks. Our method �nds more diverse solutions than the base-
lines without compromising on task performance. We report the IQM of �nal returns and diversity
across 5 seeds as well as 95% bootstrapped CIs.

Setting and Baselines. To guarantee a fair comparison, all baselines are allocated the same to-
tal number of environment steps for online training as our curriculum uses for CNS and learning
together. We compare against: (i) Domino (Zahavy et al., 2023), representing state-of-the-art con-
strained diversity optimization; (ii) Parameter Noise (Fortunato et al., 2018) for policy parameter-
space exploration; and (iii) DIAYN (Eysenbach et al., 2019) as an unsupervised skill discovery
baseline, which we �ne-tune with the Domino objective to maximize task performance. All code
uses SAC as the core algorithm (Haarnoja et al., 2018) and uses return normalization, critic ensem-
bling, and layer norm.For further implementation details, we refer to Section C. In our evaluation
we report the expected return across all policies as well as the policy diversity de�ned by Eq. (2).
All experiments are repeated across �ve seeds over which we report the interquartile mean (IQM)
and bootstrapped 95% con�dence intervals (CIs).

5.2 Analysis of Constrained Policy Optimization Bottlenecks

Figure 3: Results of benchmarking the proposed curriculum
exploration against other diversity-seeking RL methods. We
report the normalized performances across all tasks relative
to plain Domino using IQM and �95%-CI computed over 5
seeds. Individual per-task learning curves are listed in Sec-
tion B.1.

Investigating the performance of de-
fault constrained diversity optimiza-
tion, i.e., Domino, we see that the
policy sets lack diversity. Qualita-
tively, we observe in Fig. 2 that most
policies take the safe routes around
the obstacle region to avoid collision,
resulting in few behavioral modes be-
ing covered. In contrast to free-
space navigation, the collision penal-
ties in this task make the behavioral
modes disconnected and challenging
to bridge, causing Domino to produce
limited policy diversity. We corrobo-
rate these �ndings in the more chal-
lenging manipulation tasks. While
task performance is high overall, pol-
icy diversity is lacking (Fig. 3 & 4).
For instance, in the button press task,
often all policies use the same part of the robot morphology to press the button. While the speci�c
robot link varies across seeds, it is consistent within a single seed, which underlines that the diversity
optimization only occurs within a single local optimum (Fig. 12 illustrates policy snapshots). This
indicates that while diversity constraints are theoretically appealing, local gradients in policy space
are insuf�cient to jump between different (disconnected) regions on high-reward manifolds.
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(a) v� Estimation (b) Symm. Sampling Ablation(c) Diversity Objective Ablation (d) Policy Delay Analysis

Figure 5: Ablation studies: (a) When estimating the optimal MDP value v� , the vmax -trick improves
learning. (b) Symmetric sampling beats BC pretraining to incorporate CNS data. (c) Only using
the diverse of�ine data does not suf�ce to learn diverse policies, a dedicated diversity objective is
still required. (d) Achieving a high UTD only by updating the critic frequently is not optimal in
the constrained diversity optimization setting, as the critic depends on the state occupancy under the
current policy.

5.3 Improvements via Trajectory-Level Priors

Figure 3 displays the task and diversity scores of all methods across all tasks. Our method achieves
a 1.5x increase in diversity over the strongest baseline at similar task performance. We want to
highlight that this is despite the learning delay due to the CNS environment steps, as indicated by
the in�ection points in the per-task curves (Fig. 7). Speci�cally, we observe that the �nal diver-
sity of the policy sets produced by our method is signi�cantly higher (Fig. 4), while the speed of
learning matches the baselines (Fig. 3). Despite our �nding that noise-based exploration also im-
proves over Domino in the relatively simple navigation task (Figure 2), these improvements via
the baseline exploration methods do not materialize on the more challenging manipulation tasks.
Particularly on the button press task, parameter noise performs poorly, mainly because the noise-
based exploration leads to frequent collisions with the button-box, resulting in negative rewards, so
the �nal policies tend to refrain from manipulating (see Fig. 12). Similarly, we observe that the
skill-based DIAYN policy pretraining fails to increase downstream manipulation policy diversity.
We �nd that this happens because the discriminator is prone to exploiting proprioceptive variances
that do not change the object state, e.g., by varying joint angles in free space. This is in line with
prior work on unsupervised skill discovery in robotics, which reported little success of DIAYN for
loco-manipulation (Cathomen et al., 2025). In contrast, by performing CNS in the structured space
of B-splines, our curriculum discovers diverse contact modes that are subsequently distilled into
reactive policies. For an in-depth discussion of this, we refer readers to Section B.2.

5.4 Which Algorithmic Design Choices Matter?

While we have established above that our method improves over prior work, we now discuss which
aspects speci�cally contribute to its success. In Fig. 5, we report ablations of the key components of
our learning approach aggregated across all tasks.

Diversity optimization beats pure distillation. Fig. 5b shows that combining Domino with sym-
metric sampling yields much higher returns and policy diversities than behavior cloning (BC) pre-
training followed by standard Domino. This corroborates the �ndings of Ball et al. (2023) and
extends them to diversity objectives that are beyond standard linear RL objectives.

Symmetric sampling beats BC pretraining. We observe in Fig. 5c that simply �netuning multiple
policies from the CNS data without an additional diversity objective leads to diversity collapse. This
demonstrates the importance of the diversity-focused training that we propose.

v � -estimation is crucial. Fig. 5a shows that removing the vmax -trick yields lower return and di-
versity. Interestingly, the same �gure shows that initializing v� with the maximum trajectory value
from the CNS data reduces performance as well. This illustrates a key factor in constrained diver-
sity optimization: by gradually increasing v� , the diversity objective is optimized early on and not
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suffocated by the task objective at early stages. This induces an implicit curriculum that gradually
increases optimality pressure as v� increases over time. Our results show that stabilizing this cur-
riculum is key, since it reduces target variance for policies and intrinsic critics. We further �nd that
these �ndings are applicable beyond our curriculum in Figure 9 in the appendix, which shows im-
provements for plain Domino too. Hence, we hope that they help mitigating stability-related issues
that were reported related to Domino in the past (Fu et al., 2023).

Reducing the policy-critic update asymmetry improves learning. Contrary to common practices
in of�ine-to-online RL, we �nd that an increased policy UTD is crucial for learning performance
(Fig. 5d). When using an UTD of 8 policy updates per (batched) environment step and Lagrange
multiplier update, the performance on the cube task is signi�cantly higher compared to only updating
it once. Commonly, it is recommended to use a high UTD for the critic to quickly learn from the
of�ine data while learning the policy at a slower pace to not over�t to recent experience. In our
setting, however, the (intrinsic) critic depends on the state visitation distribution of the policy, which
in turn depends on the Lagrange multipliers and the critic. In this context, limiting the asymmetry
of policy and critic updates stabilizes policy targets and improves overall learning performance.

5.5 Robustness to Reward Speci�cation

Figure 6: Robustness analysis. Our
method is more robust to reward for-
mulation details than plain Domino.

In real-world robotics, reward shaping is often key to suc-
cess, and common gym environments include highly engi-
neered reward functions. In particular, collision penalties
are required for learning safe behaviors, but tuning their
scale can be tedious (Tao et al., 2025; Zakka et al., 2025).
If their weight is too low, the robot learns unsafe policies.
Yet, if they are too high, the agent avoids all contacts so
that it does not collide. We simulate such a misspeci�ed
reward by signi�cantly increasing collision penalties in the
button press task. Under these conditions, the exploration-
exploitation trade-off in Domino breaks down, resulting in
risk-averse policies that fail to interact with the object en-
tirely. This is re�ected in �nal returns near zero in Figure 6.
Our method remains robust because the CNS phase provides a warmstart within the high-reward re-
gion, effectively bypassing the local optima of the high-penalty landscape. While the return reduces
too, the overall return is much higher and all policies solve the task.

6 Conclusion

Summary. In this work, we addressed the fundamental challenge of discovering diverse behaviors.
Focusing on robot manipulation tasks, we identi�ed that a major bottleneck in constrained diversity-
optimizing RL is not the learning objective itself, but rather the reliance on local exploration, which
frequently fails to discover diverse contact modes or paths around obstacles. To mitigate this, we
introduced Trajectory-First, a two-stage curriculum that bridges global trajectory-level exploration
and reactive policy control. By anchoring the learning process in a diverse set of B-spline trajec-
tories, we provide an inductive bias that enables the discovery of diverse policies. Our evaluation
demonstrates that our curriculum achieves a signi�cant increase in behavioral diversity without com-
promising task performance. Furthermore, we provided a recipe for stable of�ine-to-online policy
learning with diversity objectives, including the vmax -trick and high policy UTD ratios. We believe
these �ndings can be instrumental for future work in constrained diversity optimization.

Limitations and Future Work. Despite its effectiveness, our approach has limitations that present
avenues for future research. First, our diversity objective relies on a state-feature mapping �(s).
While successor features of states can be used, we de�ne features on rolling means of subsets of raw
observations, following Zahavy et al. (2023). While this provides control over what diversity should
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be optimized, future work could investigate coupling our curriculum with representation learning to
discover diversity directly from raw observations. Second, our two-stage curriculum uses a �xed
transition from trajectory search to policy distillation. An adaptive switching mechanism that iter-
ates between CNS and policy learning could further improve sample ef�ciency and generalization.
Finally, while we successfully demonstrated diverse manipulation policies, we focus on tasks that
require little long-horizon reasoning in this work. Future work could extend this to discover diversity
at a high-level planning and low-level control level jointly.
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A Algorithm

Algorithm 1 Curriculum for discovering diverse policies.
Input: Environment env, Optimality ratio �, Num. skills n, CNS learning rates �cns

� ; � cns
� ; � cns

v ,
RL learning rates �rl� ; � � ; � V ; � � , Init. SAC temperature �

1: // 1. Constrained Novelty Search
2: Initialize population parameters !i for skills i = 1; : : : ; n
3: Initialize v�  0, EMAs �� i ; vi and Lagrange multipliers �cns

i  0 for i = 1; : : : ; n
4: Dcns  fg
5: for Iteration t = 1; : : : ; T do
6: for Population i = 1 : : : n do
7: f� i

1; : : : ; � i
m g  env.rollout(! i )

8: Update !i given (1 � �(� cns
i )) r int(f� i

1; : : : ; � i
m g) + �(� cns

i ) r ext(f� i
1; : : : ; � i

m g) (Eq. 6)
9: �� i  (1 � � cns

� ) �� i + � cns
� E[�(� i )] (Population feature EMA)

10: vi  (1 � � cns
v ) vi + � cns

v E[r ext (f� i
1; : : : ; � i

m g)] (Population value EMA)
11: v�  max fv � ; max fv j : j = 1; : : : ; ngg (Update estimate of v� )
12: if t%LAMBDADELAY = 0 then
13: � cns

i  � cns
i � � cns

� (vi � �v � ) (Lagrange loss)
14: end if
15: Dcns  D cns [ f� i

1; : : : ; � i
m g (Add data to buffer)

16: end for
17: end for
18:

19: // 2. Constrained RL Diversity Optimization
20: DRL  fg; Filter D cns and keep top 25% of trajectories per skill
21: Reset vi  0 and �� i  E st

i �� i [st
i ] for i = 1; : : : ; n; set v �  0

22: Initialize shared critic nets �ext
V ; � int

V , policy net �� and RL multipliers �rli  0 for i = 1; : : : ; n
23: for Iteration t = 1; : : : ; I do
24: // Environment steps (sample skill once per episode)
25: If new episode sample z � p(z) (�xed for episode)
26: at � �(a t j st ; z); st+1 � p(s t+1 j st ; at ) (Step environment)
27: DRL  D RL [ f(s t ; at ; r ext ; r int ; �(s t ; at ); st+1 ; z)g
28: // Training steps
29: B  B 1 [ B 2 with B1 � D cns , B2 � D RL (Symmetric sampling)
30: � ext

V  � ext
V � � V r � ext

V
J ext

V (� ext
V ; B) (J ext

V = E B [TD ext (s)2])
31: � int

V  � int
V � � V r � int

V
J int

V (� int
V ; B) (J int

V = E B [TD int (s)2])

32: Qmix  [1 � �(� rl
i )] Q̂int (x; � int

V ) + �(� rl
i ) Q̂ext (x; � ext

V ) (Policy target; Eq. 8)

33: J� (� � ; B)  E (s;a)�B

h
� log � � � (a j s) � Q mix

i

34: � �  � � � � � r � � J � (� � ; B) (Update policy)
35: � rl

i  � rl
i � � rl

� (vi � �v � ) (Lagrange loss)
36: // Feature and value Update
37: �� i  (1 � � rl

� ) �� i + � rl
� E[�(s)] (Population feature EMA)

38: vi  (1 � � rl
v ) vi + � rl

v E[r ext ] (Population value EMA)
39: v�  max fv � ; max fv j : j = 1; : : : ; ngg (Update estimate of v� ; Eq. 9)
40: end for
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(a) Maze Navigation (b) Button Press (c) Cube Push (d) Cube Flip

Figure 7: Full learning curves. We report IQM and bootstrapped 95%-CIs across 5 seeds.

B Additional Results

B.1 Full Learning Curves

We list the full learning curves in Fig. 7. These curves illustrate the evolution of both task per-
formance and behavioral diversity over the course of training. Overall, we observe strong �nal
performance of our method. A characteristic feature of our method is the CNS-based exploration
during early environment interactions. This is re�ected by �at curves at the start, since policy learn-
ing is delayed until the second curriculum stage starts. Yet, we can see that our method catches up
quickly and surpasses all baselines in diversity. The accompanying qualitative results are depicted
in Figure 12.

B.2 Diversity Objectives for Robot Manipulation

Our empirical results illustrate that diversity optimization in robot manipulation is a challenging
problem. In the following, we discuss the challenges that make this problem unique.

Contact Gradients are Challenging. In manipulation, the object state remains static unless a
contact event occurs. Because these contacts are intermittent, i.e., continuously made and broken,
the resulting gradients for both trajectory and policy optimization are notoriously sparse and dis-
continuous (Suh et al., 2022; Li et al., 2025). Since behavioral diversity in this context necessitates
discovering different contact modes, the diversity objective itself is hard to optimize until the robot
successfully manipulates the object (Choi et al., 2024). This creates a restrictive dependency: mean-
ingful diversity can only emerge once the robot has achieved a baseline level of task competence.
For this reason, the constrained diversity objective in Equation (1) is so suitable to diversity maxi-
mization in manipulation.

Local Optima and Behavior Collapse. While the constrained diversity objective is designed for
these scenarios, it faces a signi�cant performance-diversity trade-off. If the optimizer discovers a
single successful strategy, e.g., a speci�c push, focusing on task performance can make the opti-
mization susceptible to local optima. In the following, attempting to �nd a new angle of attack to
increase diversity often leads to a temporary drop in extrinsic rewards, causing the framework to
revert to the known, high-reward mode. Without an inductive bias like our CNS approach, these
frameworks risk collapsing diversity in favor of stable task completion.
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Figure 8: Exploration data of DIAYN in the cube
push task. While endeffector poses are distin-
guishable between skills, object poses are not.
The variation inside the box arises solely from
non-deterministic resets. Only a single episode of
skill 3 changed the object position.

The Challenges of Discriminator-Based Di-
versity. The characteristics of the manipu-
lation problem have implications for alterna-
tive exploration approaches too. In particu-
lar, skill-based methods like DIAYN seem like
ideal methods to discover diverse skills at �rst
glance. However, choosing the right features
that the discriminator sees is very challenging
for manipulation. As shown in Figure 8, when
trained on full state observations, these meth-
ods often discover distinct end-effector trajec-
tories that fail to interact with the object. This
occurs because moving the arm through free
space is a simpler and more effective way to
satisfy the diversity discriminator than the high-
risk, discontinuous approach of making con-
tact. Conversely, if the discriminator is re-
stricted to object features alone, it tends to over-
�t to spurious noise or non-deterministic re-
sets during the early stages of training before
any object-centric diversity has emerged (Cath-
omen et al., 2025).

B.3 Full vmax Analysis

(a) Trajectory First (b) Domino

Figure 9: The effect of the vmax -trick on our curriculum method compared to its effect on Domino.
The plots depict Domino-relative normalized performance over all tasks and 5 seeds. We report
IQM and 95% CIs. Using vmax to estimate the optimal MDP value improves policy returns while
having no impact on diversity for both Trajectory First and standard Domino.

In Figure 9 we report additional results illustrating the effect of the vmax -trick. The plots show that
accurate estimation of the optimal value v� is crucial for high-performing policies. In addition, we
see that for Domino, the ablation of the vmax -trick also yields lower diversity of the policy set. When
qualitatively inspecting the policies, we �nd that this is since they tend not to manipulate the object
suf�ciently well to induce object-level diversity in these cases. These underline the signi�cance of
the vmax -trick beyond our curriculum. Hence we stress again that all results in the main paper use
the vmax trick unless explicitly stated in the ablation study.

B.4 CNS Analysis

We analyze the performance of the proposed Constrained Novelty Search (CNS) in the following.
We compare it against plain Novelty Search (Conti et al., 2018, NS) and an ablated version of
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(a) Maze Navigation
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(b) Button Press
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(c) Cube Push
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(d) Cube Flip

Figure 10: CNS Analysis. Compared to standard NS CNS achieves higher returns and diversity.
Further, we observe that Lagrange multipliers boost performance on the button press task, while
being a more interpretable hyperparameter than a scalar mixing weight.

CNS that does not use the dynamic Lagrange multipliers and instead relies on a hand-tuned scalar
weight to trade extrinsic and intrinsic reward in Equation (6). The results in Fig. 10 show that CNS
outperforms NS on all tasks in return and diversity. This underlines that using non-isotropic search
distributions for diversity optimization is a key component. The original work that introduced NS
for diversity maximization optimizes policies in neural network parameter space, which prohibits
the usage of second-order-approximating methods like CMA-ES. Our insight to instead optimize
spline parameters permits us to improve the outcome of the behavior optimization considerably.

Further, we see that the introduction of the Lagrange multipliers does not reduce the performance of
CNS. This shows that CNS is a lightweight alternative to NS. In contrast, we even observe higher
returns for CNS on the button press task, which indicates the efficacy of the multipliers in enforcing
the near-optimality constraint. Instead of requiring a parameter search over the scaling of diversity
and task reward, our method offers a simple and intuitive way to trade diversity against optimality. In
many tasks, being 75% optimal has a clear intuition and depends solely on user preferences instead
of meticulous hyperparameter tuning. We therefore believe that CNS can make an impact beyond
our curriculum as a diversity-seeking trajectory optimization method.

C Experimental Details

Each experiment is repeated across 5 different seeds. Where applicable, we report the interquartile
mean (IQM) across all 5 runs and bootstrapped 95% confidence intervals in our plots. We compute
all statistics using numpy and scipy’s stats.bootstrap. In the following, we provide details
about the environments and implementation that we used in this work. All the experiments are
performed on an internal cluster with two NVIDIA RTX PRO 6000 and eight NVIDIA A40 GPUs.
All environments are implemented in Mujoco (Todorov et al., 2012). The tasks are depicted in
Figure 11. Further details are listed below.

C.1 Environments

Maze Navigation. In this task, a robot must successfully navigate a rod that is attached to its
gripper around 6 cylinder obstacles without collisions. The agent is rewarded for minimizing the
distance to the goal line and penalized for touching obstacles. To avoid the trivial solution of moving
over the top of all obstacles, we fix the z-position of the rod and use xy-endeffector position control.
Thus, the action space is a 2 [�1; 1]2, while the observation space consists of position and velocity
information in the xy-plane, i.e., s = [q; _q] 2 R4. We train 10 different skills for this task. The
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reward function that we use is the following:

r(s; a) = �target(xs � xtarget)� �coll � 1coll(s) + xmax; �coll = 100; �target =

{
10; if �nalt;

1; otherwise.

where xs denotes the x-coordinate of the rod, xtarget is the coordinate of the goal line, while 1coll(s)
is a collision checking function. Further xmax is the maximum x coordinate that is admissible,
which we use as offset to guarantee position rewards. We additionally clip the step rewards to be
in [�1; 2] to improve training stability. To further simplify the task, we bound the xy-positions to
[�4:5; 4:5]2, which we implement by clipping. When training and evaluating the RL policies, we
randomize the reset position by adding uniform jitter: q0 = qinit + U [�0:5; 0:5]2.

Button Press. In this environment, an 8-DOF Panda robot is tasked to press a button in a box
in front of it. The agent is rewarded for approaching the button with any link and for pressing the
button down. To ensure safety, there are collision penalties for the robot links when touching any
part of the box that is not the button:

rtouch
t = 1� tanh

(
dmin;t

)
;

rpress
t = zbtn

0 � zbtn
t ;

Where dmin;t denotes the minimum distance between button and robot across all links and zbtn
t is

the z-coordinate of the button at time t. Let F coll
i;t 2 R3 be the measured force vector for collision

with geometry i at time t, and define the maximum force magnitude

Fmax
coll;t = max

i

∥∥F coll
i;t

∥∥
2
:

The collision penalty is then

rcoll
t = tanh

(
Fmax

coll;t

20

)
:

Combining these terms, the total reward is defined as:

rt = 0:001rtouch
t +

(
2:5 rpress

t � 0:2 rcoll
t

)
:

The action space are joint poses a 2 [�1; 1]8, while the observation space are position and velocity
information of robot and button as well as the contact forces between robot and button. Specifically,
the observation is defined as o = [q; _q; pbtnt ; dt; �f ] 2 R66, where q; _q are joint angles and veloci-
ties, pbtn

t 2 R3 is the Cartesian button tip position, dt 2 R7 contains the distances between robot
and its main frames and �f 2 40 contains the average contact force between all pairs of robot and
environment bodies including the button.

We train 5 skills for this environment and measure diversity in the contact force and joint angle space.
In other words, we measure the contact forces between each link of the robot and the button as well
as the difference in joint angles to estimate behavioral diversity. When training and evaluating the
RL policies, we randomize the reset pose of the robot by applying uniform angle transformations in
up to : q0 = qinit + U [�0:17; 0:17]8.

Cube Push. In this task, an 8-DOF Panda robot is tasked to push a cube as far as possible. The
agent is only rewarded for maximizing the distance between the cube’s center of mass and its initial
position. Concretely, the reward combines a small positive term for touching the cube with the
endeffector, and small acceleration and collision penalties to prevent the robot from hitting the table.
The full reward is defined as:

rt = 5:0rdist
t + 0:01rtouch

t � 0:001 racc
t � 0:005 rcoll

t :
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(a) Maze Navigation (b) Button Press (c) Cube Push (d) Cube Flip

Figure 11: The environments for our experiments. Each environment has a high degree of behavioral
multimodality. For instance, objects can be manipulated in different ways and with different parts
of the robot. Further, the navigation environment offers multiple paths that are near-optimal.

The components are defined as follows:

rcoll
t = 1coll + tanh

(
Fmax

coll;t

20

)
;

rtouch
t = 1� tanh

(∥∥pcube
t � pee

t

∥∥2

2

)
;

racc
t = clip

[
k�qtk22 ; 0; 1

]
;

rdist
t = �t � �t�1; where �t = kpcube

t;xy � pcube
0;xy k2:

This task is challenging because of the deceptive rewards in the contact-rich manipulation setting.

The action space are endeffector poses a 2 [�1; 1]10, which we represent as 3D position and 6D
rotation following Zhou et al. (2019). The observation consists of the endeffector and cube poses,
the relative transformation between the two, the cube velocities, as well as the previous action.
Concretely, the observation is o = [P cube; P EE; _P cube; _P EE; (Ree

t )
>(
pcube
t � pee

t

)
; qt; _qt] 2 R43 We

train 5 skills for this environment and measure diversity using the cube position in the xy-plane.
When training and evaluating the RL policies, we randomize the reset pose of the robot by applying
uniform angle transformations in up to : q0 = qinit+U [�0:17; 0:17]8. In addition, we randomize the
initial cube pose by sampling position and rotation offsets uniformly. Positions are sampled from
U [�5; 5]2, denoting xy-deltas in centimeters. Rotations are sampled from U [�20; 20], denoting
rotation around z in degrees.

Cube Flip. In this task, an 8-DOF Panda robot is tasked to flip a cube. The agent is rewarded for
maximizing the z-component of the red face normal of the cube. Concretely, the reward combines a
small positive term for touching the cube with the endeffector, and the angle reward. The full reward
is defined as:

rt = r
ip
t + 0:1 rtouch

t ;

where

r
ip
t = clip

[
nred
t � ẑ; 0; 1

]
;

rtouch
t = 1� tanh

(∥∥pcube
t � pee

t

∥∥
2

)
:

Here, nred
t denotes the world-frame normal of the cube’s red face, and ẑ is the world z-axis.

The action space follows the same control interface as in

Cube Push , i.e., we use end-effector pose control (3D position and 6D rotation, plus a gripper
command). The observation consists of the end-effector and cube poses, the relative cube position
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expressed in the end-effector frame, the robot joint angles and velocities, the cube linear and angular
velocities, as well as contact- and dynamics-related signals. Concretely, the observation is

ot = [ pEE
t ; R

EE
6D;t; p

cube
t ; Rcube

6D;t;
(
REE
t

)>(
pcube
t � pEE

t

)
;

qt; _qt; v
cube
t ; !cube

t ; f coll
t ; wext

t ] 2 R55;

where R6D denotes the 6D rotation representation, f coll
t 2 R6 are aggregated contact force magni-

tudes, and wext
t 2 R6 is the external wrench acting on the cube. When training and evaluating the

RL policies, we randomize the reset pose of the robot by sampling joint perturbations proportional
to each joint’s range, and randomize the initial cube pose by sampling position offsets just as in the
cube push environment.

C.2 Implementation Details.

We implement all algorithms in JAX (Bradbury et al., 2018). The code for all RL agents is based on
Domino (Zahavy et al., 2023), a public implementation thereof Grillotti et al. (2024), and the STOIX
ecosystem (Toledo, 2024). We follow Zahavy et al. (2023) in the choices of all hyperparameters for
Domino with exceptions detailed below. For all baselines, we use ground truth observations as state
features, since they are low-dimensional and should thus yield the best performances (Zahavy et al.,
2023; G Leon et al., 2024). For a full list of hyperparameters, we refer to Table 1.

Initialization. Since we initialize Domino from prior data, we adapt the initialization of the feature
EMAs. The running estimates of the state features are not initialized with �avg = �1=f for features
in Rf . Instead, we use the mean of the maximum likelihood solutions from the CNS. In other words,
for each CMA-ES population that we run, we select the resulting trajectory parameters, roll out an
additional trajectory from them and use the expected features over this trajectory as initial estimate
of the features per skill. We find that this initialization is provides better results than the uniform
initialization from Domino. For the values however, we follow Domino in using a zero initialization
for all skills instead of using the expected reward from the final parameter rollouts. This is because
such an initialization would overestimate the capacities of the current policies and thus only optimize
diversity from the very beginning of training following Eq. 1.

Network Architectures. As stated in Section 3.2 we follow design choices from prior work in
using layer normalization and observation normalization. We use the Simba architecture (Lee et al.,
2024) for both actor and critic. For further regularization, we perform critic ensembling and use
separate heads for extrinsic and intrinsic values. All networks are optimized using Adam (Kingma
& Ba, 2015). To obtain similarly scaled extrinsic and intrinsic targets, we standardize rewards using
running statistics, as recommended in Lee et al. (2024).

Baseline Implementation Details. We implement DIAYN following the original implementation
in Eysenbach et al. (2019), but port the code to JAX. We use a uniform prior over skills and use a 2-
layer MLP with 256 units each for the discriminator. For parameter noise exploration, we implement
NoisyNet (Fortunato et al., 2018) for both actor and critic networks. Specifically, we use the public
JAX implementation from Toledo (2024) and disable parameter noise for inference and evaluation.
For all baselines, we use the complete set of stabilization mechanisms that we discuss in the main
section to guarantee a fair comparison.

Constrained Novelty Search. We implement CNS based on the CMA-ES implementation in
evosax (Lange, 2022). Before combining extrinsic and intrinsic fitness, we normalize both values
within each subpopulation. Further, we use simple gradient descent to update the Lagrange multi-
pliers. For higher optimization stability, we only update these parameters every iteration, but then
perform 200 steps of gradient descent. To prevent gradient saturation due to the usage of sigmoids
on the Lagrange multipliers, we bound them to make sure that they remain in a reasonable range.
Similar to Domino, we also fix the first Lagrange multiplier to 1, so we can estimate v� based on
this population. We list the CNS hyperparameters in Table 1.
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Hyperparameters. To guarantee a fair comparison of methods, we tune key hyperparameters for
our method and Domino separately. Specifically, we use optuna (Akiba et al., 2019) for Bayesian
optimization with a budget of 25 runs per method. The parameters that we tune are the EMA
weights ��; �v , the discount factor 
, the critic learning rate (we use the same for the agent),
and the Lagrange multiplier learning rate. For extensions of Domino, i.e., Domino+Diayn, and
Domino+Parameter Noise we use the Domino hyperparameters. The full list of hyperparameters
can be found in Table 1.




