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Summary

Simulation-based planning with rollouts is a widely-deployed technique for decision mak-
ing in stochastic environments. The primary instrument of simulation-based planning is a
sampling model, which is repeatedly called to generate trajectories and estimate the utilities of
available actions. Among the actions thus explored, one with the maximum estimated utility
is then executed. In this paper, we examine the effect of using common random numbers in
the simulation process. We obtain a simple recipe for (provably) reducing variance in relative
utility when simulations invoke a rollout policy beyond some depth. Experiments on synthetic
tasks confirm that our scheme improves task performance. The broader significance of our
innovation is apparent from two practical applications: (1) single-step lookahead planning in
a pension-disbursement task, and (2) a deployment of the well-known UCT algorithm for the
game of Ludo.

Contribution(s)

1. We propose and analyse a new estimator of the value difference between policies that are
identical beyond some time step.
Context: Existing estimators based on “full independence” and “full dependence” can
exhibit higher variance on some tasks.

2. We demonstrate the algorithmic relevance of our proposed estimator and the existing “full
dependence” estimator by highlighting their role in simulation-based planning with rollouts.
Context: Simulation-based planning with rollouts is a general technique, which is used in
a variety of applications.
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Abstract

Simulation-based planning with rollouts is a widely-deployed technique for decision
making in stochastic environments. The primary instrument of simulation-based plan-
ning is a sampling model, which is repeatedly called to generate trajectories and esti-
mate the utilities of available actions. Among the actions thus explored, one with the
maximum estimated utility is then executed. In this paper, we examine the effect of us-
ing common random numbers in the simulation process. We obtain a simple recipe for
(provably) reducing variance in relative utility when simulations invoke a rollout policy
beyond some depth. Experiments on synthetic tasks confirm that our scheme improves
task performance. The broader significance of our innovation is apparent from two
practical applications: (1) single-step lookahead planning in a pension-disbursement
task, and (2) a deployment of the well-known UCT algorithm for the game of Ludo.

1 Estimating Value Difference

The question motivating this work is whether simulation-based planning can benefit by explicitly
controlling the seed of the underlying pseudorandom number generator. The core of the question lies
in a mathematical problem related to statistical estimation. In this introductory section, we motivate
and formalise the mathematical problem. In sections 2 and 3, we present our solution, which uses
common random numbers in the simulation process to reduce variance while comparing policies.
As an outcome, we obtain better decisions with fewer simulations. Sections 4 and 5 demonstrate the
benefit of our approach on two practical applications of simulation-based planning. To get started,
we go straight to the central mathematical problem.

Consider a finite-horizon Markov Decision Problem (MDP) M, comprising a set of states S and a
set of actions A. Let H > 1 be the horizon; we denote as [H| the set {1,2,..., H}. Fort € [H],
taking action ¢ € A from state s € S at time step ¢ yields an immediate reward R(s, a,t), and
transitions to a random state s’ for time step ¢t + 1. For ¢t € [H] \ {H}, next state s’ is in S, and
is reached with probability P(s, a,t,s’). The episode ends after H steps; a convenient view is that
all transitions from time step H lead to a special terminal state s—. To reduce notational clutter, we
assume that our MDP M has a single starting state s; € .S, and also that returns are undiscounted
(generalising to a distribution of starting states and a discount factor is relatively straightforward).
Hence, M is fully specified by the tuple (S, A, P, R, H, s1).

For a given policy 7 : S x [H] — A, the value function VJj; : S x [H] — R is defined by

Vir(s,t) = R(s,m(s,0),0) + > P(s,m(s,t),t,8)Vip(s',t + 1) )
s’eSU{sT}
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for s € S and t € [H], with the convention that P(s, (s, H), H,st) = 1and V5 (s1,H+1) = 0.
Thus, V] (s,t) is the expected return from 7 if starting at s, with H — ¢ time steps left. Of special
interest to us is V7 (s1, 1), which we take as the utility of 7 on M, and denote U (w, M).

U(m, M) can be computed by dynamic programming if S and A are not too large, and importantly, if
R and P are available as tables or simple functions. Our interest is in the relatively common situation
that P cannot be accessed as a distribution; however, information about P can still be obtained by
sampling it (Sutton & Barto, 2018, see Chapter 8). In other words, for (s, a,t) € S x A x [H], we
can sample a next state s’ from the distribution P(s, a,t,-). We assume that R is known exactly, as
is common in practice (Ng et al., 2003; Silver et al., 2016; Dam et al., 2022).

1.1 Estimating Value

Now, consider the task of obtaining an estimate E of U (7, M) by sampling P. The most natural way
to proceed is to begin at s1, and fort = 1,2,..., H, generate s;1 ~ P(st, w(s¢,t),t,-). Setting E
to be the sum of the rewards obtained along this trajectory—that is, ZfH: 1 R(s¢,m(s¢,t),t)—would
make it an unbiased estimate of U (m, M). Call this the “forward process” to obtain the estimate F.

For analytical purposes, we may also view F as the outcome of a “backward process”, in which
we first sample a deterministic MDP M’ = (S, A, P', R, H, s1) from M (we denote this operation
M’ ~ M). M’ is obtained by sampling a single state next(s, a,t) ~ P(s,a,t,-) for each (s,a,t) €
S x A x [H], and setting for all s’ € SU {s1}:

P'(s,a,t,8') = L :.neXt(S’a’ t

0 otherwise.
Notice that P’(s,a,t,s’) is 1 with probability P(s,a,t,s’). With P’ so defined, our estimate F
is nothing but the utility of 7 on M’: that is, E = U(w, M’). Since our process ensures that
E[P'(s,a,t,s")] = P(s,a,t,s), it follows that

™ — / ! s /
B WVir(s )] = B [R(s,m(s,1),0)] + /ESEU; }MplgM[P (s,7(s,t),t,8" Vi (s',t 4+ 1)]
s ST

=R(s,m(s,t),t) + Y E [P'(s,7(s,t),t,5)] Vi (s’ t+1)]

E
M'~M M'~M
s’eSu{sT}

2

since P’'(s,m(s,t),t,s") and V,(s',t + 1) are independent. Beginning with the base case of
Vi (st,H+1) = 0, an inductive argument that compares the right hand sides of (1) and (2) lets us
replace Eppropr[Viy (s, t+1)] by Vi (s, t+1), and thereafter replace Eppr o pr [P (s, (s, 1), ¢, 8')]
by P(s,7(s,t),t,s"), eventually confirming that Ep;pr[E] = Epprops [U (7, M) = U(mr, M).

1.2 Two Estimators of Value Difference

Our main purpose for value estimation is to inform control: that is, to help select a maximising
action or policy. To focus, for now, on the key question that arises, we restrict ourselves to two given
policies, 71 and 72. Our aim is to furnish an estimator of U (71, M) — U(ma, M). How to do so?

The value estimation technique from Section 1.1 provides a ready recipe: we can independently
estimate U (71, M) and U (2, M) and then supply the difference. Indeed, let X denote the resulting
estimator (“I” for “independent’); below, we specify the process for generating it.

X1(M, 7y, ). Sample My ~ M and My ~ M. Return U (71, My) — U(ma, Ms).

It is clear that X7 is an unbiased estimator of U (71, M) — U(mwy, M). In practice, we will typically
draw multiple i.i.d. samples of X; and compare the average with O to determine whether 7; or
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mo is superior. The number of samples needed to reach any fixed level of confidence scales with
the variance of X;. Qualitatively, which factors contribute to this variance? Naturally, the intrinsic
variance of the returns of 71 and 79 on M has a role to play. On the other hand, notice that 77y and 7
have been evaluated on independent samples of M—which means X} will generally have variance
on stochastic MDPs even when m; = m5. Can we revise our estimator to eliminate this second
component of the variance? Indeed, the founding principle of variance reduction in MDPs (Kearns
etal., 1999; Ng & Jordan, 2000) is to fix the random MDP on which the policies are evaluated. In our
simplified setting, this amounts to defining a second estimator Xp (“D” for “dependent), as below.

XD(M, 7T177T2). Sample M1 ~ M. Return U(7T1,M1) — U(7T27M1).

Xp is again an unbiased estimator, but are we sure that it will have lower variance than X;? The
starting point of this paper is the somewhat surprising negative result.

Proposition 1. There exist MDP M and corresponding policies mi,7m9 such that
var(Xp (M, m, 7)) > var(X1(M, w1, m2)).

Proof. We apply the identity “var(Y — Z) = var(Y) + var(Z) — 2cov(Y, Z)”, to observe

var (Xp(M, w1, m2)) = var (U(wl,Ml))+MvarM(U(ﬂ'2,M1))

My~M
_2MC10~V]V] (U(m, My),U(ma, My)); 3)
var (XI(M7 1, WQ)) = I\/I\llirM (U(ﬂ-h Ml)) + Mgirl\i (U(ﬂ-Qa MQ))
—QMIS\(/?;/NM (U(’/Tl,Ml),U(’]TQ,MQ)). (4)

The variance terms on the right-hand sides of (3) and (4) are identical. Also, U(my, M) and
U (ma, M2) are independent—making their covariance 0. To achieve the proof, it suffices to furnish
an MDP M and corresponding policies 71, 7o such that cov s, s (U (71, My), U(ma, M7)) < 0.

Consider the 2-step MDP M from Figure la, which has a minimal set of states and actions to
establish our claim. Upon taking action O from the starting state s;, the agent transits uniformly at
random to sy or s3, receiving no reward. From states so and s3 at time step ¢ = 2, actions 0 and 1
both lead to termination, with respective rewards rq, 71, 72, and r3. Our policies 7, and 7o vary in
their actions at s5 and s3. They satisfy 71 (s1,1) = 0, m1(s2,2) = 0, m1(s3,2) = 0, ma(s1,1) =0,
ma(s2,2) = 1, ma(s3,2) = 1. With this setup, we obtain

cov (U(my, My),U(ma, My))

Mi~M
= E M M)]—- E M E M
Y [U (1, My)U (2, M) il [U (71, My)] M [U (2, My)]
_ (Tor1 | ToT3 ro T2\ (T1 73\ _ (ro—r2)(ri—r3)
_<2+2) (2+2)<2+2>_ 4 '
It is apparent that rg, r1, 72, 73 can be set to make the expression positive, negative, or zero. O

The MDP used in the proof can be expanded to have any number of states and actions, and also a
longer horizon, while preserving the variances of Xp and X;. Nonetheless, the small MDP itself
conveys the intuition behind how Xp can have larger variance than Xj. Notice that for this to
happen—that is, for cov s~ (U(m1, My), U(mwa, M1)) to be negative—we must have different
signs for (ro — r2) and (r; — r3). The intuition is that if 7r; stands to benefit by starting at s, instead
of s3, then 7o stands to lose by starting at s, instead of s3. This sort of structure is not common in
practical tasks—typically, the order between two states’ values stays the same for different policies.
In our upcoming experiments on real-world tasks, Xp, invariably delivers better results than Xj.

Our investigation in this section leaves us with a question to resolve: is there an unbiased estimator
of value difference, which makes no more calls to the simulator than X, but which is guaranteed to
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(a) MDP in proof of Proposition 1. (b) X1. (c) Xp. (d) Xpp.

Figure 1: Figure (a) shows the MDP defined in the proof of Proposition 1; each transition is labeled
with “probability, reward”. Figures (b), (c), and (d) pictorially illustrate the sampling process under
X1, Xp, and Xpp (introduced in Section 2), respectively. The figures depict a task with horizon 5,
and assume 71 and 7o are identical for steps t = 3, 4, 5 (that is, they agree after 2 steps). Each small
square is a time step. If corresponding squares for the policies are blank, then both policies use the
same transition sample for each (state, action) pair at that time step. When one square has a cross, it
means the policies are evaluated on different (independently generated) samples for that time step.

have a smaller variance than X; on all MDPs? We obtain a positive answer for a special class of
policies, which, interestingly, arises quite naturally in simulation-based planning with rollouts.

2 Depth-based Dependence for Rollouts

In this section, we propose Xpp, a new estimator of value difference whose variance is upper-
bounded by that of Xj for all pairs of policies w1, T3, on all MDPs. Further, if 71 and 7o share
a special structure, then Xpp exploits the structure to achieve a strictly lower variance than Xj.
Concretely, we say policies 7y, 7o : S x [H] — A “agree after d steps”, for some d € [H], if for all
te{d+1,d+2,...,H} the policies take the same action at every state at time step ¢: that is, for
s €5, m(s,t) = ma(s,t). The policies are free to take different actions in states when ¢ < d.

Our estimator Xpp, given policies 71 and 7o that agree after d steps, uses the knowledge of d, as
follows. For transitions up to (and including) time step d, the policies are simulated independently
(like in X7). However, for time steps d + 1 and after, both policies are evaluated on the same
transitions (like in Xp). The corresponding backward process to define Xpp works out as follows.
Suppose M = (S, A, P, R, H, s1). Let M1 ~ M have transition function P;, and let My ~ M have
transition function P,. Let M3 be the MDP (S, A, P53, R, H, s1), where for (s,a,t) € S x A x [H|
and s’ € SU{sT},

Py(s,a,t,s') ift <d,

Pi(s,a,t,s') ift>d.

P3(s,a,t,s') = {

In other words, M3 uses the same samples as M, for ¢ < d, and the same samples as M; for ¢ > d.
For brevity we encode this relation as M3 = Ms(1: d) - My(d + 1 : H). We have our definition of
Xpp (“DD” since the MDPs on which 7 and 75 are evaluated are “dependent” after “depth” d).

XDD(M,’/Tl,ﬂ'Q,d). Sample M1 ~ M and MQ ~ M. Let M3 = Mz(l : d) Ml(d+1 : H)
Return U(ﬂ'l,Ml) —U(’ITQ,Mg).

Figures 1b,1c, and 1d visually convey the difference between X, Xp, and Xpp. Observe that
policies m; and 7 defined for the MDP in Figure 1a (in the preceding proof) do not agree for the
entire horizon. In this case, Xpp becomes identical to X;. Note, however, that the estimator Xp
can have a larger or smaller variance depending on the rewards. In contrast, Xpp “plays safe”, by
assessing the policies’ structure. On MDPs in which policies agree after depth d < H, and reachable
states at d + 1 have positive variance in their returns, Xpp can strictly improve over Xj.

Theorem 2. Let M = (S, A, T, R, H,s1) be an arbitrary MDP. Suppose policies 71,75 : S X
[H] — A agree after d steps for some d € [H|. Then

(i) var(Xpp (M, 71,72, d)) < var(X1(M, w1, m2)), and moreover
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(ii) the inequality in (i) is strict if m1 and 7o both have a positive probability of reaching from
starting state s, some state sq1 after d-steps, such that the (H — d)-step return from s4y1
(identical under w1 and ms) has strictly positive variance.

Proof. We first prove (i). We use “Ms” as shorthand for the MDP My(1 : d) - My(d+ 1 : H),
which is derived from M; and Ms. As in the proof of Proposition 1, we begin by splitting Xpp
and X into variance and covariance terms as in (3) and (4). For this proof, we have to show that
cov s, M, My~ (U (T, My), U(ma, Ms)) > 0. We prove the following more general claim.

1 T (= > —
M1~J\CI?JY42~AI (VMl(s,t)7 VMB(s,t)) > 0forall s,5€ Sandt € [H]. (5)

The proof is by induction on ¢. The base case of t = H + 1 is trivially true since V! (s, H + 1) =
V. (5, H + 1) = 0. Now suppose that (5) is true for ¢ + 1. Our proof splits into two cases.

Case 1. Suppose t > d and s = 5. Since m; and 7y agree after d steps, and since s = 5, we
have that 71 (s) = m2(3). By our design of Xpp, transitions in M; and M; are identical for steps
d + 1 onwards. Hence V! (s,t) and Vi (5, ) are the same random variable, and the LHS reduces
to varas, ~arVyy (s, ), which must be non-negative.

Case 2. Consider the complementary case that ¢ < d or s # 5. Recall the definition cov(Y, Z) =
E[YZ] — E[Y]E[Z]. If we apply the Bellman equation in (1) to expand V7! (s,t) and V7 (5,1),
and then cancel out terms containing the reward, we are left with

cov (VAZI1 (5,8), VL. (5, t))

My, Mo~ M

— !/ ™ /! — — —/ To (—/

= ;{ } (thQNM [Pl(s, m1(8,t),t,s )VMl1 (s',t+ 1)Ps(5,m2(S,t),t,5 )VMQB(S St + 1)]
s, 5'eSU{sT

INY/TTL () — — —INT/ T (=]
_ Ml’]\%EzNM [Pl(s, m1(s,t),t, s )VMl1 (s',t+ 1)} Ml,AI/%NM [Pg(s,ﬂ'g(s,t),t, 5 )VM";(S S+ 1)]) )

If ¢ < d, notice that we have ensured independent samples for evaluating our policies: 7 on M;
and 7o on M3. Samples are anyway independent if s # 3, even if ¢ > d. Thus, Py (s, m1(s,t),t,s)
and P3(5,m2(5,t),t,5") are independent of each other. They are also independent of V! (s, 4- 1)
and VXE (5',t + 1), which use samples only from ¢ + 1 and onwards. Applying this independence
and substituting the expected values of the transition probabilities, we obtain

P A A CORAACR)

/ — — —/ T () To (—=/
= ES:{ }P(s,m(s,t),t,s )P m(5,0),65) cov  (VI(st+1), ViEEt+1)).
s, 5'eSU{sT

By our induction hypothesis, the covariance quantities on the right-hand side are non-negative; since
they are scaled by non-negative factors and summed up, the left-hand side must also be non-negative,
completing the proof of (i). On the other hand, if even a single covariance term on the right-hand
side is strictly positive and also multiplied by positive probabilities, it would yield a positive left-
hand side. Positive covariance originates from the variance terms discussed in case 1: that is, when
some state with a positive variance in its return is reached at t = d + 1 by both policies. Tracking
the progress of positive covariances through our inductive argument delivers the proof of (ii). O

In summary, Xpp dominates Xy in the sense that its variance is never larger on any MDP, and for
certain MDPs and sets of policies, its variance is strictly smaller. As indicated by the proof above,
Xpp eliminates the variance from the returns of states reached after d steps, at which point the two
policies behave identically. A common setting in which policies do agree after a finite number of
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steps is simulation-based planning with rollouts (Section 3). Indeed, our use of the term “depth” to
describe the number of steps d beyond which the policies agree is in anticipation of this application.

While so far we have primarily used the backward process to define our estimators, we shall furnish
an equivalent forward process that is more suited for algorithms. As we proceed, it is also worth
bearing in mind that X could yet outperform Xpp and X on specific MDPs; all we have shown in
Proposition 1 is that Xp must be worse than X7 (hence also worse than Xpp) on some MDPs.

3 Simulation-based Planning with Rollouts

Planning is the cognitive process by which an agent “imagines” the possible trajectories resulting
from different behaviours, and selects an action that is calculated to lead to the most promising
future. In “decision-time planning” (Sutton & Barto, 2018, see Chapter 8), the agent plans towards
its action selection at every time step, usually only getting a limited amount of time for computation.
In simulation-based planning, the agent employs a simulation model of the environment to generate
possible trajectories. Suppose the agent is in state s at time step ¢. A natural formulation of a “good”
action would be one that leads to maximum state value V' (s, t), defined recursively by:

— !/ !/
V(s,t) = max R(s,a,t) + Z P(s,a,t,s"V(s',t+1)]. (6)
s’eSU{sT}

1. The first challenge in identifying the maximising action is computational. Since the computation
branches by a factor of | A| at every reachable state, its tree structure has to be curtailed to some
manageable “depth” d. This leaves the agent with having to approximate V (s',t + d) for s’ € S.

2. The second challenge, which we have already discussed, is the non-availability of the probabili-
ties in P. Rather, P is only accessible by sampling.

Simulation-based planning with rollouts (Bertsekas et al., 1997; Bertsekas, 1999; 2013) is an elegant
approach to simultaneously address both challenges. First, V (s, t+d) is approximated by the value
of (s',t + d) under a “rollout” policy 7r. Rollout policies are quick to implement at each state: for
example, they could be rules (Bertsekas, 1999), or a dot product between state features as weights
(Silver et al., 2016). Second, although the exact function in (6) involves maximising and averaging,
it can still be approximated using simulation. The well-known UCT algorithm (Kocsis & Szepesvari,
2006) is a common choice for concentrating the sampling around decisions that are likely to figure
in maximising subtrees, and avoiding wasteful simulations.

An alternative to using rollouts is to approximate V' (s, t+d) using an evaluation function (Russell &
Norvig, 2010, see Chapter 3), which can itself be manually tuned (Campbell et al., 2002), or learned
(Silver et al., 2016). Although evaluation functions are usually faster to compute than generating
multiple trajectories of rollout policies and averaging the returns, the latter approach may eventually
lead to better decisions, as it yields an unbiased estimate of the rollout policy. The trade-off between
computational speed and decision quality stands out in the original AlphaGo program (Silver et al.,
2016), which approximates V (s, t+d) with a convex combination of a state-evaluation and a rollout
average. However, subsequent iterations of the program (Silver et al., 2017; 2018) have relied solely
on a learned evaluation function. In the last 1-2 decades, simulation-based planning has become a
mainstay of agents operating in a variety of domains. Table 1 provides a brief snapshot. Notice that,
indeed, many implementations use rollouts. It is in this context that our estimators from the previous
sections become relevant.

3.1 Efficient Forward Process

Our formulation of the value difference estimator in sections 1 and 2 was to select the better of
two policies, but the same principle generalises to selecting the best from a larger set of policies.
Moreover, one usually executes each policy multiple times and averages the returns to cut down
variance while estimating value. Concretely, suppose we aim to select the best among m policies
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Table 1: Representative applications of simulation-based planning.

Application Reference Uses rollouts | Uses evaluation function
Real-time strategy games Balla & Fern (2009) Yes No
Go Silver et al. (2016) Yes Yes
Chess, Go & Shogi Silver et al. (2017; 2018) No Yes
Task & Motion planning Paxton et al. (2017) Yes No
Vehicle routing Mandziuk & Swiechowski (2017) Yes No
Chemical synthesis Segler et al. (2018) Yes No
Autonomous driving Hoel et al. (2019) No Yes
Task scheduling Hu et al. (2019) Yes No
Forest management Neto et al. (2020) Yes No
Trading & Hedging Vittori et al. (2021) Yes No
Robot path planning Dam et al. (2022) No Yes
Fast matrix multiplication Fawzi et al. (2022) No Yes
Fast sorting Mankowitz et al. (2023) No Yes
Path replanning Trotti et al. (2024) Yes No

after running each policy n times. In the “independent” setting, every policy would be evaluated on
its own n independently-sampled MDPs, while in the “dependent” setting, all m policies would get
evaluated on the same set of n independently-sampled MDPs. Meanwhile, if all the policies agree
after d steps, the “depth-dependent” setting would require each policy to have its own n d-horizon
MDPs for d steps, then revert to a common set of n (H — d)-horizon MDPs for steps d + 1 to H.

In practice, simulations are done using (pseudo)random number generators (RNGs), which are con-
trolled by setting seeds. Initialised with the same seed, an RNG produces the same deterministic
outcome. The process generating the outcome for any seed is independent of the process emanating
from any other seed. Although it is customary to seed RNGs with integers, we may equivalently use
strings for seeding, as strings can be uniformly hashed to a range of integers. To implement X7, Xp,
or Xpp, we have to seed each call to the RNG appropriately. The pseudocode below shows the for-
ward process to obtain a random return from a policy under the three sampling regimes; the variable
“simulationIndex” varies from 1 to n. Policies may be encoded as distinct numbers or state-to-action
mappings; including the policy index in the seed is the main difference between the regimes.

Evaluate(M, 7, d, simulationIndex, estimator).// Assume that M = (S, A, P, R, H, s1).

S < S1.
p < 0.
Fort=1,2,...,H:
a « 7(s,t).
p < p+ R(s,a).
seed < string(s) + string(a) + string(t) + string(simulationIndex).
If (estimator == X) or (estimator == Xpp and t < d ):
seed — seed + string(m).
s’ « sample(P(s,a,t,-),seed).
s+ s
Return p.

The use of a common seed for different policies makes our approach an instance of the general
principle of using “common random numbers” (Jucker & Gomez, 1975; Glasserman & Yao, 1992).
We assume that an outer loop of simulation-based planning invokes the routine above with the
appropriate setting of d. For fixed n and m, we expect the probability of identifying the best policy to
be consistent with the variance of our estimators, as analysed in the previous sections. For algorithms
such as UCT that explore the d-depth search tree dynamically—and hence do not sample policies
equally—it is less apparent how estimation and control interact. For now, our assessment of the
dynamic setting comes from experiments; we defer theoretical analysis to future work.
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3.2 Empirical Evaluation

Our first experiment is on a synthetic MDP with |S| = 7 states, |[A| = 4 actions, and horizon
H = 20. Transition probabilities P and rewards R are generated uniformly at random from [0, 1],
with the former then normalised. We randomly generate a fixed set of m = 100 deterministic
policies, which all agree after the initial d = 2 steps. We run each policy n times and select the
policy with the best estimated utility. Figure 2a shows the true value of the selected policy as a
function of the number of simulated episodes n. As expected, depth-dependent seeding consistently
outperforms independent seeding; both methods converge to the optimal value as n increases.

In our second experiment, we implement depth-limited UCT for decision-time planning on the same
MDP. At each decision step, UCT is invoked, and the root action with the highest action value is
executed. The values of the root actions are estimated using simulations. In each simulation, actions
are selected on the basis of UCB values up to depth d = 2; thereafter, actions are chosen according
to a uniform random rollout policy. At each step, the UCT algorithm has to pick a single action,
rather than a policy, to execute, before replanning for the next step. While planning, the “policy”
following this action is constantly updated to balance exploration with exploitation up to depth d. In
our simulations with “independent” and “depth-dependent” seeding, we pass only the root action,
rather than an entire policy, to determine the seed. Although this approach does not find theoretical
support, it still results in clear empirical gains, seen in Figure 2b. Although all three methods perform
better with more simulations, the advantage of (depth-)dependence is pronounced when the number
of simulations is small, as is inevitable when the agent’s “think time” is limited (Zilberstein, 1996).

In both our experiments, we notice that the dependent seeding scheme outperforms the independent
variant and is indistinguishable from the depth-dependent variant. This is not surprising. We achieve
consistent results in our experiments (not shown here) when we vary |S|, |A|, H, and d. However,
to be sure, we also compare the schemes for selecting between 7 and 7, in the MDP constructed
in the proof of Proposition 1, taking care to set rewards to achieve a negative covariance under Xp.
Since 1 and 72 do not agree for the entire horizon of H = 2, the independent and depth-dependent
variants are identical. As expected, we observe that the dependent variant performs worse. We
now progress from our synthetic setup to applications of interest to practitioners. The applications
presented in the next two sections both require planning under significant stochasticity.

4 Payouts for a Fixed-Term Variable Annuity Fund

A fixed-term variable annuity fund (FTVAF) (Bacinello et al., 2011) is a financial product that
enables retirees to invest in high-yield, high-risk assets such as stocks, which are typically excluded
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Figure 2: Performance metrics against the number of simulations on synthetic tasks. Results (here
and in Figure 3b) are averages from 200 runs, and show one standard error. In Figure (c), the rewards
are settorg = 2,7 = 4,r9 = 3,73 = 2, which gives Xp a larger variance than Xj.
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from conventional retirement schemes due to their volatility. In this collective investment scheme,
participants contribute to a pooled fund and, in return, receive post-retirement annual payments that
vary based on the performance of the underlying investments. Unlike traditional lifelong annuity
products, which provide fixed payments, FTVAF operates over a predetermined, fixed term and
features variable annual payments. Variable annuities offer the potential for higher payouts. Since
the fund targets retirees, there is a significant probability that some members might pass away during
the fund’s term. In such scenarios, their beneficiaries receive a proportional sum of the corpus. The
challenge in FTVAF management is to negotiate its significantly stochastic environment, made so
both by market volatility (Bacinello et al., 2011) and by mortality (Aalen, 1992).

Managing an FTVAF is a sequential decision-making problem where, every year, we have to decide
the amount of annuity to be paid to the fund members. The primary objective in FTVAF management
is to maximise the total annuity received by members while they are alive, rather than maximising
the residual wealth passed on to beneficiaries. When a member dies, their share of the fund (% of the
total corpus, if there are N members) is distributed to their beneficiaries, but this does not factor into
the main optimisation goal. The core challenge is to determine an optimal strategy for distributing
the initial corpus W; as annuities over the fund’s lifespan, accounting for the randomness in both
investment returns and member mortality. Figure 3a depicts a compact snapshot of FTVAF.

Problem. The MDP (S, A, P, R, H, s1) for the FTVAF problem is specified as follows. Without
loss of generality, we start with an initial corpus of W; = 1, since all transactions are proportional.

* Each state is specified by s = (W}, h, 1}, Lj,) where W, is the current corpus amount, & is the
elapsed number of years, [ is the fraction of the original member set who are still alive, and
Ly, = {Lp(x)} is a vector containing the proportion of people of age x years in the member set.

* Action ay, is a scalar in the range [0, 1], where O represents “no payout” and 1 represents “entire
remaining corpus paid out”.

» Each variable of the state evolves, with an increment in £, as follows.

— For the subset of members of age x alive at time h, the number remaining in the next year

_ Poisson(NzA) )

Lpii(z+1) = Lh(ac) <1 N

where ), is the Poisson rate for the particular age x and N, is the current number of members
in this age group. Simulating mortality using a Poisson process is a standard approach (Aalen,
1992). We set the parameter A\, based on the 2003 US vital statistics report (Arias, 20006).

— The revised fraction of people alive is given by lp41 =) Lp11(x).
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(a) Logical flow of the FTVAF environment. (b) Average episodic rewards.

Figure 3: Figure (a) explains the sequence of steps in the FTVAF task, while Figure (b) records the
performance of different seeding techniques.
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— W41 is computed from W, by first deducting the amount paid as annuity in the current year,
followed by a proportional payment to beneficiaries of expired members, and then accounting
for the growth of the remaining wealth. For the latter, we use the standard model of Geometric
Brownian Motion (Samuelson, 1973), setting parameters of 1+ = 0.15 and o = 0.2. Using “Z”
to denote a a standard Gaussian variable, the overall corpus transition is thus

l — 22 ) +o
Wh+1=Wh(1—ah)-<’z}“)-e(’ 2)+ z

* The reward R, at each time step is the total annuity paid out in the current year: that is, Wj, ay,.
We also provide terminal rewards for the two ways in which a simulation path can terminate.

— A large penalty of I;, (h — (H + 1)) Cy is imposed in case the corpus drops below 5% of the
original amount, relative to the fraction of live members, before the end of tenure. This penalty
encourages the agent to keep the fund solvent throughout the tenure. C} is set to 5.

— A smaller penalty of Wy C5 is given to discourage the agent from keeping too much wealth in
the corpus up to the end of the tenure. Cs is set to 0.03.

Solution. We define a simulation-based planning approach considering policies that vary only in
the first d = 1 step. This amounts to single-step lookahead, which is commonly used in applications
(Bertsekas & Castanon, 1999; Doshi et al., 2024). We divide the action space A into 101 steps
from 0% of the original amount to 100% of the original amount. Then we evaluate all 101 branches
(values of ay,) at the current time, followed by a simple rollout policy that annually pays out 11% of
the remaining corpus. The action a;, with the highest average reward is then chosen for each decision
step. The FTVAF environment is such that the random growth and mortality rates do not depend
on the state and action taken. We only have to set predetermined sequences of samples from the
standard Gaussian variables Z and the mortality outcomes for each year. In the dependent case, the
it" simulation of each root action is evaluated on the same sequence, while in the independent case,
the i*" simulation of each root action is evaluated on a different sequence. Under depth-dependence,
only the very first transition of any root action gets its own, independent sample.

Figure 3b compares the episodic reward achieved under the three sampling regimes, when the hori-
zon is fixed to H = 20 years. The simulation also requires an initial population of members; we
draw the ages of these members uniformly at random from [60, 70] years. The plot demonstrates
that dependent and depth-dependent schemes are more effective, especially when the number of
simulations is small. Given the high stochasticity and the large number of actions, independence
even in just the first time step appears to hurt performance.

5 Ludo

Ludo is a strategy-based board game for 2—4 players. As shown in Figure 4a, each player has
4 pieces, distinguished by colour from other players’ pieces. All 4 pieces of a player begin in a
designated starting area. The players then take turns to advance their pieces through a circuit on the
ludo board; the first player to get all 4 of its pieces home is declared the winner. In general, pieces
move on the board according to the outcome of a die roll. For example, if a 3 comes up from a
player’s roll, the player must move one of its eligible pieces by 3 squares. The decision to make is
which piece to advance. There are several special cases in the game, such as repeated moves upon
a “6” outcome, sending an opponent’s piece back to the start by landing on the same square, and
avoiding this very event by occupying designated “safe” squares. We refer the reader to Sorensen
(2023) (creator of “LUDOpy”) for a detailed description of the rules of the game.

We consider a 2-player game in which an agent plays against an opponent that takes random actions.
We use the LUDOpy simulator (Sorensen, 2023) and model the opponent as part of the environment.
In this formulation, there are two main sources of stochasticity: die rolls and opponent moves.
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Figure 4: Ludo: Figure (a) shows the board, and Figure (b) the performance of simulation-based
planning against an opponent that selects from available actions uniformly at random.

Problem. The MDP (S, A, P, R, H, s1) for Ludo is formulated as follows.

* The state space is given by S = (0,1, p2, P3, Pa, D1, D2, P3,P4a), Where 1 < ¢ < 6 denotes the
outcome of die roll, and for 1 < ¢ < 4, p; and p; denote the board position of ith piece of agent
and opponent, respectively. This leads to = 10! states (Alvi & Ahmed, 2011).

* The agent’s action space is given by A = {aq, az, as, ay} where executing a; means moving the
it" piece according to die outcome §. Note that in some states, not all four actions are available.

» For a given (state, action) pair, state transitions depend on three components: game rules, the
outcome of the die roll, and the opponent’s move. Given a state, the chosen action of the agent is
executed on the basis of the outcome §. If § # 6, the die is rolled for the opponent, which then
makes its move. The LUDOpy simulator automatically implements exceptions such as repeated
moves on getting a 6. Finally, the die is rolled to obtain the agent’s next state.

* The agent is given a reward of 1 if it wins the game and O otherwise.
* The actual length of each game is variable, but we seldom see games exceeding 300 moves.

* s is the designated start state of the game when all pieces are in their respective starting area.

Solution. We implement an agent that uses depth-limited UCT for decision time planning against
an opponent making moves uniformly at random. At each decision step, where at least 2 valid
actions are available, the agent invokes UCT and takes the action with the highest utility, as estimated
using simulations. The search tree comprises decision nodes for the agent’s actions and chance
nodes for die outcomes. In each simulation, actions are selected on the basis of UCB values up to
depth d = 2, and thereafter actions are chosen uniformly at random (this is the rollout phase). We
use predetermined sequences of die outcomes and opponent moves for each round. As before, the
jth simulation of each root action is evaluated on the same sequence in the dependent setting (or
depth-dependent beyond d), otherwise on an independently-sampled sequence.

To blunt the high stochasticity in Ludo games, we run 5000 games between the agent and opponent,
with the opponent always being the first player. Figure 4b reports the win percentage as the number
of simulations is varied. The dependent seeding scheme clearly dominates, highlighting that a simple
seeding trick can provide a significant performance boost for UCT. The less-convincing performance
of the depth-dependent scheme motivates an expansion of our theoretical analysis to UCT.

6 Related Work

Low variance is a desirable property for simulation-based stochastic estimation procedures. A
straightforward approach to reduce variance is to simply use more samples or simulations. However,
k? extra simulations are needed to reduce the standard error by a factor of k. Thus, this approach
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is computationally expensive, sometimes even infeasible when compute time is limited. Over the
years, researchers have come up with various variance-reduction techniques for stochastic estima-
tion (McGeoch, 1992). Prominent approaches include control variates (Lavenberg & Welch, 1981),
antithetic variates (Hammersley & Morton, 1956), common random numbers (Jucker & Gomez,
1975; Glasserman & Yao, 1992), quasi-Monte Carlo methods (Niederreiter, 1992), stratified sam-
pling and importance sampling (Glasserman, 2004, see Chapter 4), conditioning (Brandimarte, 2014,
see Chapter 8), and moment matching (Jickel, 2002, see Chapter 10).

Our work focuses on variance reduction using common random numbers (CRN). The idea of us-
ing CRN was originally proposed from a control theoretic perspective (Jucker & Gomez, 1975;
Glasserman & Yao, 1992; Spall, 2003). It was used to improve the comparison between stochastic
simulation outcomes and is broadly equivalent to the practice of setting the seeds of RNGs in rein-
forcement learning and planning. The primary reference for the application of CRN in MDPs is the
thesis of Ng (2003). The main related algorithmic contribution is PEGASUS (Policy Evaluation of
Goodness and Search Using Scenarios) (Ng & Jordan, 2000), designed for efficient policy search
in MDPs and Partially Observable MDPs (POMDPs). The authors illustrate the perspective that by
using CRN, a stochastic MDP can effectively be treated as a distribution of deterministic MDPs.
This same view explains the backward process that we described in sections 1 and 2. However, the
focus of our theoretical analysis is somewhat different from that of PEGASUS. The latter argues
that the optimiser of an infinite set of policies cannot be found by simulation-based evaluation un-
less the simulations are dependent, in the manner of our Xp. Our focus has been to improve the
winner-identification process on a specific family of policies (which agree beyond some depth) by
reducing variance in their evaluations. Interestingly, other theoretical studies have used CRN as
a means to develop sample-efficient PAC reinforcement learning algorithms (Kearns et al., 1999;
Kalyanakrishnan et al., 2025).

The most well-known application of PEGASUS is its use in a model-based reinforcement learn-
ing algorithm for autonomous helicopter flight (Ng et al., 2003). The concept of CRN has also
been used in robotics (Wang et al., 2010) and disease simulation modelling (Stout & Goldie, 2008).
Implementations of many popular optimisation algorithms—such as Trust Region Policy Optimisa-
tion (Schulman et al., 2015) and Evolutionary Strategies (Salimans et al., 2017)—also incorporate
CRN into their workflows. As our own demonstrations on FTVAF and Ludo reinforce, the concept
of CRN is simple to implement and can offer significant performance gains.

7 Conclusion and Future Work

Simulation-based planning is widely used by agents operating in stochastic environments. Imple-
mentations invariably rely on RNGs to generate pseudorandom samples. The question motivating
our work is whether planning can be made more efficient by deliberately controlling the seed of the
underlying RNG. We provide an affirmative response, along with theoretical and empirical support.
All our proposal requires is that the seed for each sampling operation be set as a function of certain
variables (such as the state, action, time step, simulation number, and the policy or root action),
which are typically quite easy to store and update during simulations.

Our theoretical analysis shows that an “obvious” way of seeding, by which the policies being com-
pared are evaluated on the same set of MDPs, can potentially lead to a higher variance in the value
difference estimate. However, this anomaly appears to require a certain interaction between the poli-
cies and the underlying task, which is quite uncommon in practice, including in our own evaluations
on two real-world applications. We also develop a “depth-dependent” alternative that is safer in
theory and remains quite effective in practice.

Our current analysis stops at upper-bounding the variance of our proposed estimator and does not
explicitly incorporate this property into sample-complexity bounds. Also, our simplification does
not model dynamic algorithms such as UCT, which do not explore policies uniformly. These are
avenues for future work. On the practical side, extending evaluations to an even broader range of
tasks could provide pointers for refining our framework. Our code is available in this repository.
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