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Summary
Many choices in deep reinforcement learning (DRL) were inherited from deep supervised

learning and remain largely unchanged. It is common to use fully connected feedforward
neural networks—potentially first with convolutional layers—with rectified linear unit (ReLU)
activations, standard initializations, and the Adam optimizer. It is hard to deviate from these
defaults because it can be hard to change just one component and maintain performance, and
similarly it can be hard to isolate and understand one component. In this work, we reconsider
and study one of these choices: replacing ReLU with another activation, called the Fuzzy
Tiling Activation (FTA). FTA is a one-to-many activation that was introduced previously to
learn sparse activation patterns, and has been shown to be useful for improving stability in
online reinforcement learning, continual reinforcement learning, and zero-shot representation
transfer. Despite these empirical successes, FTA remains largely underexplored. In this paper,
we provide an extensive empirical study of FTA looking at: (1) performance across popular
discrete and continuous action benchmarks and four base learning methods, (2) performance
on a new environment, (3) stability and reliability across and within runs, (4) robustness to
loss of plasticity in continual RL, and (5) hyperparameter sensitivity. Across a large set of
experiments we find FTA easy to use and performant. We also contribute improvements to
FTA itself including a simple scheme to remove one of its hyperparameters.

Contribution(s)
1. We provide an extensive empirical study of FTA looking at: (1) performance across three

popular discrete-action classic control problems and four continuous-action MuJoCo tasks,
using four base learning methods (DDQN, GreedyAC, SAC, and PPO), (2) performance on
a new environment, (3) stability and reliability across and within runs, (4) robustness to loss
of plasticity in continual RL, and (5) hyperparameter sensitivity.
Context: The original FTA paper investigated DQN in small classic control domains and
DDPG on MuJoCo domains with mixed results (Pan et al., 2021). Meyer et al. (2024)
explored pixel-based, discrete-action minigrid domains with SAC, whereas Wang et al.
(2024) looked only at DQN for visual navigation in discrete spaces. We do not claim to be
the first to study FTA; rather, we provide a broad empirical study of the existing activation.

2. We modify a set of RL reliability metrics to make them robust against the case when an
agent fails to learn on some training runs, a common failure mode that causes the extant
metrics to yield misleading scores. We use these improved metrics to more rigorously char-
acterize FTA’s behaviour compared to that of standard activations, showing benefits over
ReLU beyond return maximization.
Context: Chan et al. (2020) proposed metrics for measuring the reliability of RL algo-
rithms separate from performance.

3. We make small changes to FTA itself: (1) a simple addition using layer normalization
(Lei Ba et al., 2016) to remove the tiling bound hyperparameter from FTA without degrading
performance in MuJoCo environments, and (2) adjusting FTA to behave like ReLU for any
inputs outside the input range.
Context: Originally FTA was introduced with three hyperparameters, the tiling bound, a
sparsity parameter, and a number of tiles, which must be tuned. Wang et al. (2024) used a
reasonable approach to eliminate the sparsity factor.
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Abstract

Many choices in deep reinforcement learning (DRL) were inherited from deep super-
vised learning and remain largely unchanged. It is common to use fully connected
feedforward neural networks—potentially first with convolutional layers—with recti-
fied linear unit (ReLU) activations, standard initializations, and the Adam optimizer. It
is hard to deviate from these defaults because it can be hard to change just one compo-
nent and maintain performance, and similarly it can be hard to isolate and understand
one component. In this work, we reconsider and study one of these choices: replac-
ing ReLU with another activation, called the Fuzzy Tiling Activation (FTA). FTA is a
one-to-many activation that was introduced previously to learn sparse activation pat-
terns, and has been shown to be useful for improving stability in online reinforcement
learning, continual reinforcement learning, and zero-shot representation transfer. De-
spite these empirical successes, FTA remains largely underexplored. In this paper, we
provide an extensive empirical study of FTA looking at: (1) performance across pop-
ular discrete and continuous action benchmarks and four base learning methods, (2)
performance on a new environment, (3) stability and reliability across and within runs,
(4) robustness to loss of plasticity in continual RL, and (5) hyperparameter sensitivity.
Across a large set of experiments we find FTA easy to use and performant. We also
contribute improvements to FTA itself including a simple scheme to remove one of its
hyperparameters.

1 Introduction

Deep reinforcement learning (DRL) has been successfully deployed in a wide range of settings and
yet the basic algorithmic building blocks are nearly a decade old. Deep Q-learning was introduced
more than ten years ago based on the TD(0) algorithm (Sutton, 1988), experience replay (Lin, 1992),
and the RMSprop optimizer (Hinton, 2012). A decade on, the community seems to have converged
on using the Adam optimizer (Kingma & Ba, 2015), tanh or ReLU networks (Nair & Hinton, 2010),
n-step returns, and smart initialization schemes (e.g., Xavier (Glorot & Bengio, 2010)). It is possi-
ble that these are just the best ideas and more work in other directions like model-based planning
or exploration will yield the biggest gains. More likely is that we have overfit to an interacting set
of architectural choices that work for our somewhat narrow set of popular benchmarks, as articu-
lated in Orabona (2020)’s post about why Adam remains the most widely used optimizer despite its
flaws and numerous new ideas; it is because Adam was developed for feedforward neural network
architectures that work well on our benchmarks. In short, it has become difficult to demonstrate the
utility of a new algorithmic component within the standard recipe.
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A notable exception to this trend is Fuzzy Tiling Activation (FTA). This simple one-to-many activa-
tion function essentially bins the input with some added smoothness to allow gradient computations.
Replacing the standard ReLU activations in the last hidden layer of DQN appears to improve (and
not hurt) performance across classic control tasks (Pan et al., 2021). Recent work has also shown
that FTA has somewhat unique properties in terms of generalization, transfer, and continual learning.
In particular, FTA appears to learn fairly general representations that support zero-shot representa-
tion transfer (fixing the representation layers and learning a new Q-function from scratch) in visual,
discrete-action navigation tasks (Wang et al., 2024). In a task-switching continual learning setup,
FTA-based agents perform about as well as a VQ-VAE-based discrete latent representation, showing
no loss of plasticity over time and fast relearning (Meyer et al., 2024). More tangentially, FTA pro-
duces sparse representations, which have long been of interest in machine learning because sparsity
seems to be an important feature of key brain regions like the hippocampus (Wixted et al., 2014;
Wilson & McNaughton, 1993). Prior work in sparse representations for supervised learning (Mo-
canu et al., 2018; Evci et al., 2020) suggests sparsity does not increase performance and provides
no computational benefit with current hardware, whereas investigations of sparse representations in
RL prior to FTA have shown mixed results (Mahmood & Sutton, 2013; Liu et al., 2019; Sutton &
Whitehead, 1993; Ratitch & Precup, 2004; Ghiassian et al., 2020).

Despite FTA’s promise, it has not been broadly empirically explored. The original FTA paper inves-
tigated DQN in small classic control domains and DDPG on MuJoCo domains with mixed results
(Pan et al., 2021). Meyer et al. (2024) explored pixel-based, discrete-action minigrid domains with
SAC, whereas Wang et al. (2024) looked only at DQN for visual navigation in discrete spaces.

Driven by the surprising success of FTA to date, we tackle several open questions and empirical
issues. An often understudied aspect of agent behavior beyond raw performance is stability across
seeds and within runs (Chan et al., 2020); does FTA improve stability as well as performance?
The original FTA algorithm introduced three tunable hyperparameters; is performance sensitive to
these choices and can any hyperparameters be removed? Is FTA effective across a broad set of
base learning algorithms and how does its performance compare to simpler input binning strategies
explored in previous work (Ghiassian et al., 2020)? To date, FTA has only been used in the last
hidden layer of the network but in principle could be used in earlier layers. Finally, does FTA’s
success in continual discrete task-switching translate into success in a standard continual learning
benchmark?

This paper is largely an empirical study focused on the issues outlined in the previous paragraph, but
we also make several small algorithmic contributions. We provide a minor variation on the definition
of FTA to improve the input range. The metrics introduced by Chan et al. (2020) assume the agent
exhibits some learning; we provide refined metrics useful when many runs fail, which is common
in DRL. Finally, two of the three hyperparameters of FTA can be eliminated and the remaining
hyperparameter is naturally specified by the user. Taken together, the insights from our empirical
study and the small algorithmic tweaks provide additional evidence of the utility of FTA, suggesting
it should at least be a common ablation for algorithmic work in DRL.

2 Problem Setting and Background

We model the agent-environment interaction as a Markov decision process (MDP). The MDP is a
tuple ⟨S,A,R, d0, p, γ⟩, where S is the state space, A is the action space, R is the reward space,
p(s′, r|s, a) defines the transition dynamics, d0(s) gives the initial state distribution, and γ ∈ [0, 1]
is the discount factor. On time step t, at state st, the agent takes action at and the outcome state
st+1 and reward rt+1 are sampled from p(S′, R′|S = st, A = at). The states, actions and rewards
can be discrete or continuous, and we assume episodic environments where the agent can reach a
terminal state ST after a potentially variable number of steps T . The expected return from state s
after taking action a and then following policy π is called the action-value qπ , defined as qπ(s, a)

.
=

Eπ[Gt|St = s,At = a] for return Gt
.
=

∑T
i=0 γ

tRt+i+1 where the expectation is with respect to
the transition function and the policy. The policy is typically evaluated according to the episodic



Revisiting FTA for RL

(a) k = 4, η = 0.5 (b) k = 8, η = 2

Figure 1: Illustration of the
Fuzzy Tiling Activation func-
tion for different bounds u,
dimensions (number of tiles)
k, and sparsity η. The black
circles on the y-axes indicate
y = 0. Figure design adapted
from Pan et al. (2021).

return G0 starting from start state s0 ∼ d0, J0(π)
.
= Eπ

[
G0]. In the online setting that we consider,

the agent’s goal is to maximize expected return across its lifetime of learning.

Many RL algorithms estimate the action-values to progressively improve the policy, including
discrete-action algorithms like Double Deep Q-Networks (DDQN) (van Hasselt et al., 2016) and
continuous-action algorithms like Soft Actor-Critic (SAC) (Haarnoja et al., 2018b). The action-
values are typically parameterized using a neural network qw with weights w and updated using
temporal difference learning (Sutton, 1988), w ← w + η [r + γqw(s′, a′)− qw(s, a)]∇θqw(s, a)
or variants of this update that use target networks to improve stability (Mnih et al., 2015). Further,
for continuous-action algorithms, an explicit policy πθ is also learned, parameterized as a neural
network with weights θ, that inputs states and outputs a distribution over actions. Such algorithms
are called actor-critic algorithms because they learn both a policy (the actor) and values (the critic).
For both, neural network architecture choices can have a big impact.

One key choice is the activation function inside the network. Both the rectified linear unit (ReLU)
and tanh are commonly used activations in RL. Given the previous hidden layer h, a linear weighting
z = ⟨h,w⟩ gives the pre-activation, which is then passed into the activation to produce a node in
the next layer (e.g., tanh(z)). This activation serves to create non-linearity in the network, allowing
for learning arbitrary functions. In RL, there has been relatively little investigation of activation
functions. cReLU has been considered to mitigate loss of plasticity (Abbas et al., 2023); Elephant
Networks to prevent catastrophic forgetting (Lan et al., 2025); parameterized activation functions to
increase network plasticity (Delfosse et al., 2021); and Fourier features generated by passing each
input feature through sin and cosine activations (Li & Pathak, 2021).

In the next section, we discuss an alternative activation that has rarely been considered but has useful
properties for RL. This activation can be used in a variety of base algorithms, but we opt to use
DDQN (van Hasselt et al., 2016), SAC (Haarnoja et al., 2018a), PPO (Schulman et al., 2017), and
GreedyAC (Neumann et al., 2023). We describe the algorithms more fully in Supplement Section 9.
We chose DDQN as a canonical discrete-action algorithm, SAC as a canonical continuous-action
algorithm, PPO because it was previously used in continual RL, and GreedyAC as an actor-critic
algorithm that performs well with discrete actions to provide a bridge between the two settings.

3 The Fuzzy Tiling Activation

The Fuzzy Tiling Activation (FTA) is a one-to-many mapping that achieves sparsity by design,
mapping the input into a larger set of (fuzzy) bins, called tiles, with only a small subset active. A
scalar input z is mapped to a tiling vector, where each dimension of the vector represents a tile.
Each tile “spills over” into its neighbors, so that an input activates multiple tiles to varying degrees
depending on its proximity to the center of each tile. The degree of spillover is controlled by a
parameter η: a higher value means more spillover and less sparsity. Figure 1 illustrates this fuzzy
tiling with different bounds, dimensions (number of tiles k), and sparsity (η). As long as η > 0,
each tile’s domain will have one or two fuzzy regions—the purple sections in the figure—where the
gradient is non-zero. In these regions, the slope, and so the partial derivative, is always 1 or -1.
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We modify the original specification from (Pan et al., 2021) to better account for falling outside the
specified ranges. The original specification returns zero if the input is outside the ranges [−u, u]. We
adjust FTA to behave like ReLU for any inputs greater than u. Specifically, we append an infinitely
wide tile to the right-hand end of the tiling that executes the positive part function but with the
x-intercept at the tiling’s right boundary.

To use FTA, the user selects the number of tiles k and tiling bound u. The choice of these two
implies a tile width of 2u

k , since tiles should evenly tile [−u, u]. Following a heuristic of setting the
sparsity parameter η equal to the tile width as proposed by Pan et al. (2021), we obtain η = 2u

k . We
provide additional discussion of this choice in Supplement Section 11. FTA is applied to an input z
and outputs k+ 1 entries, with potentially multiple tiles activated near z and an extra dimension for
the right-shifted ReLU appended to the end.

hj(z) =



max(0, z − u) z > u

1 j = i

1 + 2u
k j − u− z j < i, z > 2u

k j − u

1 + z − 2u
k (j − 1)− u j > i, z < 2u

k (j − 1)− u

0 otherwise

To use FTA, one can simply insert it as one would any other activation, although due to FTA being a
R→ Rk function, it increases the output dimensionality of any layer in which it is used by a factor
of k. Supplement Section 11 discusses a way to stack FTA layers that accounts for this one-to-many
transformation and provides some promising initial results for the approach.

4 Performance improvements with FTA

In this section we investigate the performance benefits brought about from using FTA across many
different environments and several different base learning algorithms. The idea is to get a simple,
benchmark-style overview, and later proceed to more nuanced empirical questions.

4.1 FTA benchmark results

The goal of our first experiment is to get a sense of the performance of FTA-based agents across a
variety of settings. To do so, we use three well-known RL agents: Greedy Actor-Critic (Neumann
et al., 2023), DDQN (van Hasselt et al., 2016), and SAC (Haarnoja et al., 2018a), three discrete-
action classic control environments (Acrobot, MountainCar, and CartPole), and four continuous-
action Brax (Freeman et al., 2021) MuJoCo-v2 (Todorov et al., 2012) environments (Ant, HalfChee-
tah, Hopper, and Walker2d). We compare each agent with FTA to an identical agent without FTA.
We use FTA in the last hidden layer of the agent’s policy and value networks. This means the FTA
agents use a traditional activation function in the prior hidden layers. We use ReLU, and additionally
provide results for tanh in Supplement Section 13.

We tune FTA’s two hyperparameters using cross-environment tuning (Patterson et al., 2024a). This
expensive step is critical for fair comparisons; prior work simply used default hyperparameters for
baseline methods (Pan et al., 2021; Meyer et al., 2024). The process entails performing a grid search
over the two FTA hyperparameters in each environment, normalizing the raw performance scores
for each environment (see Supplement Section 12 for the normalization method), averaging the
normalized scores across the environments, and selecting the single hyperparameter configuration
with the highest average normalized score. For our grid search we use [2, 4, 8, 16, 32, 64] for the
number of tiles and [0.5, 1.0, 2.0, 4.0, 8.0, 16.0] for the bound. This produces the best configuration
of 32 tiles and a bound of 8 for DDQN, and 16 tiles and a bound of 8 for GreedyAC. For SAC we
obtain 8 tiles and a bound of 4. In Section 7, we provide further analysis of the hyperparameter
sensitivity of FTA.
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Figure 2: Normalized mean return of DDQN, GreedyAC, and SAC agents using FTA and ReLU.
Returns are normalized with respect to the maximum and minimum individual performance across
seeds and activations per environment.

The base agent hyperparameters were taken from prior work. We used the cross-environment tuned
hyperparameters from Neumann et al. (2023) for GreedyAC, and DDQN’s hyperparameters were
taken from Raffin et al. (2021). We used the default hyperparameters for SAC from Raffin et al.
(2021) with a 10k-step initial exploration period found to be critical for SAC (Patterson et al.,
2024b). Further agent details can be found in Supplement Section 10.

Figure 2 plots the mean undiscounted return throughout learning, proportional to area under the
curve (AUC) (Patterson et al., 2024b). Results are averaged over 100 runs for classic control and 30
for MuJoCo. From this plot we observe a clear overall benefit from using FTA. FTA improves the
agents’ performance in all environments except for HalfCheetah and Ant, where the confidence in-
tervals overlap, making conclusions about ranking unclear. We conclude that FTA leads to improved
or at worst similar performance across our combination of agents and environments. In Supplement
Section 13, we report additional results with tanh activations.

4.2 FTA in a non-benchmark environment

Many DRL algorithms are fit to our current benchmarks and additional insight could be gained
from testing on fresh environments. Algorithms like DDQN and SAC were designed, developed,
and tuned for popular RL benchmarks like Atari 2600 and the MuJoCo suite. There has effec-
tively been a three-way co-evolution of environments, algorithmic components, and hyperparameter
settings. On the other hand, we sometimes see scenarios like DQN performing poorly on Moun-
tainCar (Ghiassian et al., 2020) because DQN was designed for visual control tasks and because the
hyperparameter settings that perform well on Atari are very different from those that perform well
on MountainCar (Patterson et al., 2024b). Here, we explore using the default hyperparameters on an
environment that has not been used in prior DRL evaluations. This could provide insight into how
well these algorithms perform on a new task.

Here we use the Truck Backer Upper (TBU) (Nguyen & Widrow, 1989) problem from the engineer-
ing literature. This task has been used to test a variety of learning agents in previous work (Saeed
& Niknafs, 2016; McDowell, 2019; Bejar & Morán, 2018; Gatti & Embrechts, 2014), but never
in combination with SAC. This is an episodic task in which an agent must steer a tractor-trailer
towards a loading dock. The truck’s dynamics are given by Gatti (2014). We experimented with
both continuous- and discrete-action variants of the task. Discrete TBU has five actions representing
various left-to-right turning orientations. Continuous TBU expands this to a continuous steering ori-
entation signal in [−1, 1]. In all versions, the agent receives−1 reward on all time steps and receives
+100 for successfully parking the truck. More details on the environment can be found in Supple-
ment Section 14. We use GreedyAC for discrete TBU and SAC for continuous TBU. We re-tune
the FTA hyperparameters for TBU by following the cross-environment tuning method described in
Section 4.1, but with only one environment in the set. We do not assume that default hyperparame-
ter settings will work best and in fact the best hyperparameter settings for TBU were different from
those found cross-environment in the previous experiment.
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Figure 3: Average return per episode, with 95% bootstrap confidence intervals for agents using FTA
and ReLU activations on TBU. The left subplot shows GreedyAC on discrete TBU and the right
subplot shows SAC on continuous-action TBU. Results averaged over 30 independent runs.

Figure 3 shows that the FTA-based agent learns faster and reaches better final performance in the
mean in both versions of the TBU environment. We conducted a two-sided Welch’s t-test comparing
the area under the curve (AUC) of each algorithm and found that, in both environments, the mean
FTA performance was indeed higher with a p-value of 0.00004603 for discrete TBU and a p-value
of 0.01104147 for continuous TBU.

4.3 A continual learning experiment

Figure 4: Continual RL: PPO with FTA.

In this section, we investigate how FTA-based agents per-
form in a well-known continual RL benchmark. Prior
work somewhat surprisingly found that FTA-based agents
are robust in several non-stationary minigrid navigation
tasks where the locations of doors and keys were ran-
domized periodically (Meyer et al., 2024). In particular,
a PPO agent outfitted with FTA activations reliably re-
learned on each task switch with no hint of loss of plas-
ticity, the phenomenon commonly observed in continual
RL (Abbas et al., 2023). Perhaps such results are due to
the sparse, high-dimensional representations learned by
FTA that appear to support learning somewhat factored, non-interfering representations good for
continual updating.

To gain more insight, we tested FTA on Slippery Ant, used previously to demonstrate that PPO
dramatically loses plasticity under task non-stationarity. In our implementation of Slippery Ant the
friction changes every 3 million steps, sampled log-uniformly from [1e−4, 1e4], the same range
as used in Dohare et al. (2024). We evaluated PPO with a standard tanh network and compared
this with a tanh network with FTA activations in the last hidden layer. Note that we found the
hyperparameters specified for “Tuned PPO" from Dohare et al. (2024) resulted in poor performance,
and so we used the default hyperparameters from Raffin et al. (2021) which perform better and
include gradient clipping, value loss clipping, and observation normalization. Both agents used the
same PPO hyperparameter settings. We ran the experiment for 50 million steps, averaging over 50
independent runs and plotting mean undiscounted return with 95% bootstrap confidence intervals.

In Figure 4 we see that tanh-PPO (purple line) initially learns faster but eventually exhibits the
classic signature of loss of plasticity: performance dropping with each successive task switch. The
FTA-based agent, on the other hand, exhibits a more stable trend reaching about the same level of
performance after each task switch. This simple result provides another piece of evidence that FTA,
without retuning PPO to work with FTA, is somewhat robust in task-switching continual RL tasks.
More details about this experiment are available in Supplement Section 15.
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5 Beyond return: measuring stability of performance

We investigate other measures of performance related to across-run and within-run stability. In RL,
we evaluate algorithms primarily in terms of the return they achieve and how fast they achieve it.
But there are other considerations. For example, one agent may learn faster and outperform another
earlier on, only for its performance to later collapse, whereas the second agent may improve more
slowly but steadily, ultimately proving more reliable. This section compares FTA to ReLU and
simple input binning (Ghiassian et al., 2020) using several different measures of reliability.

5.1 Modified reliability metrics

To more fully characterize RL agents, Chan et al. (2020) proposed a set of reliability metrics, where
reliability is the degree to which an agent’s learning is smooth and monotonic across time, and
repeatable across runs. Table 1 summarizes these metrics. An agent that scores poorly on them may
be undesirable even if its expected performance averaged over runs is strong. Supplement Section 16
describes the metrics in more detail.

The CT metric is computed as follows. First, we obtain performance scores at regularly spaced
evaluation points throughout the training run (i.e. every m steps) by running a fixed number of non-
learning episodes at each eval point and taking the average return. We then place w regularly spaced
window points and compute the metric at each one over the T/(mw) evaluation points ending at it,
where T is the total number of time steps. For CR and RR, we compute the metric at each window
point and take the median of these values, and for SRT and LRT, we compute the metric on the
evaluation points directly.

Reliability category Original metric Modified metric
Consistency across Runs
(CR)

Interquartile range (IQR) at
window points across training
runs

Std. dev. with a minimum ef-
fective mean of 0.7, at window
points across training runs

Consistency across Time
(CT)

IQR across window points in
individual runs, then averaged
over runs

Std. dev. with a min effective
mean of 0.7, across window
points in individual runs aver-
aged over runs

Robustness across Runs
(RR)

Average performance of the
worst 10% of runs

Unchanged from Chan et al.
(2020)

Short-Term Robustness
across Time (SRT)

Average of the worst 10%
of point-to-point performance
changes in individual runs aver-
aged over runs

Same as Chan et al. (2020), with
a penalty for lack of learning

Long-Term Robustness
across Time (LRT)

Average of the worst 10% of
perf. drops w.r.t. highest peak
so far in individual runs aver-
aged over runs

Same as Chan et al. (2020), with
a penalty for lack of learning

Table 1: Five reliability metrics based on those from Chan et al. (2020)

Unfortunately, these metrics are problematic when an agent fails to learn at all. These runs produce
flat learning curves that earn deceptively high CT scores, as there is no variation in performance
across time, as well as perfect SRT and LRT scores, as there are no performance drops. If the agent
sees zero learning on enough runs, it also achieves an inflated CR score. To address this issue, we
introduce modified metrics that account for this degenerate (but common) case while otherwise be-
having the same.1 These modified versions are summarized in Table 1 and elaborated in Supplement
Section 16. At a high level, we modify the consistency metrics CT and CR by measuring disper-
sion around not the true mean performance but an effective mean that is at least some fraction of

1Excepted is the RR metric, which is not distorted by flat learning curves.
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(a) DDQN in Acrobot, CartPole, &
MountainCar.

(b) GreedyAC in Acrobot, Cart-
Pole, & MountainCar.

(c) SAC in Ant, HalfCheetah, Hop-
per, & Walker2d

Figure 5: Median performance and reliability scores for DDQN, GreedyAC, and SAC when com-
paring FTA to ReLU. Dark purple denotes ReLU, and dark green denotes ReLU with FTA in the last
hidden layer. Orange stars denote statistically significant differences (α = 0.05). Shading represents
95% bootstrap confidence intervals.

the maximum performance achieved, or achievable, by an agent on the given environment, and we
modify the robustness metrics by adding a lack-of-learning penalty that increases with time.

5.2 FTA’s reliability

In this section, we compare several approaches using these modified metrics. The metrics are based
on rounds of 30 evaluation episodes conducted at regular intervals during training (1k intervals total).
Metric scores are reported as mean percentiles with respect to the pooled distribution of raw scores
for both agents in each environment, averaged across environments, where raw scores are based on
median return. More details on the agents can be found in Supplement Section 9.

Figure 5 shows the scores obtained for the median episodic return (usual performance metric) as well
as on each metric by DDQN, GreedyAC, and SAC averaged across environments. Each radar plot
compares an FTA-based agent (in green) with a ReLU-based agent (in purple). Hyperparameters
were tuned cross-environment according to Patterson et al. (2024a), but per agent. All the results are
averaged over at least 30 runs (different environment sets used different numbers of runs) with boot-
strap confidence intervals. Stars indicate when differences are statistically significant. Supplement
Section 18 details how the plot results, including the confidence bands and statistical significance
markers, were obtained. Additional results with tanh can be found in Supplement Section 17.

The reliability metrics provide a more complete view of utility compared with median performance.
With DDQN and GreedyAC, FTA not only improves performance but also reduces short-term drops,
long-term drawdown, and variability across time—and, in DDQN, FTA improves the performance
of the worst 10% of runs. With SAC in the MuJoCo environments, despite improving performance,
FTA results in bigger drops throughout training, as captured by the SRT and LRT metrics. These
additional metrics offer insight that straightforward comparisons of return cannot.

5.3 Is FTA better than simple input binning?

In this section, we ask: might the benefits FTA confers instead be obtained from simple discretization
or binarization schemes? Although setting the sparsity parameter to zero, which would remove the
fuzzy portions of FTA, is infeasible due to the resulting zero-almost-everywhere gradients, prior
work (Ghiassian et al., 2020) has found that breaking generalization in the input space through one-
hot binning or tile coding the inputs is enough to substantially improve performance in DRL. How
does this technique compare to FTA?

Figure 6 compares FTA to input binning in the discrete-action environments using the reliability
metrics of Section 5. FTA’s superiority in terms of both performance and reliability is quite clear;
binning inputs to the network is not the same as using FTA on the last hidden layer. We did not
include results with SAC as prior work only showed input binning was effective with DQN and our
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(a) DDQN in Acrobot, CartPole, & MountainCar. (b) GreedyAC in Acrobot, CartPole, & MountainCar.

Figure 6: Median performance and reliability scores for DDQN and GreedyAC when comparing
FTA to input binning. Cream denotes input binning, and dark green denotes ReLU with FTA in
the last hidden layer. Orange stars denote statistically significant differences (α = 0.05). Shading
represents 95% bootstrap confidence intervals.

(a) Dead tiles over time (b) Average tile activations, first
half of learning

(c) Average tile activations, second
half of learning

Figure 7: Percentage of tiles in GreedyAC’s value function network that are inactive for each of the
1k most recently visited state-action pairs throughout learning in MountainCar, averaged across all
64 neurons in the FTA layer and all 30 runs. (a). Average FTA tile activations for 12 of the value
network’s 64 neurons for a single run. Each blue fill is the tile’s activation (normalized to fall in
[0, 1]) averaged over the 1k most recent state–action pairs at each recorded time step and then over
all time steps in the first (b) or last (c) 100k. Grey marks tiles with zero activation for every one of
those pairs and time steps.

initial results with input binning for SAC were not promising. Learning curves for input binning,
FTA, and the vanilla-network controls are presented and discussed in Supplement Section 19.

6 FTA tile utilization

In DRL—especially continual learning—many neurons become dormant or even dead throughout
the course of learning (Sokar et al., 2023). FTA avoids this by maintaining constant activation across
units, but this raises the questions: 1) Do learning agents make good use of each unit’s tiles? 2) How
many FTA tiles remain unused? 3) How do tile activation dynamics evolve over learning? In this
section we investigate the activation statistics toward potential answers to these questions.

We start by looking at the analogous measure to dead neurons: dead tiles. GreedyAC achieved good
performance in MountainCar with bounds of [−8, 8] and 16 tiles, making this experiment a natural
candidate for inspecting the FTA tiles’ activations. Figure 7a shows the percentage of tiles that have
zero activation for all of the 1k most recent state–action pairs—i.e., that are dead—averaged across
all neurons and runs. More tiles are used, at least some of the time, by the end of the experiment,
with the rate of use increasing quickly in early learning. At least for this high-performing setting,
FTA’s capacity is reasonably well exploited and improves over the course of learning.

Figures 7b and 7c provide summaries of how exploitation develops over time. Each of the two plots
shows FTA tile activations in 12 neurons for one run, averaged over the 1k most recent state–action



Reinforcement Learning Journal 2026

pairs at each recorded time step and then over the first (Figure 7b) and last (Figure 7c) half of
learning. Earlier in learning, activations are more clustered. By the time learning has progressed for
some time, activations are both less uniform and more spread out across the available tiles.

7 Analyzing and removing hyperparameters in FTA

One should be somewhat suspicious of an activation function with tuneable hyperparameters. FTA
has two hyperparameters: the tiling bound u and the number of tiles k per tiling, described in
Section 3. Perhaps performance improvements are just due to the additional flexibility afforded by
tuning these hyperparameters. Worse, maybe u and k are sensitive, meaning different problems
require drastically different values. In this section we present results that mollify these concerns.

7.1 Sensitivity of FTA hyperparameters

We can compress the results of thousands of experiments to characterize the performance sensitivity
of FTA with respect to the bound u and number of tiles k. We normalize returns for each hyper-
parameter configuration (combination of u and k) by the best and worst performing seed in each
environment and then average across environments. We can then visualize, for each configuration,
the difference between the normalized FTA agent score and the normalized non-FTA agent score. If
the performance difference for a configuration is greater than 0, then that configuration outperforms
the non-FTA baseline. Figure 8 displays these values for DDQN and GreedyAC in the classic control
environments and SAC in the MuJoCo environments. Large areas of positive scores indicate large
regions of the hyperparameter space where all configurations outperform the baseline algorithm.

We observe that in most configurations, FTA outperforms ReLU, indicating that the benefits of FTA
are not only the result of one specific set of its hyperparameters. Additionally, we observe FTA is
broadly not sensitive to its hyperparameters in these tested suites as there are relatively few negative
values. We can see that the low-performing configurations are clumped together, and occupy at most
around a quarter of the space in each environment. We do not visualize significance here as that is
typically not used to select hyperparameters when tuning (Patterson et al., 2024a).
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Figure 8: Cross-environment hyperparameter sensitivity of FTA grouped by base algorithm. Values
greater than 0, in green, indicate the hyperparameter configuration outperformed the ReLU agent.

Generalization of FTA classic control hyperparameters to MuJoCo Another way to determine
FTA’s sensitivity to its hyperparameters is to test if hyperparameters tuned on one set of simple
environments can generalize to a new suite of more complex problems. We test how the FTA hy-
perparameters tuned for classic control environments—tuned cross-environment and across DDQN
and GreedyAC—generalize to the MuJoCo suite. The hyperparameters of SAC are fixed to MuJoCo
defaults. We compare this with ReLU SAC with default hyperparameters. Ideally, we would like to
see FTA SAC performing nearly as well as ReLU SAC, indicating that tuning FTA hyperparameters
for one set of environments does not make FTA SAC perform poorly on another set.
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In the inset figure to the right, we plot the mean undis-
counted return from SAC using FTA and ReLU with fixed
hyperparameters. The best hyperparameters for FTA SAC
in classic control do indeed differ from the best hyper-
parameters for FTA SAC in MuJoCo (u=16, k=4 and
u=4, k=8 respectively), but we still get better perfor-
mance than ReLU when using the classic control hyper-
prarameters, indicating hyperparameters can transfer to
new problems even if they are not optimal.

7.2 Removing the bound hyperparameter from FTA

In this section, we show how FTA’s bound parameter u can be removed. Though input feature
normalization is common, we cannot guarantee that the FTA layer’s inputs land in a reasonable
range. Outside our well understood benchmarks, we have less certainty on variable ranges. Worse,
if the bounds are too broad we waste function approximation resources and if the bounds are too
tight we lose discrimination power.
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We can remove the bound using layer normalization (Lay-
erNorm) (Lei Ba et al., 2016). We pass the input to FTA
first through LayerNorm without an adaptive bias and
gain, which forces the FTA input to follow N (0, 1). This
controls the input space regardless of the environment and
allows us to pick the simple tiling bounds of [−1, 1].

We pick 1 because after applying LayerNorm we know
that 68% of the input will fall within the tiling bounds.
This ensures the tiles are frequently utilized but still allows for some input to fall into the ReLU
part of the activation. As shown in the inset figure to the right, our normalized FTA (with bound 1)
statistically ties tuned FTA in SAC across four MuJoCo tasks, greatly improving FTA’s practicality.

8 Discussion and future work

This work was a deep empirical dive into the Fuzzy Tiling Activation (FTA). After augmenting
FTA’s original design to better handle input outside the tiling bounds, we showed that FTA can out-
perform ReLU with a diverse range of agents and environments, according to both performance and
an improved set of reliability metrics. Further we showed that FTA effectively mitigates loss of plas-
ticity in a continual learning setting. We investigated utilization of FTA’s tiles and observed that they
became more broadly active as learning progressed, indicating effective exploitation of FTA’s repre-
sentational capacity. Turning to FTA’s hyperparameters, we found that performance is not especially
sensitive: broad, contiguous regions of the hyperparameter space yield reasonable performance, and
FTA hyperparameters tuned in classic control environments can transfer to continuous-action (Mu-
JoCo) environments and still surpass ReLU. Finally, by adding parameter-free layer normalization
in front of FTA, we eliminated the tiling bound parameter without degrading performance.

There are many potential avenues for further algorithmic improvements to FTA and empirical
understanding. In subgradient-based optimization, the updates often oscillate around the non-
differentiable points like x = 0 in ReLU without converging (Byun, 2001). Exploring fuzzy sparsity
schemes without discontinuities in the derivative could be fruitful. In Section 7.2 we showed how to
remove the bound as a hyperparameter; adaptive methods for removing the number of tiles are also
worth exploring, such as methods based on input statistics, which would bypass the need for differ-
entiability. Finally, we found evidence of FTA’s promise in continual learning; it would be natural
to test FTA in more ambitious continual learning settings and explore recurrent variants useful in
partially observable Big World tasks (Javed & Sutton, 2024).
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9 RL Algorithm Descriptions

We conduct experiments using three RL agents: In discrete environments, we evaluate Double Deep
Q-Learning (DDQN) (van Hasselt et al., 2016) as well as a discrete-action version of Greedy Actor-
Critic (GreedyAC) (Neumann et al., 2023), and in continuous environments we evaluate Soft Actor-
Critic (SAC) (Haarnoja et al., 2018a). We selected these agents for their strong performance in
their respective settings and especially for their diversity of approaches, providing a basis for well-
founded conclusions. In this section we briefly discuss these agents.

9.0.1 Double Deep Q-Learning

Double Deep Q-Learning (DDQN) was introduced by van Hasselt et al. (2016) and builds on the
earlier Deep Q-Learning (DQN) Mnih et al. (2015), which itself builds on Q-learning (Watkins &
Dayan, 1992), a core RL algorithm. We first describe Q-learning, and then detail how DQN and
DDQN extend its principles.

Q-learning follows the same principle as one-step TD learning, but aims to learn the optimal action-
value function instead of the state value function. In the function approximation case, its update
equation is:

θ ← θ + α
[
r + γmax

a′
q̂(s′, a′; θ)− q̂(s, a; θ)

]
∇θ q̂(s, a; θ).

Under this rule, q̂(s, a, θ) serves as an estimate for q∗(s, a), the agent’s expected return starting
from state s, taking action a, and thereafter taking the optimal action in each state, i.e., following
the optimal policy π∗. To learn this function, which is equivalent to learning the optimal policy,
the agent follows a separate ϵ-greedy policy πϵ for some ϵ (usually a small value such as 0.01). An
ϵ-greedy policy is one that chooses the action with the highest estimated value 1− ϵ of the time and
otherwise explores by choosing a random action. Through this exploration, the Q-learning agent
hopes to achieve sufficient coverage of the environment in order to learn an accurate estimate of
q∗(s, a).

DQN is essentially Q-learning implemented with ANNs. It warrants its own name, however, due to
the collection of techniques that have been found to be helpful—and often necessary—for achieving
good performance, as ANNs are highly non-linear and can be difficult to train to convergence. These
techniques are:

• Experience replay: Rather than updating the network only on the most recent environment tran-
sition as in stochastic gradient descent, DQN updates the network using mini-batches of stored
transitions in an experience replay buffer, which reduces gradient variance and improves stability.

• Target network: A separate target network is used to generate the Q-learning targets. This net-
work is a copy of the main network and is updated more slowly—either by copying the weights
every m steps or by gradually moving them toward the main network’s weights using Polyak
averaging. This decoupling prevents the target values from shifting too rapidly and helps avoid
feedback loops that can destabilize learning.

• ϵ-decay: Over time, ϵ is gradually decayed to reduce exploration and favour exploitation. De-
caying ϵ ensures broad exploration early on, which helps prevent premature generalization and
catastrophic interference by exposing the ANN to diverse experiences before it begins to overfit
and exploit.

Despite its success, DQN suffers from a key flaw: the overestimation of action values due to using
the same network to both select and evaluate actions. In DQN, the target is:
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yDQN = r + γmax
a′

q̂(s′, a′; θ−),

where θ− are the target network parameters. The max operator tends to overestimate values, espe-
cially with noisy or imperfect estimates. This in turn biases the target high, which is more likely to
produce an upward-biased q̂(s, a).

Double Deep Q-learning resolves this by decoupling action selection and evaluation. It uses the
main network to select the best action, and the target network to evaluate it:

yDDQN = r + γq̂(s′, argmax
a′

q̂(s′, a′; θ), θ−).

This reduces overestimation bias and leads to more stable learning. In every other respect, DDQN
is the same as DQN, making the above change to the target a drop-in improvement with minimal
additional cost.

9.0.2 Soft Actor-Critic

Value-based methods like Q-learning define policies implicitly. For example, the optimal action
at each state is that which maximizes the learned estimate q̂∗(s, a, θ) of the optimal action–value
function, without an explicit policy representation. In contrast, actor–critic agents introduce an
explicit, parameterized policy π(a|s; θ) (the actor) alongside a value estimator q̂(s, a;ϕ) (the critic).
By directly learning πθ, the agent can expressively model complex, stochastic behaviours and be
trained with gradient-based updates, rather than relying on a greedy argmax over q̂. The critic still
guides learning through temporal-difference targets, but primarily through providing a differentiable
signal to shape the actor’s parameters.

Soft Actor-Critic (SAC) (Haarnoja et al., 2018a) is an actor-critic algorithm that replaces the usual
RL objective

J(π)
def
= Eτ∼π

[ ∞∑
t=0

γtrt

]

with an entropy-regularized objective

JSAC(π)
def
= Eτ∼π

[ ∞∑
t=0

γt
(
rt + αH

(
π(·|St; θ)

))]
,

where Eτ∼π indicates the expectation over state-action-reward trajectories under the policy π,
H(π(·|St)) = −Ea∼π[log π(a|St; θ)] is the entropy of the policy at state st, and α is a temper-
ature parameter that controls the how much the return term of the objective is regularized by the
entropy term.

By promoting policies that remain stochastic, SAC helps the agent avoid greedily pursuing locally
tempting but globally suboptimal strategies. This often leads to better performance in the long
run, particularly in continuous control environments where the rich action spaces demand persistent
exploration.

9.0.3 Greedy Actor-Critic

Greedy Actor-Critic (GreedyAC) (Neumann et al., 2023) is a recent actor–critic algorithm that re-
places the entropy-regularized objective used in SAC with a percentile-based “greedification.” At
each update, the agent draws a batch of N candidate actions for the current state from a proposal
policy, which is kept deliberately broader than the behaviour policy via entropy. The candidate
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actions are ranked by the critic’s action values q̂(s, a;ϕ), and the top ⌈ρN⌉ are chosen (ρ is a hyper-
parameter). The actor then performs a maximum-likelihood step that increases the log-probability
of just these top actions in the behaviour policy; over time, this steadily concentrates the behaviour
policy around high-value actions.

Because updates are directed toward a percentile-greedy policy rather than an entropy-regularized
optimum, GreedyAC benefits from a monotonic policy-improvement guarantee, avoiding the mis-
match between learning objective and true return that can arise in SAC. Exploration is still available,
but it is through the proposal policy’s entropy, decoupled from the actor, enabling GreedyAC to over-
come the exploratory noise once the critic’s estimates stabilize.

In the discrete action case, especially when the action set is small, we can simplify the algorithm by
replacing the batch of candidate actions with the entire action set and foregoing the proposal policy
for a simple argmax over the actions. As the discrete-action environments considered in this work
all have very small action sets, we opt for this route.

10 Agent configuration

We implement each of DDQN’s value function, GreedyAC’s value functions, and GreedyAC’s pol-
icy as fully connected feedforward networks with two hidden layers of 64 units each, using Normal
Xavier initialization. Both agents also use target networks and experience replay with a buffer size
of 1 × 105 and a batch size of 32. We set DDQN’s learning rate to 1 × 10−4, GreedyAC’s actor
learning rate to 1× 10−2, and its critic learning rate to 1× 10−3. The above buffer size, batch size,
and learning rates are the default values from Raffin et al. (2021) (DDQN) or Neumann et al. (2023)
(GreedyAC). We parameterize GreedyAC’s policy using a Softmax distribution.

For SAC, the policy and value networks have two hidden layers of 256 orthogonal-initialized units
each, the batch size is 256, and we use experience replay with a buffer size of 1 × 106. We set the
actor, critic, and entropy learning rates to 3×10−4. The learning rates quoted above are from Raffin
et al. (2021). We also begin every SAC training run with 10k steps of uniform exploration, as this
has been found to substantially improve performance (Patterson et al., 2024b). We parameterize the
policy using a squashed Gaussian distribution, ensuring bounded action outputs.

For SAC in Truck Backer Upper different hyperparameters were used. We used hyperparameters
which showed greater success in classic control, because we believed they were more likely to
translate to this low-dimensional-state task. The policy and value networks used two hidden layers
of 256 units initialized with Normal Xavier initialization. We used a batch size of 32, a buffer size of
1× 105, an entropy temperature of 0.2, 10k exploration steps, and a target update interval of 1. For
GreedyAC in Truck Back Upper we used the same network architecture. We used an actor learning
rate scale of 10 and a critic learning rate of 1× 10−3. We used a replay buffer capacity of 1× 105,
a discount factor (gamma) of 0.99, a soft target update rate (tau) of 5 × 10−3 with a target update
interval of 1, and the policy was parameterized as a Softmax distribution.

For Proximal Policy Optimization (PPO), the policy and value networks have two hidden layers of
64 orthogonal-initialized units each. We use a rollout length of 2048, with a mini-batch size of 32.
Our actor and critic learning rates were 3× 10−4. We used a discount factor of 0.99, a GAE lambda
of 0.95, 10 epochs, a clipping epsilon of 0.2, a value function coefficient of 0.5, a maximum gradient
norm of 0.5, and an entropy coefficient of 0.0. When using FTA we set the bounds to 1.0 and the
number of tiles set to 8.0.

All agents use the Adam optimizer (Kingma & Ba, 2015) with (β1, β2) = (0.9, 0.999). To help
stabilize learning, all agents use soft-update target networks with a Polyak averaging constant of
5× 10−3, and DDQN and GreedyAC use mean-variance input normalization.



Reinforcement Learning Journal 2026

11 General Form for the Fuzzy Tiling Activation

Here we give FTA in its most general form, in which η may differ from the tile width. This allows
for the level of sparsity to be controlled separately from the number of tiles.

First, we choose an input range [−u, u] and tile width δ, and from these we construct a tiling vector

c = (−u,−u+ δ,−u+ 2δ, . . . , u− 2δ, u− δ), (1)

where each element of c denotes the left bound of a tile. We then define a fuzzy indicator function
Iη,+(x) mediated by η:

Iη,+(x) = [1− I+(x− η)] · x+ I+(x− η). (2)

Here, I+(x) is an element-wise non-fuzzy (i.e., binary) indicator function that returns 1 if x > 0 and
0 otherwise. With these pieces in hand, we can define the main component of the fuzzy activation
vector,

ϕmain(z; η) = 1− Iη,+ (max(c− z, 0) + max(z − δ − c, 0)) , (3)

where ϕmain(z; η) is a vector of length |c|, where each element represents a tile from Figure 1 that
is active to a smoothly varying degree. We augment these tiles with an additional tile bounded by
[u,∞) and represented by the second and final component of the fuzzy activation vector:

ϕright(z) = max(0, z − u). (4)

This tile thus serves as a ReLU shifted u units to the right2. Concatenating the above two vectors
(the second being a singleton) produces the final fuzzy activation vector:

ϕ(z; η) = concat(ϕmain(z; η), ϕright(z)). (5)

Figure 10: Illustration of the
Fuzzy Tiling Activation function
with η > tile width. The black cir-
cles on the y-axes indicate y = 0.

By selecting η > tile width, the sparsity is reduced because
more tiles are active for any given input, as depicted in Fig-
ure 10. Similarly, η < tile width reduces the level of overlap.
This extra flexibility, however, does not seem to give much ben-
efit. Pan et al. (2021) showed that η = tile width was generally
effective; this choice was also adopted by Wang et al. (2024).
We did the same, removing a degree of freedom and leaving
only two key parameters: the number of tiles k and the bound
u, giving tile width = η = 2u/k. This choice allows FTA to be
specified more simply than above.

12 Normalization
in Cross-Environment Hyperparameter Tuning

A key step in cross-environment hyperparameter tuning (Section 4.1) is normalizing the raw perfor-
mance scores for each environment. For the normalization step, Patterson et al. (2024a) propose a
method in which the raw performance scores corresponding to the different hyperparameter settings
are first pooled per environment, and then a given hyperparameter setting’s normalized score is de-
fined as the fraction of raw scores in the pool that its own raw score exceeds. This can be conceived
as an empirical estimate of an underlying conditional distribution function,

ĈDF(gθ, E) =
1

|PE |
∑

gθ′∈PE

1(gθ′ < gθ)

2The presence of an infinitely wide shifted-ReLU tile is novel to this work; in the FTA specification from Pan et al. (2021),
all input falling outside the tiling produces no activation.
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Figure 11: Normalized Mean Return of DDQN, GreedyAC, and SAC agents using Tanh and FTA.
Returns are normalized with respect to the maximum and minimum individual performance across
seeds and activations per environment.

where gθ is the raw performance score obtained in environment E with hyperparameter setting θ,
PE is the pool of raw scores obtained in E for all hyperparameter settings, and 1 is the indicator
function yielding 1 if its argument is true and 0 otherwise.

Unfortunately, the CDF approach equalizes the differences between raw scores, which can produce
misleading rankings when the normalized scores are aggregated across environments. For example,
suppose that hyperparameter setting θ1 in environment E1 produces the best performance, earning
a rank of 1, while θ2 receives a rank of 5. (In fact, the normalized scores are evenly spaced fractions
between 0 and 1, not ranks, but these are functionally equivalent.) Suppose also that in environment
E2, θ2 is ranked 1, while θ1 is ranked 2. After aggregating across both environments, the CDF
method will prefer θ1, with its average rank of 1.5, to θ2 because with its average rank of 3. However,
if θ1’s raw score in E1 is only slightly higher than θ2’s, while θ2’s raw score in E2 is much higher
than θ1’s, we may prefer θ2 in practice.

For this reason, in place of CDF-based normalization we opt for min-max scaling, which accounts
for the differences in raw performance scores across hyperparameter settings:

N(gθ, E) =
gθ − gmin

gmax − gmin
,

where gmin = mingθ′∈PE
gθ′ and gmax = maxgθ′∈PE

gθ′ .

13 Benchmark Results Details and Additional Results

The agent configurations used in this experiment are outlined in Supplement Section 10. We provide
additional results for agents using tanh in the first hidden layer of their neural networks. This means
we run agents using tanh in their first hidden layer, and FTA in the second hidden layer. For com-
parison we run agents using tanh as the activation in both hidden layers. These results are shown in
Figure 11. The same normalization scheme was used for the tanh results as for the ReLU results.

14 Truck Backer Upper Experiment Details

We run SAC on Truck Backer Upper using the hyperparameters listed in table 2. The hyperparame-
ters we use are different from those used in MuJoCo. We also run GreedyAC on Truck Backer Upper
and used the hyperparameters listed in table 3. We run for one million steps, and run 30 evaluation
episodes running the deterministic policy every 300 steps. We plot these evaluation episode returns
in Figure 3. We sub-sample each seed’s evaluation returns evenly every 150 returns and smooth by
a simple moving average of the last 10 sub-sampled returns. We then average over the 30 seeds and
plot the mean as well as the 95% bootstrapped confidence intervals. We also ran the Welch’s T-Test
on the area under the curve values for each seed in order to make a statistically significant claim that
FTA outperformed ReLU in these environments.
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Table 2: SAC Hyperparameters With and Without FTA

Hyperparameter SAC without FTA SAC with FTA
Actor LR 1× 10−3 1× 10−3

Automatic entropy tuning False False
Batch size 32 32
Betas (β) [0.9, 0.999] [0.9, 0.999]
Clip actions False False
Clip std. dev. 1× 103 1× 103

Critic LR 1× 10−3 1× 10−3

Double Q False False
Entropy reg. temp. (fixed) 0.2 0.2
Exploration steps 1× 104 1× 104

Hidden dimensions 64 64
Input normalization mean/variance mean/variance
Number of samples 1 1
Policy type Squashed Gaussian Squashed Gaussian
Polyak avg. constant (τ ) 5× 10−3 5× 10−3

Replay capacity 1× 105 1× 105

Steps before learning 1× 103 1× 103

Target update interval 1 1
Weight init. Xavier normal Xavier normal
Use FTA False True
Number of tiles N/A 8.0
Tiling bounds N/A 1.0

Table 3: GreedyAC Hyperparameters With and Without FTA

Hyperparameter GreedyAC without FTA GreedyAC with FTA
Actor LR 1× 10−2 1× 10−2

Batch size 32 32
Betas (β) [0.9, 0.999] [0.9, 0.999]
Critic LR 1× 10−3 1× 10−3

Discount rate (γ) 0.99 0.99
Hidden dimensions 64 64
Input normalization mean/variance mean/variance
Policy type Softmax Softmax
Polyak avg. constant (τ ) 5× 10−3 5× 10−3

Replay capacity 1× 105 1× 105

Target update interval 1 1
Weight init. Xavier normal Xavier normal
Use FTA False True
Number of tiles N/A 8.0
Tiling bounds N/A 1.0
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We now explain the dynamics of the Truck Backer Upper (TBU) environments. The environment
was first introduced by Nguyen & Widrow (1989) and has rarely been considered in the RL literature.
TBU is an episodic control problem in which a tractor-trailer truck must be backed up into a final
goal position. The goal position is fixed across all episodes, and the truck must park such that
the trailer is approximately perpendicular to the goal location. The truck is manipulated through
a scalar steering orientation signal. In this work we test FTA’s performance in both discrete- and
continuous-action domains, and as such we use both discrete- and continuous-action versions of the
environment.

TBU’s state is a tuple (x, y, θT , θC) consisting of the co-ordinates of the rear of the trailer (x, y), the
angle of the trailer with respect to the x-axis (θt), and the angle of the cab with respect to the trailer
(θc). All angles are in radians. The truck resides in a [0, 200]× [−100, 100] co-ordinate plane, with
the goal location at (0, 0). The starting state for each episode is random, following x ∼ U [100, 150],
y ∼ U [−20, 20], θt ∼ U [−1, 1] and θc ∼ U [−0.5, 0.5].

During an episode the truck can “crash” under three conditions. Firstly the truck can exit the valid
area, precisely x ̸∈ [0, 200] or y ̸∈ [−100, 100]. Secondly the angle between the trailer and the
x-axis can grow too large, which is θt > 4π. Lastly the trailer can become “jackknifed” when the
angle between the truck and the trailer is greater than π

2 , i.e., θc > π
2 . When any of these conditions

is true, the truck is reset to a new randomized location and the episode continues.

The discrete and continuous versions of TBU offer different action spaces, with the discrete version
having actions {−1,−0.5, 0, 0.5, 1} and the continuous versions having all actions in [−1, 1]. In
both versions the movement of the truck is governed by Equations 6-12. In both versions the reward
function is given by Equation 13.

v = 3, LC = 14, LT = 6 (6)
A = 3× cos(u) (7)
B = A× cos(θC) (8)
x[t+ 1] = x[t]−B × cos(θS [t]) (9)
y[t+ 1] = y[t]−B × sin(θS [t]) (10)

θS [t+ 1] = θS [t]− arcsin

(
A× sin(θC

LT

)
(11)

θC [t+ 1] = θC [t] + arcsin

(
3× sin(u)

LC + LT

)
(12)

R(S,A) =

{
100

√
x2 + y2 ≤ 5 and |θt| < 0.5

−1 Otherwise
(13)

15 Continual Learning Experiment Details

In this section we provide the full details for the Slippery Ant continual learning experiment. The
environment follows the general specification from Dohare et al. (2024), with a few modifications.
The underlying Ant agent we use is the Brax (Freeman et al., 2021) implementation of Ant in
MuJoCo-v2. We alter the dynamics by modifying the friction, specifically the slipping friction in
the Brax backend, every 3 million steps. We set the new friction to a value sampled log-uniformly
from [1e−4, 1e4]. We choose a frequency of 3 million for friction changes, as this allows the agent
to experience many environment changes in only 50 million steps allowing us to run 50 seeds for
this experiment.

We use PPO as was done by Dohare et al. (2024) and we use PPO default hyperparameters described
in (Huang et al., 2022). We list the PPO hyperparameters used in Table 4. We used hand-tuned FTA
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hyperparameters for this experiment, but tuned on the standard version of Ant instead of Slippery
Ant. These hyperparameters are also listed in Table 4. When plotting the undiscounted return in
Figure 4 we sub-sample the return for each seed evenly every 5000 steps. We then smooth by a
simple moving average of the last 30 of the sub-sampled points.

Table 4: PPO Hyperparameters With and Without FTA

Hyperparameter PPO without FTA PPO with FTA
clip_eps 0.2 0.2
Discount rate (γ) 0.99 0.99
entropy_coef 0.0 0.0
Env. change interval 3× 106 3× 106

Epochs 10 10
First hidden layer activation tanh tanh
Second hidden layer activation tanh FTA
FTA number of tiles N/A 8.0
FTA tiling bounds N/A 1.0
GAE lambda (λ) 0.95 0.95
LR 3× 10−4 3× 10−4

max_grad_norm 0.5 0.5
Network depth 2 2
Network width 64 64
Number of minibatches 32 32
Rollout steps 2048 2048
Total steps 5× 107 5× 107

vf_coef 0.5 0.5
Weight init. orthogonal(

√
2.0) orthogonal(

√
2.0)

16 New Reliability Metrics

In this section we briefly describe the original reliability metrics provided by Chan et al. (2020) and
then detail our modified versions, showing how they fix the zero-learning issue raised in Section 5
while producing the same results as the original metrics in non-degenerate environments.

Note that for all across-run metrics, in addition to the modifications detailed below, we avoided
denoising the learning curves (including for the otherwise unmodified Robustness across Runs).
Chan et al. (2020) apply denoising as a preprocessing step to better highlight curve trends when
comparing them, as the noise is already accounted for by the across-time metrics. However, in our
experience, denoising had little effect on the metric scores and tended to distort flat (degenerate)
curves less than non-flat ones, which made the former appear deceptively better.

16.1 Modified Consistency across Time Metric: Standard Deviation across Time with a
Minimum Effective Mean

Ideally, reinforcement learning curves are smooth. The agent that achieves more consistent perfor-
mance from one episode to the next is more predictable and would thus inspire more confidence in
deployment, assuming equal learning speed and final performance. Depending on the severity of the
variance, an agent with worse overall performance may even be preferable if it is more consistent.
For example, suppose that Warehouse Robot A has an average throughput of 20 pallets per hour but
that this number varies markedly: Some hours it moves as few as 16 pallets and others as many as
25. Warehouse Robot B, by contrast, averages 19 pallets per hour, but with tight bounds: almost
always between 18 and 20. In this setting, even a difference of one or two pallets per hour can
cascade when scaled across dozens of robots and thousands of pallets. Robot A’s erratic throughput
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Figure 12: Average learning curves and Consistency across Time metric ranks for GreedyAC in
MountainCar using pure ReLU ANNs (for both the actor and the critic) and ReLU ANNs with the
final hidden layer activations substituted for FTA. Despite the FTA agent substantially outperforming
the ReLU-only agent, FTA obtains a worse score on the Consistency across Time metric because
most of the ReLU-only agent’s runs are flat and therefore exhibit zero dispersion.

makes it harder to plan labour at loading docks or synchronize truck departures. Robot B, though
marginally slower, supports tighter scheduling and coordination, likely making it the better option.

In this light, Chan et al. (2020) suggest measuring and reporting the dispersion across the evalua-
tion points in a moving window along each learning curve (and then averaging across curves) using
the interquartile range (IQR), after a detrending step to exclude desirable variation in the form of
learning3. This approach fails, however, in the degenerate case where most or all runs produce no
learning, as we observed in MountainCar for all studied agents when using pure ReLU networks.
The resulting learning curves are flat and thus do not vary among themselves at all, achieving de-
ceptively good scores on this metric—or a perfect score of zero in the case where all runs fail.
Figure 12 shows the learning curves for the discrete Greedy Actor-Critic (GreedyAC) agent in the
MountainCar environment and the flawed CT metric obtained as a result.

A new dispersion metric designed to address this shortcoming must fulfill two criteria: First, the
more failed runs the agent has, the worse its score should be on the metric; second, the metric
should give the same scores that an unmodified dispersion metric would give in non-degenerate
cases, i.e., when the agent succeeds in learning.

Below we propose a modified metric that fulfills both of these criteria.

16.1.1 Derivation

Instead of using IQR as the basis of our dispersion metric as in Chan et al. (2020), we begin with
the standard deviation σ. This enables the key innovation: the introduction of an effective mean
performance across runs at time t, R̄e(t), in place of the true mean R̄(t) when calculating σ, giving
the effective standard deviation σe. (In our experiments, performance is episodic return.) We define
the effective mean as

R̄e(t) = max{R̄(t), Rmin + h · (Ropt −Rmin)},

3The authors show that simply replacing the learning curve with the point-to-point differences curve, i.e., R′(t) =
R(t)−R(t− 1), is appropriate for difference-stationary data series, which our learning curves are best characterized as (as
opposed to, e.g., random walks).
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where Rmin is the lowest episodic return attainable in the given setting, Ropt is the highest attainable
return (be it theoretically or empirically), and h is an experimenter-chosen threshold parameter (h =
0 recovers the original metric, and h = 1 gives a purely performance-based metric). In essence,
the quantity Rthresh = Rmin + h · (Ropt − Rmin) acts as a floor for the mean, which is otherwise
unchanged. For h, we found that an intermediate value of 0.7 was a reasonable choice.

From here, we define σe the usual way, but with R̄e(t)− R̄(t) in place of R̄(t) (subtracting the true
mean R̄(t) accounts for the detrending):

CT = σe(t) =

√√√√ 1

N − 1

N∑
i=1

(
Ri(t)− [R̄e(t)− R̄(t)]

)2

for N runs.

The effective standard deviation has two important properties: 1) If the true mean performance R̄(t)
is above the threshold performance Rthresh, then σe(t) = σ(t), and we recover the original metric
(though with standard deviation in place of IQR); 2) if R̄(t) < Rthresh, then σe(t) > σ(t), with the
difference increasing smoothly as R̄(t) decreases. With high enough h, a set of completely flat runs
will result in σ(t) = 0 but very high σe(t)—a higher σe(t) than that of a set of successful runs with
high true variance, aligning with the metric’s intention.

16.2 Modified Consistency across Runs Metric: Standard Deviation across Runs with a
Minimum Effective Mean

As with the time dimension, good RL agents should not vary much across runs. Unfortunately,
many learning algorithms are plagued by sensitivity to random seeds, hyperparameters, and inherent
aspects of their design that lead to vastly different learning profiles from run to run in the same
environment, even simple ones (Clary et al., 2019; Adkins et al., 2024; Patterson et al., 2024b). In
real-world deployment scenarios, high sensitivity to initial conditions and tuning can make agents
that work “in the lab” infeasible in practice, and one may be willing to sacrifice some performance
in exchange for robustness across runs.

Chan et al. (2020) offer a straightforward approach to measuring the dispersion across training runs
at regular intervals along the learning curve: Simply take the IQR at each evaluation point. Un-
surprisingly, this approach’s failure mode is similar to that of IQR across time, where many failed
runs drag down the variance and inflate the metric score. There is, however, an important subtlety,
which is that the failure only manifests with a strong majority of failed runs. As long as a non-trivial
number of runs succeed, the large difference between the successful runs and failed runs will pro-
duce high inter-run dispersion, in accordance with the metric’s intention. However, there are cases,
such as our SAC-with-Mountain-Car setting, where most or all runs do indeed fail, thus warranting
remediation.

Our alternative metric is essentially the same as our modified Consistency across Time metric from
the previous section and its derivation follows the same principles, but without needing to account
for detrending. The metric is thus defined as:

CR = σe(t) =

√√√√ 1

N − 1

N∑
i=1

(
Ri(t)− R̄e(t)

)2

for N runs.
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16.3 Modified Short-Term Robustness across Time Metric: Stagnation-Aware CVaR on
Differences

The Consistency across Time metric described above captures general variability in performance
during individual training runs and reflects the overall stability of learning and behaviour. Of par-
ticular concern, however, is a specific type of variability: the extent to which performance drops
from one time step to the next. Rather than a question of stability, this is more a question of risk.
An agent experiencing sharp, destabilizing drops in performance during training can be prohibitive
in settings where catastrophic behaviour must be avoided before convergence, such as when train-
ing is expensive or when unsafe or unstable behaviour could cause real harm. Moreover, in many
real-world settings, the reward function may be fixed or externally defined, limiting the designer’s
ability to encode risk preferences directly. In these cases, explicitly measuring and minimizing the
worst-case short-term drops provides a more direct way to address training-time risk.

CVaR on Differences is a metric introduced by Chan et al. (2020) for scoring this risk. Briefly, the
performance difference at a given point on the evaluation curve is defined as the difference between
the performance at that point and the performance at the previous point, and the CVaR (conditional
value at risk) at a given level α is simply the average of the worst fraction α of differences. Unfortu-
nately, the authors’ proposed normalization method—dividing each point in the evaluation curve by
the curve’s range—fails just as the dispersion metrics do to account for runs that see no learning and
produce completely flat curves. Such curves have zero differences and thus achieve on this metric,
as on the dispersion metrics, misleadingly good scores.

We propose a more robust normalization method that prevents agents from “cheating” on this metric
in all cases. At each time step, the difference, normally calculated as (Rt − Rt−1), where Rt is
the performance at time step t, is augmented with a penalty that increases with time since the last
improvement over the previous peak and with how far the current performance is from an optimal
target. An agent that monotonically improves toward an optimal target and stays there is never
penalized, while a completely flat, non-learning agent is maximally penalized. Agents with bumpy
learning, or that plateau at a sub-optimal level, receive intermediate penalties.

The formal specification of the adjusted metric follows.

16.3.1 Derivation

Let d(t) be the number of steps since the last time the agent’s performance improved from one time
step to the next:

d(t) = t−max {s ≤ t : Rs > Rs−1} ,

where Rt is the performance at time step4 t, for t = 1, . . . , T . If no such s exists, set d(t) = t. This
measures how long the agent has gone without local improvement.

The original difference measure at time t is:

Differencet = Rt −Rt−1

We define the adjusted difference with a stagnation penalty that scales with the opportunity remain-
ing:

Differenceadj
t = Differencet + (Ropt −Rt) ·

d(t)

T
,

4“Time steps” in this context are better thought of as evaluation steps, which are spaced apart (e.g., every 100 time steps
in our experiments) rather than occurring at every individual time step; however, we refer to time steps for brevity without
loss of conceptual generality.
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where Ropt is a domain-specific value representing optimal performance. This penalizes agents that
are both far below optimal and stagnant, without unduly penalizing agents that are just one or the
other. A flat curve where Rt never improves accumulates the maximum penalty by the end of the
run. In particular, on the last time step, such a curve is assigned a penalty equal to the maximum
possible difference (assuming Ropt is the best possible performance).

To accommodate a looser value of Ropt, one can simply replace (Ropt−Rt) with max(0, (Ropt−Rt))
without loss of fidelity to the metric’s intent.

Finally, we apply Conditional Value at Risk (CVaR) at confidence level αCVaR over the adjusted
differences:

SRT = CVaRαCVaR

({
Differenceadj

t

}T

t=1

)
.

This metric captures short-term performance risk while preventing distortion due to early or total
learning stagnation.

16.4 Modified Long-Term Robustness across Time Metric: Stagnation-Aware CVaR on
Drawdown

Separately from short-term drops, we may also want to measure and minimize long-term perfor-
mance degradation. The latter becomes especially relevant as the field of reinforcement learning
focuses increasingly on continual learning and more general environments. In these settings, agents
must maintain competence over time, even as tasks change or accumulate. One major challenge
is catastrophic forgetting, where new learning overwrites old learning—often gradually rather than
through sudden drops. Another is non-stationarity in the environment itself, where slow shifts in
dynamics or reward structure can lead to a steady erosion of performance. Short-term robustness
metrics like CVaR on Differences may not capture these forms of degradation, which call for their
own metric.

Chan et al. (2020) devised CVaR on Drawdown to score an agent’s performance robustness across
time, but in this case we are interested in global drops in performance rather than the differences
between successive evaluation steps. Specifically, we define drawdown as the difference between
the performance at a given point on the evaluation curve and the best performance up to that point.
After finding these drawdowns we compute CVaR at a given α over them to get the metric score.
The authors use the same normalization method—dividing each difference by the curve range—for
this metric as they do with CVaR on Differences, and it suffers from the same failure mode when
confronted with flat learning curves.

We address this shortcoming by augmenting the drawdown with a stagnation penalty calculated
similarly to that of our Stagnation-Aware CVaR on Differences metric, with similar reasoning and
results. First, for completeness, we fully specify the adjusted metric, and then compare its scoring
to that of the original metric.

16.4.1 Derivation

Define the last peak as:
Rpeak(t) = max

s≤t
Rs,

where Rt is the performance at time step t, for t = 1, . . . , T .

Let d(t) be the number of steps since the last time the agent set a new peak:

d(t) = t−max

{
s ≤ t : Rs > max

u<s
Ru

}
.
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If no such s exists, set d(t) = t. This measures how long the agent has gone without improving over
its best performance so far.

The standard drawdown at time t is:

Drawdownt = max
s≤t

(Rs −Rt).

In the same vein as with Stagnation-Aware CVaR on Differences, we define the adjusted drawdown
with a stagnation penalty that scales with the opportunity remaining:

Drawdownadj
t = Drawdownt + (Ropt −Rt) ·

d(t)

T
,

where Ropt is a domain-specific value representing optimal performance. This penalty is the same
as that from Stagnation-Aware CVaR on Differences and is justified in the same way.

As before, to accommodate a looser value of Ropt, one can simply replace (Ropt − Rt) with
max{0, (Ropt −Rt)}.

Finally, we apply Conditional Value at Risk (CVaR) at confidence level αCVaR over the adjusted
drawdowns:

LRT = CVaRαCVaR

({
Drawdownadj

t

}T

t=1

)
.

Using the same approach as Stagnation-Aware CVaR on Differences, this metric captures long-term
performance collapse risk while preventing distortion due to early or total learning stagnation.

16.5 Comparison with the Original Metrics

In this section we confirm experimentally that the new metrics behave as intended by examining
their performance on MountainCar, an environment in which many of our runs failed, and Acrobot,
an environment that yielded no “degenerate” learning curves. Figure 13 shows side-by-side compar-
isons of the original metrics (left) and adjusted metrics (right) for DDQN in MountainCar. In each
case, the new scores rate FTA significantly higher than ReLU: The minimum-effective-mean metrics
(modified CT and CR) and stagnation-aware metrics (SRT and LRT) are immune to the degenerate
zero-learning curves that break the original metrics. The new metrics diverge from the originals in
the same way for GreedyAC and SAC in MountainCar; we omit the plots for brevity.

For non-degenerate environments, however, we desire and expect that the new metrics not diverge.
Consider DDQN in Acrobot, a setting where learning is robust and similar on every run; ideally, the
new metrics should produce scores for this setting as close to the original metric scores as possible.
Figure 14 compares the old and new metric scores for this setting, and we indeed observe that the
scores are nearly identical, including the statistical significance of the differences. Old and new
scores are similar and in most cases the same for the other non-MountainCar settings we consider in
this work as well; we again omit the complete set of results for brevity.

17 Reliability metric scores with the tanh activation

Here, we extend the reliability metric results from section 5 by considering agents with tanh acti-
vations rather than ReLU. Figure 15 shows median return and metric scores obtained by DDQN,
GreedyAC, and SAC across their respective environments under two conditions: 1) tanh-only net-
works, and 2) tanh-networks with FTA in the last hidden layer. As with ReLU, FTA outperforms
pure-tanh across the board in DDQN, and sees mixed results in SAC. However, with GreedyAC,
FTA underperforms.
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(a) CT scores for DDQN in MountainCar (v0) (b) CR scores for DDQN in MountainCar (v0)

(c) SRT scores for DDQN in MountainCar (v0) (d) LRT scores for DDQN in MountainCar (v0)

Figure 13: Metric scores for DDQN in MountainCar; the two bars on the left of each subplot show
the original metric scores from Chan et al. (2020) and the two bars on the right show the scores
from the modified metric. “ReLU” indicates agents with exclusively ReLU units in their ANN(s)
and “FTA” indicates agents with ReLU units in all ANN hidden layers except the last, which uses
FTA. Black lines denote statistically significant differences (α = 0.05) based on a Monte Carlo per-
mutation test (1k permutations). Error bars represent 95% bootstrap confidence intervals, calculated
using 1k bootstrap samples.
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(a) CT scores for DDQN in Acrobot (v1) (b) CR scores for DDQN in Acrobot (v1)

(c) SRT scores for DDQN in Acrobot (v1) (d) LRT scores for DDQN in Acrobot (v1)

Figure 14: Metric scores for DDQN in Acrobot; the two bars on the left of each subplot show the
original metric scores from Chan et al. (2020) and the two bars on the right show the scores from the
modified metric. “ReLU” indicates agents with exclusively ReLU units in their ANN(s) and “FTA”
indicates agents with ReLU units in all ANN hidden layers except the last, which uses FTA. Black
lines denote statistically significant differences (α = 0.05) based on a Monte Carlo permutation
test (1k permutations). Error bars represent 95% bootstrap confidence intervals, calculated using 1k
bootstrap samples. For environments other than MountainCar, the original and new metric scores
were essentially the same.
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(a) tanh-based DDQN across the
three discrete-action environments

(b) tanh-based GreedyAC across
the three discrete-action environ-
ments

(c) tanh-based SAC across the four
continuous-action environments

Figure 15: Median performance and reliability scores for DDQN, GreedyAC, and SAC. Light purple
denotes tanh, and light green denotes tanh with FTA in the last hidden layer. Orange stars denote
statistically significant differences (α = 0.05). Shading represents 95% bootstrap confidence inter-
vals.

18 Methodology for comparing FTA and non-FTA performance and
reliability

This section details how we construct the radar plots of Figures 5, 6, and 15, which compare the FTA
versions of our algorithms against their non-FTA counterparts according to performance and our five
reliability metrics. We first detail the process for the within-run, or across-time, metrics: Consistency
across Time (CT), Short-term Robustness across Time (SRT), and Long-term Robustness across
Time (LRT); we then detail the process for the across-run metrics: Consistency across Runs (CR)
and Robustness across Runs (RR).

To make it concrete, we present the method for SRT and LRT, anchored in the specifics of one of
the experiments in Section 5.2. Given the GreedyAC agent, 3 environments (Acrobot, CartPole,
and MountainCar), 2 conditions (ReLU and FTA), and 100 runs for each environment-condition
combination, we proceed as follows:

1. For each of the 100 runs of an environment-condition combo, find the CVaR according to the
metric definition in Supplement Section 16.3 or 16.4.

2. Repeat for every other environment-condition combo. We now have 3 ∗ 2 ∗ 100 = 600 CVaRs.

3. For each environment, pool the CVaRs from both conditions. We now have 3 pools or reference
distributions, each containing 200 CVaRs (100 for each condition).

4. For each pool, convert the raw CVaRs into percentile scores against that pool. We now have 3
pools each containing 200 percentiles.

5. For each condition, average the percentiles from all environments—i.e. for each condition we
average 300 percentiles together—in order to get the single aggregate percentile score for that
condition.

6. We now have two aggregate percentile scores, one for each condition; we present these in the
radar plot.

7. To find the confidence interval (the shaded band), resample one condition’s 100 runs with re-
placement within each environment, redo steps 4–5 against the same pools from step 3, and re-
peat 1,000 times to build a bootstrap distribution. The 2.5th and 97.5th percentiles of the resulting
distribution of aggregate scores are the band.

8. For significance (the orange star, or lack thereof), pool each environment’s 200 percentiles from
step 4, shuffle the condition labels, and redo step 5 to get a null difference in aggregate score.
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Repeat 1,000 times to build a permutation distribution, which acts as a null distribution. If the
real difference beats at least 95% of the shuffled ones (two-sided), the axis gets a star.

For CT, we follow the same process except that in the first step, we find for each run the median
standard deviation across evaluation points rather than the CVaR (where the standard deviation is
defined as in Supplement Section 16.1).

For RR, the process is as follows, using the same experiment specifics as above:

1. For each environment-condition combo, find the CVaR across all 100 runs according to the RR
definition in Table 1.

2. Repeat for every other environment-condition combo. We now have 3 ∗ 2 = 6 CVaRs.

3. For each environment-condition combo, resample its 100 runs with replacement and recompute
the CVaR, repeating 1,000 times. For each environment, pool these recomputed CVaRs from
both conditions. We now have 3 pools or reference distributions, each containing 2000 CVaRs
(1,000 for each condition).

4. For each environment, convert the 2 raw CVaRs into percentile scores against that environment’s
pool. We now have 6 percentiles (2 for each environment).

5. For each condition, average the percentiles from all environments—i.e. for each condition we
average 3 percentiles together—in order to get the single aggregate percentile score for that con-
dition.

6. We now have two aggregate percentile scores, one for each condition; we present these in the
radar plot.

7. To find the confidence interval (the shaded band), take one condition’s 3000 recomputed CVaRs
from step 3 (1,000 from each environment pool). For each of these CVaRs, convert it into a
percentile score against its environment’s pool, and average across environments to get 1,000 ag-
gregate percentile scores for the condition in question. These scores form a bootstrap distribution,
and the 2.5th and 97.5th percentiles of this distribution are the band.

8. For significance (the orange star, or lack thereof), pool each environment’s 200 runs, shuffle the
condition labels, split them back into two groups of 100, and redo steps 1, 4 and 5 to get a null
difference in aggregate score. Repeat 1,000 times to build a permutation distribution, which acts
as a null distribution. If the real difference beats at least 95% of the shuffled ones (two-sided),
the axis gets a star.

For CR, we follow the same process except that in the first step, we find the median standard devi-
ation across evaluation points rather than the CVaR (where the standard deviation is defined as in
Supplement Section 16.2).

Note that the confidence intervals are constructed separately for each condition. As such, whether
the bands overlap is not a meaningful signal; the star (or lack thereof) carries the inference.

19 Learning curves for FTA and input binning

In section 5.3 we reported that FTA surpassed the input binning method of Ghiassian et al. (2020) on
both performance and our reliability metrics. Here we present the learning curves underlying those
results and note features of these curves that support our hypothesis that FTA’s outperformance may
be due to input binning inducing excessive sparsity in the network.

From the curves in Figure 16 we see that binning not only falls short of FTA, but, except in Moun-
tainCar, does not clearly dominate vanilla networks either. Of particular note is that in many settings,
binning’s performance drops noticeably and uniquely among agents, especially for DDQN in Cart
Pole, where the drop is very sharp and does not recover in the allotted time steps. Often, this is
a sign of catastrophic forgetting, but as this is the very problem that input discretization has been
shown to mitigate (Ghiassian et al., 2020), another mechanism is likely at play. It is possible that by
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(a) DDQN in Acrobot (v1) (b) DDQN in Cart Pole (v1) (c) DDQN in MountainCar (v0)

(d) GreedyAC in Acrobot (v1) (e) GreedyAC in Cart Pole (v1) (f) GreedyAC in MountainCar (v0)

Figure 16: Averaged evaluation curves for DDQN and GreedyAC in the three discrete-action envi-
ronments. Thirty learning-free evaluation episodes were conducted every 200 episodes. Each setting
was run under three conditions: pure ReLU networks, pure ReLU networks with input binning, and
ReLU networks with FTA in the final hidden layer. The FTA hyperparameters and the number of
bins were obtained by cross-environment hyperparameter tuning (Patterson et al., 2024a). Shading
indicates 95% bootstrap confidence intervals, calculated using 1k bootstrap samples with Bonferroni
correction. All results are averaged over 100 runs.
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forcing a very sparse, high-dimensional input layer, input discretization initially carves out useful
and highly distinct features in the network, so that learning seems fast, but as new states emerge,
those early “winning” neurons stop receiving reinforcement and other, previously inactive neurons
take over, effectively causing the original features to be ignored rather than reinforced. In addition,
the greatly amplified pool of features may lock the agent into spurious shortcuts discovered early on,
and when genuine structure appears, the extreme sparsity makes it difficult to break those mappings
or smoothly reallocate network capacity, so that the policy unravels. Such a failure mode would be
mitigated by FTA’s fuzzy regions, and FTA indeed avoids the mid-training loss of performance that
afflicts input binning.

20 On the feasibility of multiple FTA layers

Figure 17: GreedyAC in Moun-
tainCar with and without FTA, us-
ing one ReLU-FTA block (2 hid-
den layers) or two such blocks (4
hidden layers). Shading indicates
95% bootstrap confidence inter-
vals, calculated using 1k boot-
strap samples with Bonferroni
correction. All results are aver-
aged over 100 runs.

Modern deep learning architectures often use deep networks
with repeated structures, but this approach rarely seems to ben-
efit DRL (Wang et al., 2025). Given FTA’s demonstrated ro-
bustness, could it prove to be an exception? Until now, FTA
has only been used in the last hidden layer (one reason being
its one-to-many increase in the number of subsequent connec-
tions). Here, we briefly explore the feasibility of networks con-
sisting of multiple FTA-based blocks.

Figure 17 examines the performance of GreedyAC in Moun-
tainCar across four conditions. The first two are the usual, two-
hidden-layer setup, one having ReLU in both hidden layers and
the other having ReLU in the first and FTA in the second. The
other two repeat the sequence in question—either ReLU-ReLU
or ReLU-FTA—a second time, giving a total of four hidden lay-
ers. In the four-hidden-layer pure-ReLU network, we re-tuned
the actor and critic learning rates, and kept the other hyperpa-
rameters fixed; we used these new learning rates in the four-
hidden-layer FTA network as well, and swept the FTA hyper-
parameters as usual.

For both the ReLU and FTA cases, deepening the network did not significantly change performance,
though the mean curves suggest that if anything, more layers may have hurt the vanilla networks’
performance, but not the FTA networks’. This result aligns with the resilience that FTA has demon-
strated in several settings, especially in relatively challenging control environments like Mountain-
Car, and suggests FTA has a place in applications demanding deeper networks.


