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Summary
This paper addresses the challenges of learning effective policies in multi-agent general-

sum stochastic games, particularly when tasks are temporally extended (represented using non-
Markovian reward functions). In these settings, agents must not only navigate complex se-
quences of sub-tasks but also account for the evolving strategies of other agents. To bridge this
gap, this paper introduces a framework that combines Reward Machines (RMs)—automata-
based representations of reward functions—with opponent modelling.

The proposed algorithms, CROM and QROM, utilize counterfactual experience learning
to improve sample efficiency by simulating transitions across different RM states. Each agent
operates with knowledge of its own RM but without access to the internal reward structures of
others, maintaining a realistic decentralized setting. Experimental evaluations across cooper-
ative, competitive, and mixed-motive domains demonstrate that the integration of RM-based
learning and opponent modelling significantly outperforms multiple multi-agent reinforcement
learning baselines in both learning speed and final performance.

Contribution(s)
1. Introduction of CROM and QROM, multi-agent based Q-learning algorithms that exploit

counterfactual experience learning over reward machine (RM) structure, together with op-
ponent modelling, for general-sum stochastic game settings where each agent knows its RM
a priori (and not the RMs of other agents). To the best of our knowledge, this is the first
general framework for integrating RMs in multi-agent reinforcement learning (MARL), that
does not hold any restrictions on the type of games (such as being fully cooperative) or the
number of agents (such having only two agents).
Context: Prior work is either restricted to fully cooperative environments (Neary et al.,
2021) and/or to environments that have only two agents (Hu et al., 2023; Dann et al., 2022).

2. Theoretical analyses of the above algorithms that establish convergence guarantees to the
Nash Equilibrium (NE) (Nash, 1951), in addition to establishing related finite-time guar-
antees regarding their convergence, under a set of assumptions weaker than those used by
prior works.
Context: Prior works (Hu et al., 2023) require computing a NE at each stage game, which
we do not have. Furthermore, we are the first to provide finite-time guarentees for using
RMs in MARL. Prior works restrict themselves to asymptotic guarentees.

3. Experimental analysis of algorithm performance in different multi-agent testbeds containing
large state spaces with more than two agents (in some cases), where we demonstrate that
our algorithms can learn effectively in a diversity of multi-agent environments pertaining to
cooperative, competitive, and mixed settings, in addition to showing superior performances
as compared to recent baselines.
Context: Prior works using RMs in MARL (Neary et al., 2021; Ardon et al., 2023; Hu
et al., 2023) restrict themselves to environments that do not require function approximation
and/or have only two agents.
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Abstract

Multi-agent general-sum stochastic games provide an effective mechanism for mod-
elling many important real-world problems, but learning policies to maximize reward
in this setting has received limited attention. Two significant challenges present them-
selves in this setting: (1) learning policies in general-sum games is difficult, and be-
comes even more challenging when the task and reward function structure are tem-
porally extended, and (2) agents must contend with the non-stationarity of the envi-
ronment resulting from the simultaneous actions of multiple agents. We address these
challenges through two complementary mechanisms: reward machines, which capture
non-Markovian reward functions using automata-based representations, and opponent
modelling, which enables predicting the actions of other agents. We propose CROM
and QROM, multi-agent Q-learning algorithms that exploit counterfactual experience
learning over reward machine structure together with opponent modelling for general-
sum stochastic games, where each agent knows its own reward machine a priori but not
those of other agents. Theoretically, we establish convergence guarantees for our al-
gorithms in tabular settings. Experimentally, we demonstrate that our algorithms learn
effective policies with superior sample efficiency compared to existing baselines across
diverse cooperative, competitive, and mixed-motive multi-agent environments.

1 Introduction

Many real-world applications of artificial intelligence (AI) involve multiple agents acting in a shared
environment, often without an explicit agreement to cooperate or requirements to compete. Ex-
amples of such systems include autonomous vehicles (Schmidt et al., 2022), teams of industrial
robots (Yu et al., 2023), and mobile agents for fire and flood management (Jain et al., 2020; Joo
et al., 2022). Multi-agent reinforcement learning (MARL) provides a means for such agents to learn
policies that maximize their expected discounted cumulative returns. Environments can be compet-
itive (zero-sum games), cooperative (collective reward for the entire team), or mixed (general-sum,
rewards can be arbitrarily related). Most prior works are restricted to be cooperative or competitive,
and mixed environments are less studied in the literature (Liang et al., 2025).

Multi-agent mixed-motive environments are commonly modelled as stochastic games (Shapley,
1953) in the literature, where each agent’s (Markovian) reward is determined by the stochastic game
state and the joint action of all agents at the current time step. These mixed-motive (general-sum)
environments contain two significant challenges that preclude their widespread study. First, learning
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policies in general-sum games is difficult because agents have interdependent objectives that may
sometimes conflict and at other times align with one another. Here, the policies need to adjust based
on the dynamically evolving situation (Hernandez-Leal et al., 2019), a difficulty that is further com-
pounded when the task is temporally extended, i.e., the reward function is non-Markovian (Bacchus
et al., 1996). For instance, a robot may be tasked with following a recipe or step-by-step instructions.
In such cases, the reward for an agent may not be solely determined by the stochastic game state
and joint action of all agents at the current time step, and may be dependent on the state-joint action
histories, creating a non-Markovian reward landscape. This is more challenging than the Markovian
reward setting, and almost all current MARL algorithms have not been designed to learn policies
under such non-Markovian reward settings. While it is possible to add extra state to the MDP to
serve as proxy memory for relevant past events allowing the reward function to be Markovian, in
practice, this often makes the state extremely large and learning more difficult.

The second challenge is that agents must contend with the non-stationarity of the environment re-
sulting from the simultaneous actions of multiple agents (Huh & Mohapatra, 2023). Here the non-
stationarity is from an individual agent’s perspective, where the next game state depends upon the
current game state and the current joint action of all agents, and not simply on the current action of
the individual agent as commonly assumed in single-agent reinforcement learning (RL) (Sutton &
Barto, 2018). Now, the optimal policy for one agent becomes a moving target that shifts with every
update to other agents’ behaviours.

In this paper, we explore MARL in the notoriously challenging mixed-motive stochastic game set-
ting (Shapley, 1953) for environments where agents are performing temporally extended tasks. To-
wards the first challenge, we represent non-Markovian reward functions of agents using reward
machines (RMs), automata-based structures that capture such reward-worthy behaviour (Toro Icarte
et al., 2018). These RMs can be human-specified directly as automata, or indirectly through com-
pilation from formal or natural language (Camacho et al., 2019; Fuggitti & Chakraborti, 2023; Liu
et al., 2023); they can also be learned from data (Xu et al., 2020; Gaon & Brafman, 2020; Memarian
et al., 2020; Neider et al., 2021). By providing RMs as a normal-form representation of the reward
function, automaton structure can be exploited by tailored RL algorithms with great gains in sam-
ple efficiency (Toro Icarte et al., 2018; 2022). Towards the second challenge, we employ opponent
modelling (OM), which enables agents in multi-agent environments to predict other agent actions as
a means of generating effective best responses, as done previously (Albrecht & Stone, 2018).

While there are different ways to convey non-Markovian rewards, we claim that by using a struc-
tured representation in the form of RMs, we can learn, using algorithms that exploit this structure,
strong (mixed-motive) policies in general-sum stochastic game environments, with greater sample
efficiency than existing algorithms. RMs were first proposed for single-agent RL, and were more
recently extended to MARL (e.g., Neary et al., 2021; Smith et al., 2023). However, all prior work
in multi-agent settings is restricted to fully cooperative environments (Neary et al., 2021; Ardon
et al., 2023), and/or to only have two agents (Hu et al., 2023; Dann et al., 2022). The use of RMs
in general-sum stochastic games with arbitrary numbers of agents is less studied and to the best of
our knowledge, there are no works establishing a principled framework for learning in such envi-
ronments, with solid theoretical convergence properties and practical algorithms.

Fundamentally, this paper provides a principled framework for exploiting RMs and OM for MARL
in the general-sum stochastic game setting where agents are pursuing tasks necessitating a non-
Markovian reward function structure. Contributions of this paper include:

1. Introduction of CROM and QROM, multi-agent based Q-learning algorithms that exploit coun-
terfactual experience learning over RM structure, together with OM, for general-sum stochastic
game settings where each agent knows its RM a priori (and not the RMs of other agents).

2. Theoretical analyses of the above algorithms that establish convergence guarantees to the Nash
Equilibrium (NE) (Nash, 1951), in addition to establishing related finite-time guarantees regard-
ing their convergence, under a set of assumptions weaker than those used by prior works.
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3. Experimental analysis of algorithm performance in different multi-agent testbeds, where we
demonstrate that our algorithms can learn effectively in a diversity of multi-agent environments
pertaining to cooperative, competitive, and mixed settings, in addition to showing superior per-
formances as compared to recent baselines.

2 Background

A Markov Decision Process (MDP) (Puterman, 1994) is used to model the single-agent RL problem.
An MDP is represented as a tuple ⟨S,A, r, p, γ⟩ where S is a (finite) set of states s, A is a (finite)
set of actions a, r is the reward function, p : S ×A −→ Ω(S) is the transition function that provides
a distribution over the next state given the current state and action, and γ ∈ [0, 1) represents the
discount factor. A policy π(a|s) provides a probability distribution over the actions a ∈ A given a
state. The optimal policy, represented as π∗, maximizes the expected discounted cumulative reward
represented as Gt = Eπ[

∑∞
k=0 γ

krt+k|st], where the agent starts at the state st at initial time t, and
rt represents the reward at time t.

Stochastic games (Shapley, 1953) are generalizations of MDPs to multi-agent games.
Analogous to an MDP, an N -player stochastic game can be represented as a tuple
⟨S, sI , A1, . . . , AN , r1, . . . , rN , p, γ⟩, where S is a (finite) set of global states with sI as the ini-
tial state, Aj represents the (finite) set of actions of an agent j, rj represents the reward function
of the agent j, p : S × A1 × · · · × AN −→ Ω(S) is the transition function, and γ ∈ [0, 1) is the
discount factor. In stochastic games, each agent j is assumed to have access to the global state at
each time step, from which it decides to perform an action aj (Shapley, 1953). We will use the no-
tation π ≜ (π1, . . . , πN ) to represent the joint policy of all agents. Similar to MDPs, in stochastic
games agents aim to maximize the expected discounted cumulative rewards, but this expectation is
under the joint policy. The value function of an agent j under the joint policy π is expressed as
vjπ(s) =

∑∞
t=0 γ

t Eπ,p[r
j
t |s0 = s]. The value function represents the expected discounted cumu-

lative reward obtained by the agent j, when all agents follow the joint policy π starting from s. A
Q-function for an agent j can be given by Qjπ(s,a) = Es′∼p[rj(s,a, s′)+γvjπ(s′)]. Here, the joint
action, denoted by a = {a1, . . . , aN}, represents a set of actions containing one action for each
agent. In this paper, we consider the general-sum setting where the reward functions of the agents
can be arbitrarily related. The general-sum formulation is the most general setting which can be
used to model any multi-agent environment (i.e., cooperative, competitive, or mixed). For general-
sum games, the most commonly used solution concept is that of a Nash Equilibrium (NE) (Hu &
Wellman, 2003). The NE is a joint policy π∗ = [π1

∗, . . . , π
N
∗ ], where no agent has any incentive

to unilaterally deviate and obtain a strictly higher payoff. Using the value functions, this can be
expressed as vj

πj∗,π
−j
∗
(s) ≥ vj

πj ,π−j
∗
(s), ∀j, where π−j

∗ ≜ [π1
∗, . . . , π

j−1
∗ , πj+1

∗ , . . . , πN∗ ] is the joint
policy of all agents other than the agent j. Under the NE, Hu & Wellman (2003) define the Nash-Q
function for each agent j, represented as Qj∗(s,a), which provides the expected discounted rewards
for j when all agents start from state s, perform joint action a, and then follow the NE strategies
(policies) for infinite periods. Henceforth, we use the terms strategies and policies interchangeably.

3 Related Work

Agents modelling agents has been an important frontier for research in the MARL community (Al-
brecht & Stone, 2018). The most general way of modelling other agents involves recursive reasoning
about the strategies of other agents using the Theory of Mind principle (Rocha et al., 2023). In this
approach, each agent maintains a belief about the strategies of other agents, where each other agent’s
strategies are conditioned on its beliefs about the strategies of other agents, which leads to nested
beliefs (Albrecht & Stone, 2018). Several previous works have assumed a finite depth of recursive
reasoning to avoid infinite recursion (Shi et al., 2025; Oguntola et al., 2023). Another approach in-
volves predicting opponent behaviour by taking into account the anticipated learning of opponent(s)
at each time step (Foerster et al., 2018). However, this approach requires the agent to have access
to exact policy parameters of opponent(s). Raileanu et al. (2018) propose another approach where



Reinforcement Learning Journal 2026

each agent uses counterfactual reasoning to update its beliefs about others’ strategies using its own
policy. While effective, this approach is restricted to homogeneous agents (Devidze et al., 2022).
Other relatively popular approaches include learning neural networks as opponent models (He et al.,
2016; Hong et al., 2018). Here, some authors explicitly assumed the availability of handcrafted fea-
tures of opponent behaviours (He et al., 2016), while others learn a network directly from an agent’s
observation of other agent behaviour (Hong et al., 2018). Our approach is along the lines of Hong
et al. (2018) where we learn a predictor (using a neural network) for the opponent model.

RMs were originally introduced by Toro Icarte et al. (2018). Subsequently, RMs have been exten-
sively used in several problem settings, including robotics (Shah et al., 2020; Shah & Shah, 2020;
Camacho et al., 2020; DeFazio & Zhang, 2021). Almost all of these works have been restricted
to single-agent environments, where it is often not straightforward to adapt them to multi-agent
domains. Seperately, RMs have been explored in multi-agent contexts, where Neary et al. (2021)
proposed the use of RMs for task decomposition in multi-agent environments and Smith et al. (2023)
proposed an algorithm for automatic decomposition of RMs. While these works assumed that the
RMs were provided, Ardon et al. (2023) relaxed this assumption and provided a method to learn the
RMs directly through interactions with the environment. However, all of these works are restricted
to cooperative multi-agent environments. Hu et al. (2023) develop an RM-based method for learn-
ing in general-sum games but restrict themselves to two-agent environments. Notably, this method
proposes to compute the NE at each stage game of the stochastic game, which is computationally
very expensive and only tractable for environments with small state and action spaces (in addition
to the restriction on the number of agents). In contrast to these prior works, our work pertains to
non-restrictive general-sum stochastic games with an arbitrary number of agents (no restrictions on
the type of environment, the reward function, or the number of agents). Appendix D elaborates
further on related work.

4 Reward Machines For Stochastic Games

A reward machine (RM) is an automaton-based structure that provides a Markovian decomposition
of a (potentially) non-Markovian reward function, i.e., a reward function that depends not just on the
current state r(s) (or r(s, a, s′)) but on the state-action history (Toro Icarte et al., 2018; 2022; Cama-
cho et al., 2019). This allows it to represent reward-worthy temporally extended behavior, reflecting
tasks, instructions, and norms. Rewards are described in terms of a vocabulary of propositions,
events that are derived from the global state via a labeling function.

Figure 1 depicts an illustrative gridworld environment with two agents. The grid represents a stylized
office environment with a central meeting room, coffee (K) and office plants (♣).

The RM for an agent j is defined in terms of a set of high-level events Ej that j can detect. An event
pertaining to j is denoted as ej , i.e., ej ∈ Ej . For our example (Figure 1), the set of events for each
agent j ∈ {1, 2} is Ej = {Kj ,♣j , 1,2 j}. Event Kj occurs if agent j gets coffee (by going to the
location marked K on the grid), ♣j occurs if agent j is on the same cell as a plant, and only agent 1
causes damage by doing so, and 1,2 j occurs if both agents are in the meeting room at the same time
(i.e., having a meeting). An RM specifies a non-Markovian reward function. Formally,

Definition 1 (RM). Given the environment state space S, an RM for agent j, Rj =
⟨U j , ujI , Ej ,Lj , δj , σj⟩, is a tuple where U j is the set of RM states for agent j with initial RM
state ujI ∈ U j , Ej is a set of events in the environment, Lj is the labelling function Lj : S −→ Ej ,
and δj : U j × Ej −→ U j is the transition function. Finally, σj is the output function, expressed as
σj : U j × U j −→ ℜ.

Transitions in the RM are triggered when events fromEj occur, and the labelling function Lj : S −→
Ej indicates in which states events occur. An RM can be represented as a graph where the nodes are
states (e.g., as in Figure 1(b-c)). Each graph edge is labelled with a pair ⟨e, c⟩ where e is the event
that triggers the RM transition, and c is the corresponding reward the agent receives, according to
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(a) Gridworld

u10

start

u11 u12
⟨ 1,2 1, 1⟩ ⟨♣1,−1⟩

(b) Agent 1’s RM

u20

start

u21 u22
⟨K2, 0⟩ ⟨ 1,2 2, 1⟩

(c) Agent 2’s RM

Figure 1: In this gridworld (a), there are two agents (marked as 1 and 2). Their rewards are given
by the RMs in (b) and (c). Self-loops are omitted for clarity and give reward 0. Agent 1 gets reward
1 for attending a meeting ( 1,2 1) but if they damage any plants (♣1) they become unable to get that
reward (being stuck in state u12). Agent 2 also gets reward 1 for attending a meeting ( 1,2 2) but only
if they first get coffee (K2). For a meeting to occur, both agents have to be in the meeting room.

the output function σj . For instance, in Figure 1(b), if agent 1 is in RM state u10 and damages a plant
(♣1), it moves to RM state u12 and gets reward −1.

We now formally introduce stochastic games for the general-sum setting with non-Markovian re-
wards (SGRRM).

Definition 2 (SGRRM). A stochastic game with rewards specified by RMs (SGRRM) is a tuple
T = ⟨S, sI , A1, . . . , AN , p, γ,R1, . . . ,RN ⟩, where S, sI , A1, . . . , AN , p, and γ are defined as in a
stochastic game, andRj denotes the RM for the agent j.

At each time step in an SGRRM, all agents are in a stochastic game state s, and each agent j is
in an RM state uj ∈ U j as well. The agents perform the joint action a, and transition to a new
game state s′. Furthermore, the RM states are updated as well, using for each agent j the state
transition u′j = δj(uj ,Lj(s′)) (where uj is the prior RM state and u′j is the resulting RM state).
Subsequently, agent j receives the reward rj = σj(uj , u′j).

5 MARL with Reward Machines

Agent 1

. . .

Joint action a = {a1, …, aN}

̂a−1

Environment

s

a u1

a

a1

u1, r1

ss

Agent  N

Opponent 
model θ1

Opponent 
model θN

Reward 
machine R1

Reward 
machine RN

Policy π1 Policy πN

̂a−N

uN

Learning 
Updates

Learning 
Updates

a

aN

uN, rN

ss

a

s

a

Figure 2: Interaction diagram for agent learning in SGRRM.

In this section, we provide
two algorithms, CROM
and QROM, for MARL
with reward machines.
The interaction structure is
captured in Figure 2 where
each agent uses an RM and
performs OM.

5.1 Counterfactual
Experiences for Reward
Machines with Opponent
Modelling (CROM)

We now present the Coun-
terfactual Experiences for
Reward Machines with Op-
ponent Modelling (CROM)
algorithm. The CROM algorithm is for the SGRRM setting, and hence assumes that the agent has
an RM available which it can exploit for learning policies. The SGRRMs are regular stochastic
games when the cross-product between the stochastic game states S and the reward machine states
for agent j, U j , are considered by the agent j. Hence, just as illustrated in Toro Icarte et al. (2022)
for MDPs, any MARL algorithm that can learn a policy on the cross-product (i.e., π(aj |s, uj ,a−j))
can be used to find policies in a SGRRM. However, vanilla RL/MARL techniques do not exploit
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Algorithm 1 Tabular Counterfactual Experiences for Reward Machines with Opponent Modelling
(CROM)

1: Input: A SGRRM with N agents with an RM each
2: For each agent j, for all s ∈ S, uj ∈ U j , and aj ∈ Aj , initialize q̃j(s, uj ,a) arbitrarily
3: For each agent j, initialize the opponent model θjk, for each other agent k ∈ {1, . . . , j − 1, j +

1, . . . N}
4: while s is not terminal and uj is not terminal ∀j do
5: For each agent j, choose action aj from (s, uj) using policy derived from q̃j (e.g., ϵ-greedy),

and actions of the other agents through the opponent model θjk
6: Execute the joint action a and observe next state s′

7: For each agent j, compute the next RM state u′j ←− δj(uj , Lj(s′)) and the reward rj ←−
σj(uj , u′j)

8: For each agent j, store the related experience {⟨s, uj ,a, σj(uj , u′j), s′, δj(uj , Lj(s′))⟩|∀uj ∈ Uj}
9: while ⟨s, uj ,a, rj , s′, u′j⟩ ∈ experience do

10: if s′ is terminal or u′j is terminal (for each j) then
11: For the agent j, update q̃j(s, uj ,a) α←− rj
12: else
13: For the agent j, update q̃j(s, uj ,a) α←− rj + γmaxa′j∈Aj q̃(s

′, u′j ,a′), where a′ is
obtained from the opponent models

14: For each agent j, update the opponent model θjk using cross entropy loss between observed
opponent action and predicted opponent action

15: Update s←− s′ and uj ←− u′j for each j

the structure exposed by an RM. Toro Icarte et al. (2022) proposed the counterfactual experience for
reward machines (CRM) algorithm that exploits RM information. The idea is to use counterfactual
reasoning to simulate experiences, which can then be used with off-policy RL methods for learning
optimal policies.

We augment CRM from Toro Icarte et al. (2022) with opponent modelling, adapting it for use in
multi-agent environments. Algorithm 1 provides the pseudocode for CROM (using tabular updates).
Consider an agent j in a cross-product state (i.e., the expanded state formed by combining the agent’s
environment state with its RM state) ⟨s, uj⟩. At this cross-product state, the joint action a is executed
and the environment transitions to the next cross-product state ⟨s′, u′j⟩, with the agent j receiving a
reward rj . Since the RM is available, we can reason counterfactually that if the agent were instead
at RM state uj ∈ U j when the environment transitioned from state s to s′, then the successor
RM state can be obtained from u′j = δj(uj , Lj(s′)), with a reward of rj = σj(uj , u′j). CROM
similarly uses counterfactual reasoning to also update the agent’s otherQ-values. This is the novelty
introduced by CROM which leads to better sample efficiency. Lines 8–14 in Algorithm 1 capture
the counterfactual updates of CROM. In Algorithm 1, we denote the terminal state/RM state to be a
state/RM state that indicates the end of the episode in the environment.

The key difference between CRM (Toro Icarte et al., 2022) and CROM is that CROM is a multi-
agent method that requires the opponent(s) action for both action selection (Line 5) and updating its
Q-values (both for counterfactual updates and updates using actual experiences, Line 13). However,
the opponent(s) action, at the current time step for action selection, and at the next time step for Q-
updates, is unavailable to the agent. To mitigate, each agent maintains a predictor (opponent model)
for the action of each opponent, which it updates using observations of the actual opponent agent
action at each state, after these actions are executed. This opponent model is a fully connected neural
network (4 Relu layers of 64 nodes and an output softmax layer). The inputs to the network are the
environment state, the agent’s own RM state and the previous action of the modelled (opponent)
agent. Formally, the opponent model for agent j predicts the action distribution of each opponent k
as π̂jk(· | st, u

j
t , a

k
t−1) = fθjk

(st, u
j
t , a

k
t−1),where fθjk is a neural network with parameters θjk, trained

by minimising the cross-entropy loss between π̂jk and the observed action akt .
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We also provide a deep learning variant of CROM that uses function approximation with neural net-
works (Deep-CROM or DCROM). This method integrates a DQN (Mnih et al., 2015) based target
network and experience replay techniques. The complete pseudo-code is given in Appendix M. Fur-
thermore, we provide a cross-product multi-agent baseline that learns (using multi-agentQ-updates)
in the cross-product space between the environment states S and the reward machine states U j for
each agent j. Unlike CROM, this cross-product multi-agent baseline does not perform counterfac-
tual updates to the Q-values. The method is described in Appendix M.

5.2 Q-learning for Reward Machines with Opponent Modelling (QROM)

The (single-agent) QRM algorithm was first proposed by Toro Icarte et al. (2018). Similar to CRM,
it exploits RM structure to do counterfactual updates based on experiences. However, the major
difference is that while the CRM learns a single Q-function q̃(s, u, a), QRM learns a separate Q-
function for each RM state u, q̃u(s, a). We integrate an opponent model with the QRM algorithm
to provide the QROM algorithm, which includes a neural network implementation (DQROM). The
important difference between DQROM and DCROM is that DQROM uses seperate neural networks
to approximate the Q-function of each RM state, while DCROM uses the same network for all RM
states. Tabular QROM is the same as tabular CROM with a different notation. We refer the reader
to Appendix M for further details.

6 Theoretical Results

We present theoretical guarantees for Q-value updates associated with the tabular CROM and the
cross-product multi-agent baseline under five assumptions. While we need these assumptions for
our theory, we can still use our algorithms empirically when these assumptions are violated (more
details in Section 7). The complete proofs for all theoretical results can be found in Appendices E–G.

Assumption 1. Every s ∈ S, RM state uj ∈ U j and aj ∈ Aj , for every agent j, are visited infinitely
often, and the reward function (∀j) stays bounded.

Assumption 2. Let αjt (s, u
j ,a) be the learning rate for the agent j at state s, RM state uj , and

joint action a at a timestep t. For all s, uj ,a, t, and for all agents j ∈ {1, . . . , N}, αjt (s, uj ,a)
satisfies

∑∞
t=0 α

j
t (s, u

j ,a) =∞ and
∑∞
t=0[α

j
t (s, u

j ,a)]2 <∞.

Assumption 3. The RM state of each agent j uniquely determines the RM states of every other
agent i ∈ {1, . . . , j − 1, j + 1, . . . , N} in the environment.

Assumption 4. The Nash equilibrium is a global optimum or saddle point in every stage game of
the stochastic game.

Assumption 5. From any initial environment and RM state, with probability 1/2, an agent j expe-
riences all state-RM state-joint action triples in a finite number of L steps.

Assumptions 1 and 2 are common in theoretical RL (Szepesvari & Littman, 1999). While our algo-
rithms use a constant fractional value for the learning rate for ease of computation, our theoretical
results need the learning rate to satisfy Assumption 2. Assumption 3 is not very restrictive since
any agent’s RM could be expanded with more states (and potentially more events) to keep track
of the RM states of other agents (this is similar to the “parallel composition” of RMs from Neary
et al. (2021)), while still defining the same non-Markovian reward function. Assumption 4 is in-
deed restrictive, but needed to prove convergence theoretically in general-sum stochastic games (as
demonstrated by Hu & Wellman (2003)). However, in practice, it is still possible to observe con-
vergence when this assumption is violated, as noted by several prior works (Hu & Wellman, 2003;
Yang et al., 2018). Furthermore, comparing Assumption 4 in our result with the Assumption 3 used
in prior works (Hu et al., 2023; Hu & Wellman, 2003) for convergence results, we note that our as-
sumption is considerably weaker. While our assumption requires the NE to be a global optimum or a
saddle point, we do not require computing and using this equilibrium for updating the Q-functions.
Hence, the time-consuming step of calculating the NE at every stage game, as done in these prior
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works can be omitted. Our Assumption 4 is sufficient to guarantee convergence. As a consequence,
we are able to provide more practical algorithms as compared to those in the prior works (which
are only tractable in two agent environments with small state-action spaces since an NE needs to
be computed at every step). Assumption 5 is a covering time requirement, as considered by several
prior works (Li et al., 2021; Xiong et al., 2020; Shah & Xie, 2018). However, we note that our con-
dition is weaker than these prior works. While these prior works specify a deterministic covering
time, our results only require a probabilistic covering time. Now, we are ready to present our first
theoretical result, which is a convergence guarantee for the cross-product multi-agent baseline.

Theorem 1. In a SGRRM, the Q values updated using the cross-product multi-agent baseline for
an agent j converge to its Nash Q value in the limit (t −→∞).

While Theorem 1 is an asymptotic result, our next set of results will provide finite-time guarantees.
To satisfy Assumption 2, the learning rates are usually linear or polynomial in practice (Szepesvari,
1997). A linear learning rate is of the form 1/t at time t, and a polynomial learning rate is of the form
1/tω , where ω ∈ (1/2, 1). We provide finite-time results for both cases. While the nature of the
learning rate does not affect the asymptotic results, it has a large influence on the finite-time results.
First we consider the finite-time case for the cross-product multi-agent baseline under a polynomial
learning rate. Let β = 1−γ

2 . Also, we consider a variable Qjmax, which denotes the maximum
possible cross product Q-value for the agent j, which is bounded by Qjmax = Rjmax/(1− γ).
Theorem 2. Let us specify that, with probability at least (1− δ), for an agent j, ||QjT −Q

j
∗||∞ ≤ ϵ.

The bound on the rate of convergence of the cross-product multi-agent baseline Q update, QjT , with
a polynomial learning rate of factor ω ∈ (1/2, 1), is given by (with Qj∗ as the Nash Q-value of the
agent j)

T = Ω
((

(L log(1/δ))1+3ωQ2,j
max ln(

|S||Uj |
∏N
i=1 |Ai|Q

j
max

δβϵ )

β2ϵ2

)1−ω
/L log(1/δ)

+
(
(L log(1/δ)

β ln
Qjmax

ϵ + 1)/2
) 1

1−ω
)
.

Here, Q2,j
max denotes the square of Qjmax. If we assume the same action spaces for all agents (i.e.

|A1| = |A2| = · · · = |AN | = |A|), we note that the dependence on the number of agents is
ln |A|N = N ln |A|, which is a sub-linear dependence (recall that the value of ω satisfies ω ∈
(1/2, 1)). The dependence on the state space, RM state space, and the action space is sub-linear
(e.g., ln |S|) and the dependence on the covering time is polynomial.

Next, we consider the linear learning rate case.

Theorem 3. Let us specify that, with probability at least (1− δ), for an agent j, ||QjT −Q
j
∗||∞ ≤ ϵ.

The bound on the rate of convergence of the cross-product multi-agent baseline Q update, QjT , with
a linear learning rate, is given by

T = Ω
((
L log(1/δ) + ψ(L log(1/δ)) + 1

) 1
β ln

Q
j
max
ϵ Q2,j

max ln(
|S||Uj |

∏N
i=1 |Ai|Q

j
max

δβϵψ )

β2ϵ2ψ2

)
,

where ψ is a small arbitrary positive constant satisfying ψ ≤ 0.712.

We note that the dependence is linear in the number of agents and sub-linear in the state space, RM
state space and action spaces. The dependence on the covering time is polynomial, but much worse
than that of Theorem 2 (this shows the benefit in performance for a polynomial rate).

We also provide similar results for CROM, with all prior variables similarly defined for CROM,
starting with the convergence results. Further, we provide finite-time results for both polynomial
and linear learning rates.

Theorem 4. In a SGRRM, the Q values updated using CROM of an agent j converge to its Nash Q
value in the limit (t −→∞).



MARL with RMs for Mixed Cooperative-Competitive Environments

Theorem 5. Let us specify that, with probability at least (1− δ), for an agent j, ||QjT −Q
j
∗||∞ ≤ ϵ.

The bound on the rate of convergence of CROM Q update, QjT , with a polynomial learning rate of
factor ω ∈ (1/2, 1), is given by (with Qj∗ as the Nash Q-value of the agent j)

T = Ω
(

|Uj |
L log(1/δ)

( (
L log(1/δ)

|Uj |
)1+3ωQ2,j

max ln(
|S||Uj |

∏N
i=1 |Ai|Q

j
max

δβϵ )

β2ϵ2

)1−ω

+
(
(L log(1/δ)

|Uj |β ln
Qjmax

ϵ + 1)/2
) 1

1−ω
)
.

Theorem 6. Let us specify that, with probability at least (1− δ), for an agent j, ||QjT −Q
j
∗||∞ ≤ ϵ.

The bound on the rate of convergence of CROM Q update, QjT , with a linear learning rate, is given
by

T = Ω
((

L log(1/δ)
|Uj | + ψ(L log(1/δ))

|Uj | + 1
) 1
β ln

Q
j
max
ϵ Q2,j

max ln(
|S||Uj |

∏N
i=1 |Ai|Q

j
max

δβϵψ )

β2ϵ2ψ2

)
,

where ψ is a small arbitrary positive constant satisfying ψ ≤ 0.712.

Comparing the finite-time results between CROM and the cross-product multi-agent baseline, we
note that the CROM finite-time guarantees reduce the covering time dependency by a factor of
the number of RM states |U j |, for both polynomial and linear learning rates, which quantifies the
effectiveness of the counterfactual updates and demonstrates its superiority.

Significance of Results: We would like to emphasize the significance of our theoretical results.
Several previous works that use RMs for learning in multi-agent domains mention that using RMs
lead to improved sample efficiency of the learning methods (Neary et al., 2021; Ardon et al., 2023).
While these works demonstrate improved sample efficiency through empirical comparisons, none of
these prior works quantify these improvements through associated finite-time guarantees in multi-
agent settings. We provide both convergence and the first line of finite-time results for multi-agent
algorithms that integrate RMs, effectively quantifying the improvement in sample efficiency while
using RMs as compared to using a cross-product baseline under linear and polynomial rates.

An important observation is that our theoretical results are independent of the accuracy of the oppo-
nent model. In off-policy methods (such as Q-learning), the functions can be updated in a delayed
manner after observing the actions of the opponents. We evaluate the target policy of such an ap-
proach theoretically in this section. Hence, here the agents do not rely on the opponent model to
predict the actions of the opponent; rather, they directly use the observations of other agent actions
(in this fully observable environment) for the multi-agent Q-updates. OM is still very important
for action selection (by the behaviour policy), which is empirically evaluated in the next section.
However, the methods used for action selection (i.e., behaviour policy) have no influence on the
theoretical analysis of the estimation policy of model-free RL methods as long as the visitation
assumption (i.e., Assumption 1) is ensured. Refer to Singh et al. (2000) for more discussions.

7 Experimental Results & Reflection

Experimental results in this section show that our algorithms learn strong mixed-motive policies
faster than other methods. Specifically, they show that:

1. DCROM and DQROM outperform (in terms of rewards gained during training and execution) all
other baselines in the cross-product space.

2. DCROM and DQROM are more sample efficient, consistently gaining higher rewards for the
same number of training episodes as compared to all baselines.

3. DCROM is slower to converge as compared to DQROM, but achieves better performances (in
terms of rewards gained) in most experiments.

4. The opponent modelling based techniques have an advantage in competitive and mixed settings
relative to techniques that do not perform opponent modelling, while the algorithms that exploit
an RM have an advantage in cooperative settings.
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At their core, we can think of RL algorithms as fixed point iterators (Szepesvari, 1997) and in this
context, our theoretical results focus on providing such fixed point (i.e, equilibrium) guarantees,
which show that our algorithms are principled. Our experimental results in this section use function
approximation and aim to showcase the superiority (in terms of sample efficiency and rewards) of
our algorithms as compared to baselines in the literature, their versatility (ability to learn in a variety
of different large state-action space multi-agent environments: cooperative, competitive, and mixed-
motive), and the empirical advantages of combining RM-based learning with opponent modelling.
We will use the metric of normalized rewards to showcase these properties in our experiments.

For the experimental study, we consider four different domains, one each for competitive and co-
operative, and two for the mixed-motive setting. We use the classic definition of environments as
provided in Zhang et al. (2021). When all agents obtain the same reward at each time step it is
fully cooperative (or cooperative), when the sum of rewards of all (usually two) agents is 0 it is
zero-sum (fully competitive or competitive), and when the rewards of agents are arbitrarily related
it is mixed-motive (or mixed). We use DCROM and DQROM along with a set of other baselines:
DQN (Mnih et al., 2015), DHRL (Kulkarni et al., 2016), DHRL-RM (Toro Icarte et al., 2018),
DQRM (Toro Icarte et al., 2018), DQN with opponent modelling (DQN-OM), and multi-agent DQN
(MA-DQN). The DHRL and DHRL-RM algorithms are hierarchical RL methods using the option
framework (Sutton et al., 1999). MA-DQN uses a multi-agent update while tracking opponents us-
ing their previous actions. MA-DQN does not perform any opponent modelling; instead, it simply
uses the previous observed action of the opponent as a proxy for the current action. This is a crude
approximation of the fictitious play technique (Brown, 1951). Alternatively, DQN-OM corresponds
to the cross-product multi-agent baseline and uses the same opponent modelling scheme as DCROM
and DQROM. Finally, DQN, DHRL, DHRL-RM, and DQRM are independent implementations on
the cross-product state space. These algorithms consider other agents to be part of the state and do
not actively model opponents. Since our algorithms are fully decentralized, we select a set of most
applicable and recent decentralized baselines, that applies to general-sum environments.

All algorithms either use the RM using a tailored algorithm that exploits them (CROM, QROM,
DQRM, DHRL-RM) or learn in the cross-product space of the state and the RM state (DHRL, DQN,
DQN-OM, MA-DQN), since our methods operate under SGRRM and not the common stochastic
game formulation. We are interested in studying environments with non-Markovian rewards, and we
do not consider baselines that only use the environmental states (since this violates the Markovian
reward assumptions used in developing these techniques).

Important elements of our experiments are provided here, while details are in Appendix I. All the ex-
periments are repeated 50 times, and we report the average and standard deviation of performances.
We plot the normalized reward, where the normalization is calculated by dividing the rewards ob-
tained in an episode with the maximum reward that is possible to obtain in that episode (hence,
an agent can get a maximum normalized reward of 1). We conduct a total of four experiments in
two phases: training and execution. In the training phase, agents train their policies while in the
execution phase, the agents conduct no further learning and only execute the trained policy. For
cooperative settings, all agents use the same algorithm (similar to self-play (Heinz, 2000)) to train a
policy (training) and evaluate it (execution). For competitive and mixed settings, competitive agents
use different algorithms, with one agent (or team of agents) using either one of our algorithms or a
baseline for training and the other agent (or team of agents) using an independent DQN agent for
training (which serves as a common opponent). In such settings, during training, it is possible that
some algorithms demonstrate better performances as they provide opponents less useful experiences
rather than themselves learning better. Hence, during execution for competitive and mixed settings,
trained policies are evaluated against a previously unseen policy. This policy is trained separately
using DQN in self-play. Code for the experiments is open-sourced (Subramanian et al., 2026).

Experiment 1 uses a variant of the multi-agent Waterworld environment (Gupta et al., 2017). Our
domain is a mixed-motive setting with a total of five agents, with three pursuer agents and two
poison agents. The pursuers have to collaborate together to capture food in the environment, while
the poison agents try to poison the pursuers. The pursuers should learn to avoid the poison agents.
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(a) Waterworld Training (b) Waterworld Execu-
tion

(c) Overcooked Train-
ing

(d) Overcooked Execu-
tion

(e) Pommerman 1vs1
Training

(f) Pommerman 1vs1
Execution

(g) Pommerman 2vs2
Training

(h) Pommerman 2vs2
Execution

Figure 3: Experimental Results in all four domains

The pursuers use one of our algorithms or the baselines for training, while the poison agents use
an independent implementation of DQN for training in all cases. Since we are interested in the
performance of our algorithms and the baselines, we plot the rewards obtained by the pursuers for
comparison of the different algorithms. At-least two pursuers need to touch food together to capture
it. The pursuers need to learn to cooperative with each other and learn to compete (by staying away,
tricking, and evading) against the poison agents to obtain high rewards. This experiment is analogous
to the single agent Waterworld domain used by Toro Icarte et al. (2018). We define a total of 6 tasks,
such as “red then green” (meaning that the pursuers need to touch red food first before greed food)
similar to that of Toro Icarte et al. (2018) (details in Appendix I). From the results in Figure 3(a)
and (b), we see that DQROM provides the best performance across all the baselines. The methods
that use opponent modelling (DQROM, DCROM, DQN-OM) provide better performances than the
other methods that do not perform any opponent modelling. Within these methods, DQROM and
DCROM outperform DQN-OM as these methods can learn counterfactually using the RM, while the
DQN-OM method cannot learn counterfactually. DQROM shows better performances as compared
to DCROM. DCROM learns a larger network and is expected to be slower to learn as compared to
DQROM which learns multiple smaller networks.

Experiment 2 uses a variant of the fully cooperative Overcooked domain (Dann et al., 2022;
Charakorn et al., 2020). The objective is to cook and deliver soups as fast as possible. Our Over-
cooked implementation is temporally extended with a map layout that is similar to the one used by
Charakorn et al. (2020) but with a different (non-Markovian) reward function. In our setting, the
game consists of two (cooperative) agents and three cooking ingredients: onion, tomato, and car-
rot. The ingredients are placed randomly at certain counters accessible to the agents. The agents
are tasked with placing specific ingredients in the cooking pot (gathering these ingredients are sub-
tasks), waiting until the soup is cooked, and delivering it to the delivery station. The progression/-
completion of tasks is only captured in the RM and not in the state space (for example, there are no
features to convey what ingredients have been placed in the cooking pot). More details about the
domain are in Appendix I. The training and execution performances are given in Figure 3(c) and (d).
We observe that DQROM and DCROM give the best performances. As opposed to our observation
in the previous mixed setting, here we notice that methods exploiting the RM (DQROM, DCROM,
DQRM) provide the best performance, while the method that does opponent modelling but is not
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RM-specific (DQN-OM) performs relatively poorly. Intuitively, in cooperative domains the impor-
tance of opponent modelling is reduced since each agent only aims to aid the learning of others,
and it is not as critical to actively adapt to changing strategies of other agent(s). Comparing perfor-
mances of DCROM and DQROM, we see that DCROM eventually performs better than DQROM
(as seen in Figure 3(c)), but is slower to learn since it is training a larger network as opposed to
DQROM which is learning multiple smaller networks. The larger network may help it avoid certain
local optima as compared to that for DQROM, which explains its better overall performance.

Experiment 3 uses a variant of the competitive Pommerman domain (Resnick et al., 2018). We
include a small change to the domain by adding a coin at a random location. In the changed ver-
sion of the game, each agent is first tasked with capturing the coin and then killing the opponent.
If an agent captures the coin, it cannot lose the game anymore. Based on who captures the coin
initially, the agents need to switch to risk-seeking or risk-averse strategies appropriately. However,
the information about who captured the coin is not available in the state space, and this information
is encoded in the RM. An independent implementation of DQN is used as the common opponent
for all algorithms. The performances in Figure 3(e) and (f) show the rewards obtained by each
algorithm training against an independent implementation of DQN. The results show that the algo-
rithms that exploit the RM for counterfactual learning and perform opponent modelling (DQROM
and DCROM) provide the best performances. This is followed by the algorithm that performs oppo-
nent modelling (DQN-OM) without exploiting the RM. Similar to our observations in Waterworld,
opponent modelling plays an important role in this competitive setting and algorithms that actively
model opponents perform better as compared to algorithms (such as DQRM and DHRL) that do not.

Experiment 4 uses the same (coined)-Pommerman domain except that now we consider a total
of four agents (two agents in each team), where agents in a team are expected to cooperate with
each other and compete against the agents of the opposite team to win the game (described as 2
vs. 2 domain in Resnick et al. (2018)). In this setting, if an agent of a team captures the coin first,
that team cannot lose anymore (and the other team cannot win anymore). All other experimental
conditions are the same as that of Experiment 3. Results in Figure 3(g) and (h) show that DCROM
and DQROM achieve the best training and execution performance. They are followed by DQN-OM,
highlighting the importance of opponent modelling in mixed-motive settings. DQRM, which lacks
opponent modelling, performs worse, while methods using neither RMs nor modelling perform
poorest. Statistical significance tests in Appendix L for all experiments show that our comparisons
are statistically significant. Appendix J contains more experimental results.

We observed that even a simple OM technique improves performance over methods without it,
though more advanced techniques could be explored in future work. Our approach lets agents model
others based on their own Reward Machine (RM) state; since agents lack access to others’ RMs,
they cannot use their opponents’ internal states. While accessing an opponent’s RM might increase
modelling accuracy, a highly precise OM technique risks overfitting to a specific opponent policy,
leaving the agent vulnerable to opponent strategy shifts (Lanctot et al., 2017; Johanson et al., 2011).

8 Concluding Remarks

In this paper we address the problem of synthesizing policies for multiple agents operating in mixed
cooperative-competitive environments with non-Markovian rewards. To this end, we present MARL
algorithms for general-sum stochastic games that employ opponent modeling and use reward ma-
chines (RMs) to encode reward functions. Theoretical asymptotic and finite-time guarantees are
provided for these algorithms. Extensive experiments demonstrate the advantages of these methods
as compared to a set of recent baselines in the literature, in a variety of multi-agent environments
comprising competitive, cooperative, and mixed motive settings. Notably, we provide ample theoret-
ical and empirical evidence showing that our algorithms are able to learn more quickly by exploiting
RMs. Limitations of our work include our assumption of fully observable games with agent RMs
provided a priori, standard assumptions that will be relaxed in future work. Further limitations are
discussed in Appendix C.
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A Appendix Preamble

The rest of the appendix is organized as follows:

1. An Impact Statement for our work is provided in Appendix B.

2. Limitations of our work are discussed in Appendix C.

3. Additional Related work is given in Appendix D.

4. Proofs of Theorem 1 and Theorem 4 are given in Appendix E.

5. Proofs of Theorem 2 and Theorem 5 are given in Appendix F.

6. Proofs of Theorem 3 and Theorem 6 are given in Appendix G.

7. A time and space complexity analysis for CROM and QROM is provided in Appendix H.

8. Comprehensive details for all experiments are given in Appendix I.

9. Additional experiments on single task and continuous control domains are given in Appendix J.

10. Experiments with a set of additional baselines are provided in Appendix K.

11. Statistical significance results for the experiments in Section 7 are given in Appendix L.

12. More algorithmic pseudo-codes are in Appendix M.

B Impact Statement

The ability for a collection of agents—be they solely AIs or AIs and humans—to constructively
work together, even in settings where they have mixed motives, is essential to the pursuit of AI that
is beneficial to humanity and to society more generally. In this work, we have explored this idea and
made technical advances towards realizing this important objective.

This work provides a principled treatment of general-sum stochastic games for non-Markovian re-
ward environments. We propose algorithms that provide a means of appropriately incorporating
these more complex reward-worthy behaviors into learning algorithms for general-sum environ-
ments. The ability to specify temporally extended tasks, and the sample efficiency gains garnered
by our use of RMs, leads us to believe that the work has the potential for positive impact in a diver-
sity of multi-agent sequential decision-making applications, in areas such as sustainability, robotics,
and autonomous driving. In these settings it is common to find situations where agents will need to
learn policies under non-Markovian rewards to function optimally or near-optimally. Our work in
this paper provides a significant first step in enabling RL agents to learn such policies in a principled
manner in general sum stochastic games with an arbitrary number of agents.

Unfortunately, as with many AI advances, as the effectiveness of multi-agent sequential decision-
making systems improves, it can contribute to applications that some may consider undesirable or
unethical, such as autonomous weapons.

C Limitations

This section lists a set of limitations for the work in the paper.

1. This work assumes that all agents are provided with an RM a priori. While the reward functions
are usually specified by humans and can be made available, there are situations where the RMs
may not be available a priori. Recent work (Law et al., 2020; Toro Icarte et al., 2023) has con-
tributed several practical techniques for learning these RMs from agent experiences. We have
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currently expanded our work to novel algorithms that can learn RMs autonomously in general-
sum multi-agent environments with an arbitrary number of agents. However, we have excluded
those results from the current draft due to space constraints. A follow-up paper will provide the
detailed descriptions of these algorithms, as well as an elaborate set of associated experimental
and theoretical results.

2. Time and space complexity of both tabular CROM and QROM is exponential in the number of
agents (refer Appendix H for more details). Hence, the CROM and QROM algorithms do not
scale favourably with the number of agents.

3. Since the opponent modelling in this work learns a separate neural network for each opponent
agent, this technique does not scale well with the number of agents as well. We believe that
recent works that use the mean-field approximation technique (Yang et al., 2018) to approximate
the joint action space with the mean-field action can be directly integrated with both the CROM
and QROM algorithms. Once the mean-field approximation is used, the algorithms will have a
constant dependence on the number of agents in the environment. Instead of having an opponent
model to predict the action of other agents, CROM and QROM would use the opponent model to
predict the mean-field in this case. We leave a more comprehensive study of such a mean-field
setting using RMs to future work.

4. If the reward functions are Markovian (as is commonly assumed in the prior works on RL and
MARL) there may not be advantages in using the RM.

5. Theoretical analysis in our paper requires some restrictive (though common) assumptions.

6. Finite-time analysis in the paper considers the common ϵ-greedy strategy. However, recent work
has shown that using Upper Confidence Bound (UCB) (Auer, 2002) techniques for exploration
will result in better finite-time bounds for RL algorithms (Jin et al., 2018). A finite-time analysis
of our algorithms using the UCB exploration scheme is left for future work.

7. This work is restricted to fully observable games. An extension to partially observable settings
could involve the use of actor-critics (Konda & Tsitsiklis, 1999), based on the well-known cen-
tralized training and decentralized execution (CTDE) paradigm (Lowe et al., 2017). While we
provide actor-critic based implementations of our algorithms in Appendix J for continuous con-
trol, a comprehensive study of these methods in partially observable settings is left to future
work.

8. Our work uses a relatively simple opponent modelling technique of using a fully connected neural
network. Explorations of more sophisticated opponent modelling techniques (as in Foerster et al.
(2018); Willi et al. (2022)) is left to future work.

D Expanded Related Work

The concept of RMs was initially introduced by Toro Icarte et al. (2018), who also provided the
associated QRM algorithm that exploits the structure provided by the reward machine. The key
idea in QRM is to reuse experiences to simultaneously learn optimal policies at each RM state in
the environment. QRM maintains a separate Q table for each RM state and updates all Q tables
simultaneously after each agent experience.

Subsequently, RMs have been extensively used in several problems, particularly in the domain of
robotics (Shah et al., 2020; Shah & Shah, 2020; Camacho et al., 2020; DeFazio & Zhang, 2021).
In this work, we integrate QRM with an opponent modeling technique and apply it to multi-agent
environments. Further, most of the aforementioned prior works assume that a reward machine is
available, which can be provided to an agent to speed up learning. Alternatively, several other works
relaxed this assumption and learned a reward machine from experience (Toro Icarte et al., 2023; Xu
et al., 2020; Furelos-Blanco et al., 2021; Hasanbeig et al., 2021; Velasquez et al., 2021).

In the multi-agent literature, task decomposition in complex environments using finite-state ma-
chines has been explored (Dai & Lin, 2014; Elsefy, 2020). These works are limited to cooperative
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games, where the objective is to decompose a global task into sub-tasks for distribution among in-
dividual agents. Furthermore, these works restrict themselves to providing a way for decomposition
and do not provide a learning strategy that uses this decomposition. Other approaches suggest a
task decomposition using a Q-function factorization as in QMIX (Rashid et al., 2020b), where the
decomposition is harder to interpret as compared to task decomposition using RMs, and makes it
impossible to handle non-cooperative reward settings as in RMs.

Notably, Neary et al. (2021) proposed the use of RMs for task decomposition in multi-agent envi-
ronments, along with a QRM-based method for learning optimal policies. A subsequent work from
the same authors provide algorithms for automatic decomposition of RMs for decentralized learn-
ing (Smith et al., 2023). While Neary et al. (2021) and Smith et al. (2023) assumed that the RMs
were provided, Ardon et al. (2023) relaxed this assumption and provided a method to learn the RMs
directly through interactions with the environment. However, all of these works are restricted to co-
operative multi-agent environments. Taking a different perspective, Dann et al. (2022) uses an RM
in a multi-agent context to generate tree policies and rollout policies in an MCTS-based opponent
model used to predict the strategies of other agent(s) in the system. Though practical, the algorithm
proposed by Dann et al. (2022) is computationally expensive, and its applications are restricted to
two-agent multi-agent scenarios for tractability reasons. Further, this work assumes that the RM is
provided to the agent apriori and need not be learned using interactions with the environment. Along
similar lines, Hu et al. (2023) develop a QRM-based method for learning in general-sum games but
restrict themselves to two-agent environments. Notably, this method proposes to compute the Nash
equilibrium at each stage game of the stochastic game, which is computationally very expensive and
only tractable for environments with small state and action spaces (in addition to the restriction on
the number of agents).

E Proof of Theorem 1 and Theorem 4

We will first provide a proof sketch for the results. The rest of the section provides the complete
formal proof.

Proof Sketch: The proof proceeds by tracking the error between each agent’s current Q-estimate
and the true Nash Q-value, and showing this error is driven to zero over time by appealing to a
general result about stochastic iterative processes (Jaakkola et al., 1994). The critical ingredient
is showing that the corresponding Bellman operator is a contraction, meaning each application of
the Q-update brings the estimate strictly closer to the Nash Q-value, and that the Nash Q-value is
the unique fixed point of this contraction, which follows from Assumption 4. Assumptions 1 and
2 ensure that every state-action pair is visited often enough and that the learning rates decay at the
right speed for the updates to converge.

For a representative agent j, we rewrite the CROM Q-update in Eq. 1. We will use the term rjt
to represent the immediate reward at the current time step. This corresponds to one sample based
updates based on experience, as commonly done in off-policy RL.

Qjt+1(st, u
j
t ,at) = (1− α)Qjt (st, u

j
t ,at) + α(rjt + γmaxajt+1∈Aj

Qjt (st+1, u
j
t+1,at+1)) (1)

First, we provide some formal definitions of the Nash equilibrium and the Nash Q-function defined
over the multi-agent stochastic game with rewards represented as a reward machine (SGRRM).

Now we provide a formal definition of the value function in a SGRRM.

Definition 3. In an N -agent SGRRM, the agent i’s value function for its strategy πi at the state
s and joint RM state u = {u1, . . . , uN} is defined as the discounted sum of rewards obtained
for following the strategy πi for infinite periods, given that all agents follow their own strategies
π = {π1, . . . , πN}. This is represented as (with discount factor γ),

vi(s,u, π1, . . . , πN ) =
∑∞
t=0 γ

t Eπ[(r
i
t|π1, π2, . . . , πn, s0 = s,u0 = u)] (2)
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From Assumption 3, we can remove the RM states of other agents from the parameter space of the
value function. Hence, we parameterize the value function as vi(s, ui, π1, . . . , πN ).

Now we are ready to define the Nash equilibrium solution concept that depends on the value function
of agents in SGRRM.

Definition 4. In an N -agent SGRRM, a Nash equilibrium is a tuple of n strategies (π1
∗, . . . , π

N
∗ ),

such that for all states s ∈ S, RM states for each agent i represented as ui ∈ U i and agents
i = 1, . . . , N ,

vi(s, ui, π1
∗, . . . , π

i−1
∗ , πi, πi+1

∗ , . . . , πN∗ ) ≤ vi(s, ui, π1
∗, . . . , π

N
∗ ) (3)

for all πi ∈ Πi where Πi is the set of strategies available to the agent i.

Now we are ready to provide the definition of the Nash Q-function in SGRRM.

Definition 5. In aN -agent SGRRM, agent i’s NashQ-function is defined as the sum of the agent i’s
immediate reward and its discounted future rewards when all agents follow a joint Nash equilibrium
strategy (π1

∗, . . . , π
n
∗ )

Qi∗(s,u,a) =
∑
s′∈S,u′∈U [ri(s, ui,a, s′) + γP (s′,u′|s,u,a)vi(s′,u′, π1

∗, . . . , π
n
∗ )] (4)

where ri(s, ui,a, s′) is the immediate one-stage reward of the agent i at state s, RM state ui, and
the corresponding joint action a, and vi(s′,u′, π1

∗, . . . , π
n
∗ ) is the agent i’s total discounted reward

over infinite periods starting from the next state s′ and the next RM state u′, given that all agents
follow the joint equilibrium strategy.

From Assumption 3, we can remove the RM states of other agents from the parameter space of the
Q-function. Hence, we can rewrite Eq. 4 as,

Qi∗(s, u
i,a) =

∑
s′∈S,u′i∈Ui [r

i(s, ui,a, s′) + γP (s′, u′i|s, ui,a)vi(s′, u′i, π1
∗, . . . , π

n
∗ )] (5)

For this and the subsequent two sections, we borrow mathematical techniques and tools from prior
works (Singh et al., 2000; Hu & Wellman, 2003; Even-Dar & Mansour, 2003; Bertsekas & Tsitsik-
lis, 1996; Szepesvari, 1997; Szepesvari & Littman, 1999; Subramanian et al., 2023; Jaakkola et al.,
1994; Tsitsiklis, 1994; Subramanian et al., 2022; Yang et al., 2018), which we extend to the stochas-
tic games and subsequently to the SGRRM setting, as appropriate. We will provide the associated
references to theorems and lemmas from these works, as we provide the proofs for our results here.
We will stay self-contained and provide complete proofs for our theoretical results in Section 6. For
each result, we restate the result from our main paper here, and subsequently provide their proofs.

Theorem 1. In a SGRRM, the Q values updated using the cross-product multi-agent baseline for
an agent j converge to its Nash Q value in the limit (t −→∞).

Proof. To prove this result, we rely on a Lemma from previous work on stochastic iterative pro-
cesses.

Lemma 1. A random iterative process

∆t+1(x) = (1− αt(x))∆t(x) + αt(x)Ft(x) (6)

where x ∈ X , t = 0, 1, . . . ,∞, converges to zero with probability one (w. p. 1) if the following
properties hold:

1. The set of possible states X is finite.

2. 0 ≤ αt(x) ≤ 1,
∑
t αt(x) = ∞,

∑
t α

2
t (x) < ∞ w. p. 1, where the probability is over the

learning rates αt.
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3. ||E{Ft(x)|Pt}||W ≤ K ||∆t||W + ct, where K ∈ [0, 1) and ct converges to zero w. p. 1.

4. var{Ft(x)|Pt} ≤ K(1 + ||∆t||W )2, where K is some constant.

Here Pt is an increasing sequence of σ-fields that includes the past of the process. In particular,
we assume that αt,∆t, Ft−1 ∈ Pt. The notation || · ||W refers to some (fixed) weighted maximum
norm and the notation var refers to the variance.

Proof. Refer to Theorem 1 in Jaakkola et al. (1994) for proof.

First we define a Nash operator Pt, using the following equation,

PtQ
j(s, uj ,a) = Es′,u′j [rjt (s, u

j ,a, s′) + γπ1
∗(s

′, u′j) · · ·πn∗ (s′, u′j)Qk(s′, u′j)] (7)

where s′ is the state at time t+ 1, (π1
∗(s

′, u′j), . . . , πn∗ (s
′, u′j)) is the Nash equilibrium solution for

the stage game
(Q1(s′, u′1), . . . , Qn(s′, u′n)).

Qj denotes the Q-value of a representative agent j, u = {u1, . . . , uN}, and u′ = {u′1, . . . , u′N}.

Lemma 2. Under Assumption 4, the Nash operator as defined in Eq. 7 forms a contraction mapping,
with the fixed point being the Nash Q-value of the game.

Proof. This result is an application of Lemma 16 of Hu & Wellman (2003) in the cross-product
state and RM space for the Pt operator. The uniqueness of the Nash Q-value is guaranteed by
Assumption 4 since all global optima have equal values, and all saddle points of stage games are
equivalent in their values (see Definition 12 and 13 in Hu & Wellman (2003)).

Now, since the Pt operator forms a contraction mapping, ||PtQj − PtQ
j
∗|| ≤ γ||Qj − Qj∗||, is

satisfied for some γ ∈ [0, 1) and all Qj . Here Qj∗ is the Nash Q-value of the agent j.

The objective is to apply Lemma 1 to show that the CROM Q-updates converge to the Nash Q
values.

The first two conditions of Lemma 1 are satisfied from the Assumption 1 and Assumption 2. Now,
comparing Eq. 6 and Eq. 1 we get that x can be associated with the state, RM state, and joint action
pairs (s, uj ,a) and ∆t(x) can be associated with Qjt (s, u

j ,a)−Qj∗(s, uj ,a). Here, Qj∗(s, uj ,a) is
the Nash Q value of the agent j.

Subtracting Qj∗(s, uj ,a) from both sides of Eq. 1, we get

∆t+1(x) = (1− αt(x))∆t(x) + αt(x)Ft(x), (8)

where

Ft(x)

= rjt + γvNash,j(st+1, u
j
t+1,a

−j
t )−Qj∗(st, ujt+1,at)

+γ[maxajt+1
Qjt (st+1, u

j
t+1,at+1)− vNash,j(st+1, u

j
t+1,a

−j
t )]

≜ rjt + γvNash,j(st+1, u
j
t+1,a

−j
t )

−Qj∗(st, ujt ,at) + Cjt (st, u
j
t ,at)

≜ FQ,jt (st, u
j
t ,at) + Cjt (st, u

j
t ,at)

(9)
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Here,
FQ,jt (st, u

j
t ,at) ≜ rjt + γvNash,j(st+1, u

j
t+1,a

−j
t )−Qj∗(st, ujt ,at). (10)

The Nash value function of an agent j, denoted as vNash,j , is defined as the expected cumulative
discounted future rewards obtained by the agent j, given that all agents follow the Nash policy π∗.

Here, we set, Ft(x) = FQ,jt (st, u
j
t ,at) = Cjt (st, u

j
t ,at) = 0 if (s,a) ̸= (st,at). Let us specify that

the σ-field generated by all the random variables provided by,

(st, u
1
t , . . . , u

N
t , αt, a

1
t , . . . , a

n
t , rt−1, . . . , s1, α1, a1, Q0),

be represented by Pt. Now, all the Q-values are Pt measurable which makes ∆t and Ft, Pt

measurable. This property satisfies the measurability requirements of Lemma 1.

From Lemma 10 of Hu & Wellman (2003), we can show that

vNash,j(st+1, u
j
t+1,a

−j
t ) ≜ vj(st+1, u

j
t+1, π

1
∗, . . . , π

n
∗ ) = π1

∗(st+1) · · ·πn∗ (st+1)Q
j
∗(st+1, u

j
t+1).
(11)

From Lemma 2, it is straight forward to show that FQ,jt (from Eq. 10) forms a contraction mapping,
with the norm || · || being the maximum norm on the joint action a.

Now, we have the following for all t,

||E[FQ,jt (st, u
j
t ,at)|Pt]|| ≤ γ||Qjt (st, u

j
t ,at)−Q

j
∗(st, u

j
t ,at)|| = γ||∆t|| (12)

Now from Eq. 9,

||E[Ft(st, ut,at)|Pt]||

≤ ||E[FQ,jt (st, u
j
t ,at)|Pt]||+ ||E[Cjt (st, u

j
t ,at)|Pt]||

≤ γ||∆t||+ ||E[Cjt (st, u
j
t ,at)|Pt]||

(13)

This satisfies the third condition of Lemma 1, provided that ct = ||E[Cjt (st, u
j
t ,at)|Pt]|| converges

to 0 with probability 1 (w. p. 1.). From the definition of Cjt and the Assumption 4, it can be shown
that the value of Cjt converges to 0 in the limit of time. Assumption 4 guarantees the uniqueness of
the fixed point. To prove this, consider each of two possible scenarios under Assumption 4.

1. For equilibria that are globally optimum, all players are guaranteed to receive the joint maximum
possible values which is unique (if multiple global optimum strategies exist, they should receive the
same value by definition).

2. For equilibria that are saddle point (see Definition 13 in Hu & Wellman (2003)), let us assume
that there are two saddle-point equilibria ρ and δ.

As these points are equilibria, no agent can unilaterally deviate and receive a higher payoff. Hence,
we have,

Eρj Eρ−j [Qjt (s, uj)] ≥ Eδj Eρ−j [Qjt (s, uj)] (14)

Since δ is a saddle point, each agent receives a higher payoff when at-least one of the other agents
deviates (Definition 13 in Hu & Wellman (2003)). Hence we have,

Eδj Eδ−j [Qjt (s, uj)] ≤ Eδj Eρ−j [Qjt (s, uj)] (15)

Combining the above two equations, we get Eρj Eρ−j [Qjt (s, uj)] ≥ Eδj Eδ−j [Qjt (s, uj)].
Since ρ is a saddle point too, we can also get the following relation by reversing the order,
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Eδj Eδ−j [Qjt (s, uj)] ≥ Eρj Eρ−j [Qjt (s, uj)]. This shows that the equilibrium values for agent j
at both saddle points are the same Eδj Eδ−j [Qjt (s, uj)] = Eρj Eρ−j [Qjt (s, uj)].

Thus, it follows from Lemma 1 that the process ∆t converges to 0 and hence, CROM-Q value for
an agent j, converges to its Nash Q value Qj∗.

Since the CROM Q-updates follow the same construct as the cross-product multi-agent baseline
(but in addition follows counterfactual update of the Q-values at every time step), we can prove
Theorem 4 using the same steps as in Theorem 1. There are no major differences in the asymptotic
results for the cross-product multi-agent baseline and CROM. However, important differences are
observed in the finite-time analysis, which we will provide in the subsequent two sections.

F Proof of Theorem 2 and Theorem 5

In this section, we give the proof for Theorem 2. Since this is a finite time analysis, we use the notion
of covering time L for the bound. First, for the sake of simplicity, we will define a deterministic
covering time, similar to prior works (Even-Dar & Mansour, 2003; Riemer et al., 2022; Xiong et al.,
2020; Shah & Xie, 2018). At the end of this section (see Lemma 13), we will relax this to match our
condition in Assumption 5.

We will first provide a proof sketch for the results. The rest of the section provides the complete
formal proof.

Proof Sketch: The proof decomposes the Q-error into two parts: a deterministic bias that shrinks
geometrically as the Bellman contraction is applied repeatedly, and a stochastic noise term that
arises from the randomness in sampling transitions. Each part is bounded separately within a finite
number of steps. The bias is shown to shrink by a constant factor per iteration, and the number of
iterations needed to bring it below any target accuracy is bounded in terms of the discount factor.
The noise is controlled using a classical concentration inequality (Azuma’s inequality) applied to
the sequence of Q-updates, exploiting the polynomial learning rate to show the noise stays small
with high probability across all iterations simultaneously.

Definition 6. In a SGRRM, the covering time L indicates the minimum number of steps required
from any initial cross-product state to perform all joint actions at-least once, and visit all cross
product states at-least once by all agents.

Similar to Even-Dar & Mansour (2003), we clarify that we do not need to assume that the state-
RM state-joint action triples are being generated by any particular strategy. The Q-values used in
this section, correspond to the cross-product baseline as denoted in Toro Icarte et al. (2018). The
cross-product (multi-agent) baseline considers the cross-product between the environment states s
and the reward machine states for each agent j ∈ {1, . . . , N}, where the policy πj(aj |s, uj) is
learned by the agent j using any RL method. Here we assume that the agents are learning using a
multi-agent Q-update given by Eq. 16 using a polynomial learning rate. In this method there are no
counterfactual updates as done in CROM or QROM.

Qj(s, uj ,a)

= (1− αj,ωt )(s, uj ,a))Qj(s, uj ,a) + αj,ωt (s, uj ,a)(rj + γmaxa′j∈Aj Q
j(s′, u′j ,a′))

(16)

The value of αj,ωt (s, uj ,a) = 1
[#(s,uj ,a,t)ω] , where #(s, uj ,a, t) is the number of times until t that

the joint action a is performed at the environmental state s and reward machine state uj (we will
interchangeably use n(s, uj ,a, t)ω to denote the same expression). Recall that the learning rate is
linear if ω = 1, and the learning rate is polynomial if ω ∈ (1/2, 1). In this section, we will consider
a polynomial learning rate.
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For a representative agent j, we will focus on the value of xjt = ||Q
j
t −Q

j
∗|| and the aim is to bound

the time until xjt ≤ ϵ. Here the norm denotes the maximum difference of the Q values across all
states and joint actions.

Let us consider a stochastic iterative process of the form,

Xj
t+1(i) = (1− αt(i))Xj

t (i) + αt(i)((HtX
j
t )(i) + wjt (i)). (17)

As mentioned in Section 6, let us specify β = 1−γ
2 . Also, consider a constantQjmax where theQjmax

denotes the maximum cross-product Q value possible by the agent j. Hence, the relation ||X0|| ≤
Qjmax holds. Further, let us consider a sequence Dj

k, with Dj
1 = Qjmax and Dj

k+1 = (1 − β)Dj
k

for all k ≥ 1. By the nature of this construction, the sequence Dj
k is guaranteed to converge to 0,

since at each step the value of Dj
k is being continuously multiplied by a fractional value. Now we

can provide the following result.

Lemma 3. For every k, there exists a time τk such that, for any t ≥ τk we have ||Xj
t || ≤ D

j
k.

Proof. This result is the same as Theorem 8 in Even-Dar & Mansour (2003).

The Lemma 3 guarantees that at time t ≥ τk, for any i the value of ||Xj
t (i)|| is in the interval

[−Dj
k, D

j
k].

Next we aim to provide a bound for the number of iterations until Dj
i ≤ ϵ.

Lemma 4. For m ≥ 1
β ln(Qjmax/ϵ) we have Dj

m ≤ ϵ.

Proof. Since we have that Dj
1 = Qjmax and Dj

i = (1 − β)Dj
i−1, we will need a m that satisfies

Dj
m = Qjmax(1− β)m ≤ ϵ. By taking a logarithm on both sides, we get

ln
(
(Qjmax)(1− β)m

)
≤ ln(ϵ)

ln(Qjmax) +m ln(1− β) ≤ ln(ϵ)

=⇒ ln(Qjmax)− ln(ϵ) ≤ −m ln(1− β)

=⇒ ln(Qjmax/ϵ) ≤ m
∑∞
k=0 β

k/k

=⇒ 1/β ln(Qjmax/ϵ) ≤ m.

(18)

In the last step we omit the higher powers since β is a small fraction. This proves the result.

Now, we define a sequence of times τk, in reference to the cross-product Q-updates using a polyno-
mial learning rate as given in Eq. 16. Let us define τk+1 = τk + Lτωk . Here the term ω denotes the
decay factor of the learning rate with αωt = 1

(t+1)ω for ω ∈ (1/2, 1). The term Lτωk specifies the
number of steps needed to update each state joint action pair at least τωk times. The time between
the τk and τk+1 is denoted as the kth iteration. Now we provide a definition for the number of times
a state, RM state and joint action pair is visited.

Definition 7. Let nj(s, uj ,a, t1, t2) be the number of times that the state, RM state and joint action
pair (s, uj ,a) was performed in the time step interval [t1, t2].

Before providing the suitable bounds, we would like to provide some equations that relate the
stochastic iterative technique given in Eq. 17 with the Q-update in Eq. 16.

Consider an agent j starting from the joint state, RM state i = ⟨s, uj⟩ and moving to an-
other joint state, RM state (denoted as joint state-RM for simplicity) k = ⟨s′, u′j⟩. Let the
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joint action of all agents be represented by a = {1, . . . , N}. Also let R(s,u,a, s′) =
{R1(s, u1,a, s′), . . . , Rn(s, un,a, s′)} be the set of reward functions, where Rj(s, uj ,a, s′) :
S×U j×A×S 7→ R is the reward function of the agent j. Furthermore, P ji,k(a) : S×U j×A×S 7→
[0, 1] is the transition function that provides the probability of reaching joint state-RM k from joint
state-RM i when all agents are performing the joint action a ∈ A in joint state-RM i. Towards the
same, we define a Bellman operator H that can be represented as

(HQj)(i,a) =
∑|S|
k=0 Pik(a)(R

j(i,a, s′) + γmaxbj∈Aj Q
j(k, b)). (19)

Here the b = {bj , b−j}, where b−j denotes the joint action of all agents except the agent j.

Rewriting the Q-function with H we get,

Qjt+1(i,a) = (1− αt(i,a))Qjt (i,a) + αt(i,a)((HQ
j
t )(i,a) + wjt (i,a)). (20)

Let i be the joint state-RM that is reached by performing joint action a at time t in joint state-RM i
and rj be the immediate reward observed by the agent j; then

wjt (i,a) = rj + γmaxbj∈Aj Q
j
t (i, b)−

∑|S|
k=0 P

j
ik(a)

(
Rj(i,a, s′) + γmaxbj∈Aj Q

j
t (k, b)

)
.

(21)

From this construction wjt is bounded by Qjmax for all t and has zero expectation. Further we will
define two other sequences W j

t;τ and Y jt;τ where τ represents some initial time. These are given by
the following equations.

W j
t+1;τk

(s, uj ,a) = (1− αωt (i))W
j
t;τk

(s, uj ,a) + αωt (i)w
j
t (s, u

j ,a) (22)

where W j
τk;τk

(s, uj ,a) = 0. The value of W j
t;τk

bounds the contributions of wjt (s, u
j ,a), to the

value of Qjt , starting from an arbitrary τk. Now we have

Y jt+1;τk
(s, uj ,a) = (1− αωt (i))Y

j
t;τk

(s, uj ,a) + αj,ωt (s, uj ,a)γDj
k (23)

where Y jτk;τk = Dj
k.

Next, we can state a lemma that will bound the Q-functions w.r.t the sequences W j
t;τk

and Y jt;τk .

Lemma 5. For every state s, reward machine state uj , and joint action a for an agent j, and time
τk, we have

−Y jt;τk(s, u
j ,a) +W j

t;τk
(s, uj ,a)

≤ Qj∗(s, uj ,a)−Qjt (s, uj ,a)

≤ Y jt;τk(s, u
j ,a) +W j

t;τk
(s, uj ,a)

(24)

Proof. This is an application of Lemma 4.4 in Bertsekas & Tsitsiklis (1996).

From the Lemma 5 we see that a bound on the difference rjt depends on the bound for Y jt;τk and
W j
t;τk

. So we can bound Y jt;τk and W j
t;τk

separately and two bounds together will provide a bound
for rjt .

We first provide a result on the nature of the sequence Y jτk;τk .

Lemma 6. The sequence Y jt;τk is a monotonically decreasing sequence.
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Proof. From Eq. 23 we can write (subtract γDj
k from both sides),

(Y jt+1;τk
(s, uj ,a)− γDj

k)

= (1− αj,ωt (i))Y jt;τk(s, u
j ,a) + (1− αj,ωt (s, uj ,a))γDj

k

= (1− αj,ωt(i))(Y jt;τk(s, u
j ,a) + γDj

k).

(25)

Now, the convergence of ||Y jt+1;τk
(s, uj ,a) − γDj

k|| follows since limn−→∞
∏n
t=k(1 −

αj,ωt (s, uj ,a)) = 0. This shows that the sequence (Y jt+1;τk
(s, uj ,a) − γDj

k) monotonically de-
creases to 0 and hence the sequence Y jt;τk monotonically decreases to γDk. This proves our result.

Next, we provide a bound on the value of Y jt;τk .

Lemma 7. Consider the Q update given in Eq. 16 with a polynomial learning rate and assume
that for any t ≥ τk we have Y jt;τk(s, u

j ,a) ≤ Dk. Then for any t ≥ τk + Lτωk = τk+1 we have
Y jt;τk(s, u

j ,a) ≤ Dj(γ + 2
eβ).

Proof. For each state-RM state-joint action triple s, uj ,a we are assured that
nj(s, uj , a, τk, τk+1) ≥ τωk , since the covering time is L and the underlying policy has made
Lτωk steps (since we have the relation τk+1 = τk + Lτωk ).

Let Y jτk,τk(s, u
j ,a) = γDj

k+ρ
j
τk

, where ρτk = (1−γ)Dj
k. Now we have the following expression,

Y jt+1,τk
(s, uj ,a)

= (1− αωt )Y
j
t;τk

(s, uj ,a) + αωt γD
j
k

= γDj
k + (1− αωt )ρ

j
t

(26)

where ρjt+1 = ρjt (1− αωt ). We aim to show that after time τk+1 = τk + τωk , for any t ≥ τωk for any
t ≥ τk+1 we have ρjt ≤ 2

eβD
j
k. By definition, we can rewrite ρjt as,

ρjt = (1− γ)Dj
k

∏t−τk
l=1 (1− αωl+τk)

= 2βDj
k

∏t−τk
l=1 (1− αωl+τk)

= 2βDj
k

∏t−τk
l=1 (1− 1

|n(s,a,τk+1,l)|ω )

(27)

the last identity follows from the definition of αωt .

Since the τωk ’s are monotonically decreasing,

ρjt ≤ 2βDj
k(1−

1

τωk
)t−τk . (28)

For t ≥ τk + τωk we have,

ρjt ≤ 2βDj
k

(
1− 1

τωk

)τωk
≤ 2

e
βDj

k. (29)
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The last step is obtained from the fact that limx−→∞(1− (1/x))x = 1/e.

Hence, Yt;τk(s,a) ≤ (γ + 2
eβ)Dk.

From Lemma 7, we have provided a bound for the term Y jt;τk for t = τk+1 which will automati-
cally hold for all t ≥ τk+1, since the term Y jt;τk is monotonically decreasing (from Lemma 6) and
deterministic (from Eq. 23 and Lemma 5).

Next we bound the term W j
t;τk

by (1 − 2
e )βD

j
k. The sum of the bounds for W j

t;τk
(s, uj ,a) and

Y jt;τk(s, u
j ,a), would be (γ + β)Dj

k = (1− β)Dj
k = Dj

k+1, as desired.

Now we state a definition for a sequence ηk,t,ji (s, uj ,a) and W l,j
t;τk

.

Definition 8. Let

W j
t;τk

(s,a) = (1− αj,ωt (s, uj ,a))W j
t−1;τk

(s, uj ,a)

+αj,ωt (s, uj ,a)wjt (s, u
j ,a)

=
∑t−τk
i=1 ηk,t,ji+τk

(s, uj ,a)wji+τk(s, u
j ,a),

where

ηk,t,ji+τk
(s, uj ,a)

= αj,ωi+τk(s, u
j ,a)

∏t
l=τk+i+1(1− αωl (s, uj ,a)).

(30)

For bounding the sequence W j
t;τk

we consider the interval t ∈ [τk+1, τk+2]. First we provide a
lemma that bounds the coefficients in this interval and bounds the influence of wjt (s, u

j ,a) in this
interval.

Lemma 8. Let w̃j,ti+τk(s, u
j ,a) = ηk,t,ji+τk

(s, uj ,a)wji+τk(s, u
j ,a), then for any t ∈ [τk+1, τk+2] the

random variable w̃ji+τk(s, u
j ,a) has zero mean and bounded by (L/τk)

ωQjmax.

Proof. Since

ηk,t,ji+τk
((s, uj ,a)) = αj,ωi+τk(s, u

j ,a)

t∏
l=τk+i+1

(1− αωl (s, uj ,a)),

we can divide ηk,t,ji+τk
into two parts, the first αj,ωi+τk and the second µ =

∏t
l=τk+i+1(1−α

j,ω
l ). Since,

µ is bounded from above by 1, we have,

ηk,t,ji+τk
(s, uj ,a) ≤ αωi+τk(s, u

j ,a)

= 1
|#(s,uj ,a,i+τk)|

∗
≤ ( L

i+τk
)ω ≤ ( Lτk )

ω.

(31)

Here, the ∗ is from the fact that in a time interval of τ , each state-RM state-joint action triple is
performed at-least τ/L times by the definition of covering time.

Hence, we get the relation that ηk,t,ji+τk
(s, uj ,a) ≤ (L/τk)

ω .

Now, consider the expectation of w̃i+τk(s, u
j ,a). By definition, we have that, wjτk+i(s, u

j ,a) has
zero mean and is bounded by Qjmax for any history and state-RM state-joint action triple, hence,
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E[w̃i+τk(s, uj ,a)]

= E[ηk,t,ji+τk
(s, uj ,a)wi+τk(s, u

j ,a)]

= ηk,t,ji+τk
(s, uja)E[wi+τk(s, uj ,a)] = 0.

(32)

Next we can prove that it is bounded as well,

|w̃i+τk(s, uj ,a)|

= |ηk,t,ji (s, uj ,a)wi+τk(s, u
j ,a)|

≤ |ηk,t,ji (s, uj ,a)Qjmax|

≤ (L/τk)
ωQjmax

(33)

Now, let us define W l,j
t;τk

(s, uj ,a) =
∑l
i=1 w̃

t
i+τk

(s, uj ,a). The objective is to prove that this is a
martingale difference sequence having bounded differences.
Lemma 9. For any t ∈ [τk+1, τk+2] and 1 ≤ l ≤ t we have that W l,j

t;τk
(s, uj ,a) is a martingale

sequence that satisfies,

|W l,j
t;τk

(s, uj ,a)−W l−1,j
t;τk

(s, uj ,a)| ≤ (L/τk)
ωQjmax (34)

Proof. We first note that the term W l,j(s, uj ,a) is a martingale sequence, since

E[W l,j
t;τk

(s, uj ,a)−W l−1,j
t;τk

(s, uj ,a)|Fτk+l−1]

= E[w̃j,tl+τk(s, u
j ,a)|Fτk+l−1] = 0

(35)

where the variable Fτk+l−1 denotes all previous values of W l.

Also, by Lemma 8 we can show that w̃jl+τk(s, u
j ,a) is bounded by (L/τk)

ωQjmax, thus

|W l,j
t;τk

(s, uj ,a)−W l−1,j
t;τk

(s, uj ,a)|

= w̃jl+τk(s, u
j ,a) ≤ (L/τk)

ωQjmax

(36)

The next lemma bounds the term W j
t;τk

.
Lemma 10. Consider the Q-update given in Eq. 16, with a polynomial learning rate. With proba-
bility at least 1 − δ

m we have that, for every state-RM state-joint action triple |W j
t;τk

(s, uj ,a)| ≤
(1− 2

eγDk) for any t ∈ [τk+1, τk+2], i.e.

Pr
[
∀s, uj ,a∀t ∈ [τk+1, τk+2] :

|Wt;τk(s, u
j ,a)| ≤ (1− 2

e )βDk

]
≥ 1− δ

m

(37)

given that
τk = Θ

(
(
L1+3ωQ2,j

max ln(Qjmax|S||U
j |

∏N
i=1 |A|im/(δβDk))

β2D2
k

)1/ω
)

(38)
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Proof. For each state-RM state-joint action triple comparingW l,j
t;τk

(s, uj ,a) andW j
t;τk

(s, uj ,a) we
note that W j

t;τk
(s, uj ,a) =W t−τk+1,j

t;τk
(s, uj ,a).

Let lj = n(s, uj ,a, τk, t), then for any t ∈ [τk+1, τk+2] we have that

lj ≤ τk+2 − τk = τk+1 + Lτωk+1 − τk

= τk + Lτωk + L(τk + Lτωk )− τk

= Lτωk + Lτk + L2τωk ≤ Θ(L1+ωτωk ).

(39)

By Lemma 9 we can apply Azuma’s inequality toW t−τk+1,j
t;τk

(s,a) with ci = (L/τk)
ωQjmax. There-

fore, we can derive that

Pr
[
|Wt;τk(s, u

j ,a)| ≥ ϵ̃|t ∈ [τk+1, τk+2]
]

≤ 2e
−ϵ̃2

2
∑t
i=τk+1

c2
i ≤ 2e

−ϵ̃2

2lc2
i

≤ 2e
−c ϵ̃2τ2ωk

lL2ωQ
2,j
max

≤ 2e
−c ϵ̃2τωk

L1+3ωQ
2,j
max

(40)

for some constant c > 0. We can set δ̃k = 2e
−cτωk ϵ̃

2

L1+3ωQ
2,j
max , which holds for τωk =

Θ(ln(1/δ̃k)L
1+3ωQ2,j

max/ϵ̃
2).

Using the union bound we get,

Pr[∀s,∀a, ∀uj∀t ∈ [τk+1, τk+2] :W
j
t,τk

(s, uj ,a) ≤ ϵ̃]

≥ 1−
∑τk+2

t=τk+1
Pr[∀s,∀uj , ∀a,W j

t;τk
(s, uj ,a) ≥ ϵ̃]

≥ 1−
∑τk+2

t=τk+1
Pr[∀s,∀uj , ∀a, |W j

t;τk
(s, uj ,a)| ≥ ϵ̃]

≥ 1−
∑τk+2

t=τk+1
δ̃k|S||U j |

∏N
i=1 |A|i

≥ 1− (τk+2 − τk+1)δ̃k|S||U j |
∏N
i=1 |A|i

(41)

We would like to set a level of probability of 1− δ
m , for each state-RM state-joint action triple. From

the above equation we get,

1− (τk+2 − τk+1)δ̃k|S||U j |
∏N
i=1 |A|i = 1− δ/m

=⇒ (τk+2 − τk+1)δ̃k|S||U j |
∏N
i=1 |A|i = δ/m.

=⇒ δ̃k = δ/(τk+2 − τk+1)m|S||U j |
∏N
i=1 |A|i.

(42)

Thus taking δ̃k = δ
m(τk+2−τk+1)|S||Uj ||A| assures 1 − δ

m for each state-RM state-joint action triple.
As a result we have,
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τωk = Θ
(
L1+3ωQ2,j

max ln(|S||Uj |
∏N
i=1 |A|imτωk /δ)

ϵ̃2

)
= Θ

(
L1+3ωQ2,j

max ln(|S||Uj |
∏N
i=1 |A|imQjmax/(δϵ̃))

ϵ̃2

) (43)

Setting ϵ̃ = (1− 2/e)βDk gives the desired bound.

Now that we have bounded for each iteration the time needed to achieve the desired probability
1− δ

m . The next lemma provides a bound for error in all iterations.

Lemma 11. Consider the Q update given in Eq. 16, with a polynomial learning rate. With proba-
bility 1 − δ, for every iteration k ∈ [1,m] and time t ∈ [τk+1, τk+2] we have |W j

t;τk
(s, uj ,a)| ≤

(1− 2
e )βD

j
k, i.e.,

Pr
[
∀k ∈ [1,m],∀t ∈ [τk+1, τk+2], ∀s, uj ,a :

|W j
t;τk

(s, uj ,a)| ≤ (1− 2
e )βD

j
k

]
≥ 1− δ

(44)

given that

τ0 =

Θ
((L1+3ωQ2,j

max ln(Qjmax|S||U
j |

∏N
i=1 |Ai|m/(δβϵ))

β2ϵ2

)1/ω) (45)

Proof. From Lemma 10 we have that

Pr
[
∀t ∈ [τk+1, τk+2] : |W j

t;τk
| ≥ (1− 2

e )βD
j
k

]
≤ δ

m (46)

Using the union bound we have that

Pr[∀k ≤ m,∀t ∈ [τk+1, τk+2]|W j
t;τk
| ≥ ϵ̃]

≤
∑m
k=1 Pr[∀t ∈ [τk+1, τk+2]|W j

t;τk
| ≥ ϵ̃] ≤ δ

(47)

where ϵ̃ = (1− 2
e )βDk.

The next lemma solves the recurrence
∑m−1
i=0 Lτωi + τ0 and derives the time complexity.

Lemma 12. Let

ak+1 = ak + Laωk = a0 +

k∑
i=0

Laωi (48)

Then for any constant ω ∈ (0, 1), ak = Ω(a1−ω0 /L+ L
1

1−ω ((k + 1)/2)
1

1−ω ).

Proof. Let us define the following series,

bk+1 =
∑k
i=0 Lb

ω
i + b0 (49)

with an initial condition b0 = L
1

1−ω .
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Now we lower bound bk by (L(k+1)/2)
1

1−ω . We use induction to prove this hypothesis. For k = 0,

b0 = L
1

1−ω ≥ (
L

2
)

1
1−ω (50)

Assume that the induction hypothesis holds for k − 1 and prove for k,

bk = bk−1 + Lbωk−1

= (Lk/2)
1

1−ω + L(Lk/2)
ω

1−ω

= L
1

1−ω ((k/2)
1

1−ω + (k/2)
ω

1−ω )

≥ L
1

1−ω ((k + 1)/2)
1

1−ω .

(51)

For a0 ≥ L
1

1−ω we can view the series as starting at bk = a0. Since the first time step is 1,
we can see that the start point has moved Θ(a1−ω0 /L). Therefore, we have a total complexity of
Ω(a1−ω0 /L+ L

1
1−ω ((k + 1)/2)

1
1−ω ).

Now, we are almost ready to provide our final result. Before that, we provide one last result that
relaxes the requirement on a deterministic covering time.
Lemma 13. Assume that from any initial environment and RM state, with probability 1

2 in L steps
an agent j experiences all state-RM state-joint action triples (as in Assumption 5). Then, with
probability 1 − δ from any initial environment and RM state, the agent j experiences all state-RM
state-joint action triples in L log(1/δ) steps.

Proof. Let us consider a natural number k. We specify that we perform k intervals of length L
(i.e., kL steps in total). Then the probability of not vising all state-RM state-joint action triples is
2−k. Now, we substitute k = [log2(1/δ)], which gives the probability of not visiting any state-RM
state-joint action triple to be δ (i.e., the probability of visiting all state-RM state-joint action triples
is 1− δ as desired).

Theorem 2. Let us specify that, with probability at least (1− δ), for an agent j, ||QjT −Q
j
∗||∞ ≤ ϵ.

The bound on the rate of convergence of cross-product multi-agent baseline Q update, QjT , with a
polynomial learning rate of factor ω ∈ (1/2, 1), is given by (with Qj∗ as the Nash Q-value of the
agent j)

T = Ω
((

(L log(1/δ))1+3ωQ2,j
max ln(

|S||Uj |
∏N
i=1 |Ai|Q

j
max

δβϵ )

β2ϵ2

)1−ω
/L log(1/δ)

+
(
(L log(1/δ)

β ln
Qjmax

ϵ + 1)/2
) 1

1−ω
)
.

Proof. The proof of Theorem 2 follows from Lemmas 7, 11, 4, 12, and 13.

Specifically, from the relation in Lemma 12 substitute the value of a0 from the Lemma 11 (value of
τ0), and value of k from Lemma 4 (lower bound for m). From the Lemma 7 and Lemma 11, we see
that the condition required in Lemma 5 is satisfied to provide a lower bound. Finally, we include the
covering time result in Lemma 13 and arrive at the result in Theorem 2.

The Theorem 5 follows from the same steps as in Theorem 2, with the addition that the covering
time L is divided by the number of reward machine states for the agent j, |U |j .
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G Proof of Theorem 3 and Theorem 6

We will first provide a proof sketch for the results. The rest of the section provides the complete
formal proof.

Proof Sketch: The proof follows the same two-part decomposition as Appendix F, bounding a de-
terministic bias and a stochastic noise term separately. However, the linear learning rate decays more
slowly than the polynomial rate, which means more samples are needed per iteration to suppress the
noise to the required level. The bias still shrinks geometrically per iteration, but the contraction
factor is slightly worse than in the polynomial case, reflecting the slower averaging effect of the
linear rate. The noise is again controlled via Azuma’s inequality, but the slower decay of the linear
learning rate means the recurrence describing how long each iteration takes grows slower, leading
to substantially worse overall sample complexity compared to Theorem 2.

As in the previous section, we will first assume a deterministic covering time (Definition 6), and
relax this at the end of the section using Lemma 13. In this section, we aim to show that the size of
the kth iteration is L(1 + ψ)τk for some positive constant ψ ≤ 0.712. The covering time property
guarantees that in (1 + ψ)Lτk steps, each state-RM state-joint action triple is performed at least
(1 + ψ)τk times. The sequence of times in this case is τk+1 = τk + (1 + ψ)Lτk. As in the last
section, we will first bound Y jt;τk and then bound W j

t;τk
.

In this section, we will consider the cross-product multi-agent baseline Q-update using a linear
learning rate (i.e., Eq. 16 with a linear learning rate).
Lemma 14. Consider the Q-update of the cross product baselines given by Eq. 16 with a linear
learning rate. Assume that for t ≥ τk we have that Y jt;τk(s, u

j ,a) ≤ Dj
k. Then for any t ≥

τk + (1 + ψ)Lτk = τk+1 we have that Y jt;τk(s, u
j ,a) ≤ (γ + 2

2+ψβ)D
j
k.

Proof. For each joint state-RM, we are assured that

nj(s, uj ,a, τk, τk+1) ≥ (1 + ψ)τk,

since in an interval of (1 + ψ)Lτk steps, each joint state-RM-joint action pair is visited at least
(1 + ψ)τk times by the definition of covering time.

Let Y jτk,τk(s, u
j ,a) = γDj

k + ρjτk , where ρjτk = (1− γ)Dj
k. We now have,

ρjt = (1− γ)
∏t−τk
l=1 (1− αjl+τk)

= 2βDj
k

∏t−τk
l=1 (1− αjl+τk)

= 2βDj
k

∏t−τk
l=1 (1− 1

|nj(s,uj ,a,τk+1,l)| ),

(52)

where the last identity follows from the fact that αjt = 1
nj(s,uj ,a,0,t) . Since the τk’s are monotoni-

cally decreasing, using t = τk + (1 + ψ)Lτk, we get (using ψ < 0.712),

ρt ≤ 2Dj
kβ(1−

1
(1+ψ)τk

)t−τk

≤ 2Dj
kβ(1−

1
(1+ψ)τk

)1+ψLτk

≤ 2Dj
kβ(1−

1
(1+ψ)τk

)1+ψτk

≤ 2Djkβ

e

≤ 2Djkβ

2+ψ

(53)
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Hence, Y jt;τk(s, u
j ,a) ≤ (γ + 2

2+ψβ)D
j
k.

The following lemma enables the use of Azuma’s inequality.

Lemma 15. For any t ≥ τk and 1 ≤ l ≤ t we have that W l,j
t;τk

(s, uj ,a) is a martingale sequence,
which satisfies,

|W l,j
t;τk

(s, uj ,a)−W l−1,j
t;τk

(s, uj ,a)| ≤ Qjmax

n(s, uj ,a, 0, t)
(54)

Proof. W l,j
t;τk

(s, uj ,a) is a martingale difference sequence since,

E[W l,j
t;τk

(s, uj ,a)−W l−1,j
t;τk

(s, uj ,a)|Fτk+l−1]

= E[ηk,t,jτk+l
(s, uj ,a)wjτk+l(s, u

j ,a)|Fτk+l−1]

= ηk,t,jτk+l
(s, uj ,a)E[wjτk+l(s, u

j ,a)|Fτk+l−1] = 0

(55)

For linear learning rate we have that ηk,t,jτk+l
(s, uj ,a) ≤ αl+τk = 1/n(s,a, 0, t), thus

|W l,j
t;τk

(s, uj ,a)−W l−1,j
t;τk

(s, uj ,a)|

= ηk,t,jτk+l
(s, uj ,a)|wjτk+l(s, u

j ,a)|

≤ Qjmax

nj(s,uj ,a,0,t) .

(56)

The following lemma provides a bound for the stochastic term W j
t;τk

.

Lemma 16. Consider the Q-update for the cross product baseline in Eq. 16, with a linear learn-
ing rate. With probability at least 1 − δ

m we have that for every joint state-RM-joint action pair
|W j

t;τk
(s, uj ,a)| ≤ ψ

2+ψβD
j
k, for any t > τk+1 and any positive constant ψ ≤ 0.712, i.e.,

Pr
[
∀t ∈ [τk+1, τk+2] :W

j
t;τk

(s, uj ,a) ≤ ψ
2+ψβD

j
k

]
≥ 1− δ

m (57)

given that τk ≥ Θ(
Q2,j

max ln(Qjmax|S||U
j |

∏N
i=1 |A|im)/(ψδβDk)

ψ2β2D2
k

).

Proof. By Lemma 15 we can apply Azuma’s inequality on the term, W t−τk+1,j
t;τk

(note that

W t−τk+1,j
t;τk

= Wt;τk ), and with the expression ci = Θ
(

Qjmax

nj(s,uj ,a,0,t)

)
for any t ≥ τk+1. There-

fore, we derive that,

Pr[|W j
t;τk
≥ ϵ̃|] ≤ 2e

−2eϵ̃2∑t
i=τk

c2
i ≤ 2e

−c ϵ̃
2nj(s,uj,a,τk,t)

Q
2,j
max

(58)

for some positive constant c.

Let us define,
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ζjt (s, u
j ,a) = 1, if αjt (s, u

j ,a) ̸= 0

ζjt (s, u
j ,a) = 0, otherwise .

(59)

Using the union bound and the property that, in an interval of length (1 + ψ)Lτk, each state-RM
state-joint action triple is visited at least (1 + ψ)τk times, we get

Pr
[
∀t ∈ [τk+1, τk+2] : |W j

t;τk
(s, uj ,a)| ≥ ϵ̃

]
≤ Pr[∀t ≥ ((1 + ψ)L+ 1)τk : |W j

t;τk
(s, uj ,a)| ≥ ϵ̃]

≤
∑∞
t=((1+ψ)L+1)τk

Pr
[
|W j

t;τk
(s, uj ,a)| ≥ ϵ̃

]
≤

∑∞
t=((1+ψ)L+1)τk

ζjt (s, u
j ,a)2e

−c ϵ̃
2nj(s,uj,a,0,t)

Q
2,j
max

≤ 2e
−c ϵ̃

2((1+ψ)τk)

Q
2,j
max

∑∞
t=0 e

− tϵ̃2

Q
2,j
max

= 2e
−c ϵ̃

2((1+ψ)τk)

Q
2,j
max

1−e
−ϵ̃2

Q
2,j
max

= Θ(
Q2,j

maxe

−c′τkϵ̃
2

Q
2,j
max

ϵ̃2 )

(60)

for some positive constant c′. Setting

δ

m|S||U j |
∏N
i=1 |A|i

= Θ
(e− c′τk ϵ̃

2

Q2,j
max

Q2,j
max

ϵ̃2

)
,

which holds for

τk = Θ(
Q2,j

max ln(Q
j
max|S||U j |

∏N
i=1 |Ai|m/(δϵ̃))

ϵ̃2
),

and the expression,

ϵ̃ =
ψ

2 + ψ
βDj

k

assures us that for every t ≥ τk+1 (and as a result for any t ∈ [τk+1, τk+2]), with probability at least
1− δ

m the statement holds at every joint state-RM-joint action pair.

We have bounded for each iteration the time needed to achieve the desired probability of 1 − δ
m .

The following lemma provides a bound for the error in all the iterations.
Lemma 17. Consider theQ-update of the cross product baseline as in Eq. 16 with a linear learning
rate. With probability 1 − δ, for every iteration k ∈ [1,m], time t ∈ [τk+1, τk+2], and any positive

constant ψ ≤ 0.712, we have |W j
t;τk
| ≤ ψβDjk

2+ψ , i.e.,

Pr
[
∀k ∈ [1,m],∀t ∈ [τk+1, τk+2] : |W j

t;τk
| ≤ ψβDjk

2+ψ

]
≥ 1− δ

(61)

given that τ0 = Θ
(
Q2,j

max ln(Qjmax|S||U
j |

∏N
i=1 |Ai|m/(δβϵψ))

ψ2β2ϵ2

)
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Proof. From Lemma 16, we know that

Pr
[
∀t ∈ [τk+1, τk+2] : |W j

t;τk
| ≥ ψβDjk

2+ψ

]
≤ δ

m . (62)

Using the union bound, we have that,

Pr
[
∀k ≤ m, ∀t ∈ [τk+1, τk+2] : |W j

t;τk
| ≥ ψβDjk

2+ψ

]
≤

∑m
k=1 Pr

[
∀t ∈ [τk+1, τk+2]|W j

t;τk
| ≥ ψβDjk

2+ψ

]
≤ δ.

(63)

Theorem 3. Let us specify that, with probability at least (1− δ), for an agent j, ||QjT −Q
j
∗||∞ ≤ ϵ.

The bound on the rate of convergence of the cross-product multi-agent baseline Q update, QjT , with
a linear learning rate, is given by

T = Ω
((
L log(1/δ) + ψ(L log(1/δ)) + 1

) 1
β ln

Q
j
max
ϵ Q2,j

max ln(
|S||Uj |

∏N
i=1 |Ai|Q

j
max

δβϵψ )

β2ϵ2ψ2

)
,

where ψ is a small arbitrary positive constant satisfying ψ ≤ 0.712.

Proof. The Theorem 3 follows from Lemmas 17, 14, 4, 13, and the fact that ak+1 = ak + (1 +
ψ)Lak = a0((1 + ψ)L+ 1)k.

Specifically, substitute the value of k from Lemma 4 (lower bound for m), value of a0 from
Lemma 17 (value of τ0), and see that Lemma 14 and Lemma 17 satisfy the condition for the lower
bound in Lemma 5. Furthermore, we integrate the covering time result in Lemma 13 to obtain our
final result in Theorem 3.

The Theorem 6 follows from the same steps as in Theorem 3, with the addition that the covering
time L is divided by the number of reward machine states for the agent j, |U |j .

H Time and Space Complexity

In tabular CROM, at each time-step a learning agent j maintains a Q-table across all |S| states,
across all (|A1|× |A2| . . .×|AN |) joint actions, and across all |U j | reward machine states. Here we
will assume that the data structure that stores the RM is much smaller than the Q-table (as is often
the case in most practical settings). Tabular CROM can use any opponent modelling technique.
In the worst case, this amounts to maintaining a separate Q-table for the updates of each of the
opponent agents. Assuming |A1| = · · · = |AN | = |A|, we get the total number of entries in each
Q-table to be |S||U j ||A||N |. Hence, as there are |N | agents, the total number of entries will be
|N ||S||U j ||A||N |, and the space complexity of tabular CROM is O(|N ||S||U j ||A||N |). While there
are additional contributions to the space complexity from other components of the algorithm (such
as the RM state transitions and counterfactual experience generation), the Q-table term dominates
asymptotically due to its exponential dependence on the number of agents. The time complexity
of a single Q-update for tabular CROM will also be O(|N ||S||U j ||A||N |), since each entry of this
table will need to be queried in the worst case. This shows that the time and space complexities are
linear in the state space and RM state space, polynomial in the action space, and exponential in the
number of agents. Tabular QROM is similar to tabular CROM and will have the same space and
time complexities.
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I Experimental Details

In this section, we provide more details regarding the experimental domains and the associated
algorithmic implementations.

I.1 Waterworld Domain

The Waterworld domain is a multi-agent variant of the Waterworld domain used by Toro Icarte et al.
(2022) in the single-agent setting. In our case, we consider a set of five agents with three pursuer
agents and two poison agents. The pursuer agents will need to capture food in a certain order to be
able to get the rewards. The environment is a two dimensional box with food of different colours.
There are a total of six coloured food particles (red, green, blue, cyan, yellow, and majenta). Each
food moves in a particular direction with a constant speed. Each pursuer and poison agents can
increase its speed in any of the cardinal directions. The pursuer agents must simultaneously avoid
the poison agents, colliding with which the game terminates with a -10. Successfully completing
the assigned task (i.e., capturing food in the provided order) gives the pursuer agents a reward of
+10. The agent must solve as many tasks as possible in an episode to get more rewards. We have
a maximum of 1500 time steps per episode. The poison agents get a reward of +10 for colliding
with a pursuer agent and a reward of 0 otherwise. The tasks for the pursuer agents are captured in
Table 1. The agent will iterate through these tasks in Table 1 changing from one to the other upon
the completion of the said task. Refer to Toro Icarte et al. (2022) for more details about this domain.

Number Description
1 (red then green)
2 (blue then cyan)
3 (magenta then yellow)
4 (red then green) and (blue then cyan)
5 (red then green) and (blue then cyan) and (magenta then

yellow)
6 (red then green then blue) and (cyan then magenta then

yellow)

Table 1: Tasks for the Waterworld domain for the pursuer agents. This domain is analogous to that
used by Toro Icarte et al. (2022). Similar to Toro Icarte et al. (2022), by “(color1 then color2)”
we mean the task of touching a food of color1 and then touching a food of color2. A task like
“(color1 then color2 then color3)” is similar but with three types of balls to touch. By “(subtask1)
and (subtask2)” we mean that the agent must complete the tasks described by subtask1 and subtask2,
but in any order.

I.2 Overcooked Domain

We use a variant of the fully cooperative Overcooked domain (Dann et al., 2022; Charakorn et al.,
2020). In our setting, there are two agents who aim to deliver soups quickly to customers. A soup
fully prepared and delivered provides a reward of +100 for both the agents. Preparing and delivering
soup has three tasks associated with it that need to be completed in sequence. In this game preparing
the soup involves three ingredients: onion, tomato, and carrot, which are randomly placed in the
environment. The first task involves placing three ingredients (gathering the three ingredients are
sub-tasks) in a pot, the second is to wait until the soup is cooked and the third task is to have an
agent pick up the soup and deliver it. Each game contains a total of 1200 time steps and the goal of
the agents is to deliver as many soups as possible. Each episode in training corresponds to one full
Overcooked game. Refer to Charakorn et al. (2020) for more details about this domain (including the
state space, action space and the transition function). Most importantly, the progression/completion
of tasks is only captured in the RM and not in the state space (for example, there are no features to
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convey what ingredients have been placed in the cooking pot or if a soup has been fully cooked or
not).

I.3 Pommerman Domain

We use the two-agent (one vs. one) version of Pommerman as introduced by Resnick et al. (2018)
for Experiment 3. This is a fully competitive domain. We use the four agent (two vs. two mixed
version of Pommerman for Experiment 4. Pommerman is a complex game where the agents have to
learn several skills including escaping from the enemy, obtaining power ups, killing the enemy, and
blasting walls to open routes to be able to win the game. In our experiments, each episode consists
of a full Pommerman game with a minimum of 800 time steps (each game gets a new randomized
map). The game ends when either one of the two agents dies or when all the steps has exhausted.

As mentioned in Section 7, we make a small modification to the Pommerman environment by in-
troducing the (random) presence of a coin that agents have to capture before being able to win the
game. In the changed version of the game, each agent is first tasked with capturing the coin and then
killing the opponent. If an agent captures the coin, it cannot lose the game anymore. If an agent
does not capture the coin, it cannot win the game anymore. The following situations are possible in
the two-agent version of our game:

1. One of the agent dies before the coin is captured. In this case, the game ends with both agents
getting a reward of 0.

2. The first agent gets the coin, but dies before the second agent. In this case also, both agents get a
reward of 0.

3. The second agent gets the coin, but dies before the first agent. In this case also, both agents get a
reward of 0.

4. The first agent gets the coin and kills the second agent subsequently. In this case, the first agent
gets +1 and the second agent gets -1.

5. The second agent gets the coin and kills the first agent subsequently. In this case, the first agent
gets -1 and the second agent gets +1.

6. The number of time steps is exhausted before either of the two agents die. In this case, both
agents get 0.

For the four-agent version, the same reward function conditions apply as above, except that the coin
can be captured by any agent of the team and subsequently only that team can win the game (the
other team can either lose or end the game in a draw). The information about the coin capture is only
contained in the RM and not in the agent’s state. The agents do not know who captured the coin (but
just that the coin was captured) only using the state information. From the reward function, one can
see that the agents will first need to try and capture the coin. Next, they will need to actively adapt
to risk-seeking or risk-averse strategies based on who captured the coin. The agent that captured the
coin cannot lose the game, giving it an incentive to be more risk seeking and the agent that did not
capture the coin cannot win the game, giving it an incentive to be risk-averse. Refer to Resnick et al.
(2018) for more details about this domain (including the state space, action space and the different
features of this domain).

I.4 Hyperparameters and Implementation Details

The hyperparameters for all algorithms were similar to that used by Toro Icarte et al. (2022) and
all algorithms share the same set of hyperparameters with a few exceptions (for performance and
computational efficiency reasons). The DCROM, DQROM, DQN, DQN-OM, MA-DQN algorithms
almost use the same hyperparameters with a learning rate of 0.01, a discount factor of 0.9, a replay
memory size of 2 × 107, and fixed exploration rate of 0.9. The target networks are replaced every
100 learning iterations using a hard replacement strategy. The evaluation and target networks for
all methods (except DQROM) use 7 fully connected layers (6 ReLU layers of 1024 neurons and
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an output layer). The batch size is 64. DQROM learns multiple small networks (one for each RM
state), each with 4 fully connected layers (3 ReLU layers of 512 neurons and an output layer).

The hierarchical learning algorithms (DHRL, DHRL-RM) also use the same hyper-parameters for
the option’s policies, while the high-level policy used a smaller network (3 layers with 256 ReLU
units as in Toro Icarte et al. (2022)). This is because the high-level decision problem is simpler.

I.5 Wall Clock Times

For the setting where the RM is provided apriori, the training for all the experiments were conducted
on a virtual machine having 2 Nvidia A100 GPUs with a GPU memory of 40 GB. The CPUs use the
AMD EPYC processors with a memory of 125 GB. The Pommerman experiments took an average
of 20 hours wall clock time to complete, the Waterworld experiments took an average of 15 hours
and the Overcooked experiments took an average of 18 hours to complete.

J Additional Experiments - Single Task and Continuous Control

In this section, we provide some additional experiments that showcase the merits of DQROM and
DCROM. We conduct an unpaired 2-sided t-test for statistical significance for all experiments, be-
tween the best performing algorithm (usually DCROM) and the best performing baseline.

We use the same Waterworld environment (mixed competitive-cooperative setting) used in Section 7.
While the experiment in Section 7 considered a multi-task setting, here we consider experiments that
have a single-task (this task corresponds to Task 6 in Table 1). The training and execution perfor-
mances of the same set of algorithms (as used in Section 7 are provided in Figure 4 and Figure 5
respectively. Similar to our observations in the multi-task setting we notice that the opponent mod-
elling based techniques (DQROM, DCROM, DQN-OM) provide the best overall performances in
this mixed setting. Amongst these methods, the algorithms that make counterfactual updates us-
ing an RM (DQROM, DCROM) provides the best performances (p < 0.03). Methods like vanilla
DQN and MA-DQN that do not use an RM or perform opponent modelling provide the poorest
performances across both the training and execution experiments.

Figure 4: Mixed-Waterworld setting with a single task - Training

Further, we perform experiments on continuous control tasks on the Multi-agent MuJoCo based
two-agent Ant domain (Peng et al., 2021), where the classic MuJoCo Ant agent (Schulman et al.,
2016) is partitioned into two parts - front part and the back part. The front part contains the front legs
(agent 1) and the second part contains the back legs (agent 2). Both agents need to work together to
move the ant forward, where the action consists of a continuous force applied to the different joints
of the Ant.

Similar to the setting used in Toro Icarte et al. (2022), the agent was tasked with moving back and
forth between two points (point A and point B) as many times as possible within a time limit of
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Figure 5: Mixed-Waterworld setting with a single task - Execution

2000 time steps. The agent receives a reward of +1000 upon completing one full cycle from point A
to point B and back to point A (reward received from the corresponding RM). In MuJoCo environ-
ments, it is common to provide the agent with a penalization (negative reward) that discourages the
agent from applying large forces at the joints (which is dangerous to the robotic stability) (Todorov
et al., 2012). We include this negative reward at each step in our environments as well. As explained
in Todorov et al. (2012) this negative reward depends on the state (and not the RM) which makes the
task require a reward machine which can output reward functions that depend on the state (like the
non-“simple” RMs of Toro Icarte et al. (2022)). Since this is a continuous control experiment, deep
deterministic policy gradient (DDPG) (Lillicrap et al., 2016) was used as the underlying off-policy
algorithm (as opposed to DQN in the discrete action space experiments). For opponent modelling,
we use a fully connected neural network with the same configuration as in our experiments in Sec-
tion 7. For continuous action spaces, the opponent model directly predicts the opponent’s action, i.e.,
âjk,t = fθjk

(st, u
j
t , a

k
t−1), and is trained by minimising the mean squared error L(θjk) = ||â

j
k,t−akt ||2

between the predicted and observed opponent action. Here k denotes the index of an opponent agent
and j denotes the index of the modelling agent. The performances of the different algorithms in this
setting are provided in Figure 6 and Figure 7, where we observe that DCROM provides the best
performances across both training and execution experiments (p < 0.01).

For this continuous action space setting, we note that Toro Icarte et al. (2022) did not use the QRM
method as they stated that it was unclear how to integrate QRM method with DDPG. In our case,
for the QROM implementation we learn a separate actor-critic pair for each RM state. This learns a
policy for each RM state separately consistent with the philosophy of QRM.

Figure 6: Cooperative Two-Agent Ant Domain (Continuous action space) - Training
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Figure 7: Cooperative Two-Agent Ant Domain (Continuous action space) - Execution

K Additional Baselines

Our setting is fully decentralized, hence, we only focus on a set of decentralized baselines in the
main experiments of our paper provided in Section 7. This excludes centralized training and de-
centralized execution (CTDE) methods such as MA-DDPG and MAPPO that rely on centralized
training signals. We also restrict baselines to those applicable to general-sum games, which rules
out cooperative-only methods like QMIX.

In this section, we conduct supplementary experiments that includes the following baselines: MA-
DDPG (Lowe et al., 2017), MAPPO (Yu et al., 2022), PPO (Schulman et al., 2017) trained using
self-play (denoted as self-play PPO), and QMIX (Rashid et al., 2020b). We use the same four
environments with the exact same conditions as in Section 7, and plot the training and execution
performances. The self-play PPO algorithm is used for the Pommerman experiments (both the two-
agent and the four-agent variants). QMIX is only applicable to cooperative environments, hence it
is only used in our fully cooperative Overcooked experiments. All these baselines learn using the
cross-product state space. We conduct an unpaired 2-sided t-test for statistical significance for both
the training and the execution experiments.

The results are provided in Figure 8, where we note that DQROM and DCROM comfortably outper-
forms all the baselines in all the four domains, in both training and execution (p < 0.01). We feel
that the poor performance of these centralized baseline algorithms in our domains are due to two
important reasons. First, these baselines learn in the cross-product space and do not exploit an RM,
leading to poor performances consistent with our observations in Section 7. Second, prior methods
have noted that the Q-learning family of algorithms tend to introduce a positive bias through the
selection of an action with the maximum estimated action value at the current state. This seems to
lead to an overestimation that is helpful for providing the best responses even if the environment
itself is changing (Hasselt, 2010; Yang et al., 2018). This explains the poor performance of three of
our centralized baselines: MADDPG, MAPPO, and self-play PPO, which are actor-critic methods
as compared to DQROM and DCROM, which are Q-learning based methods. Regarding QMIX,
prior works have reported that this algorithm fails in tasks requiring significant coordination, since
the monotonic mixer may underfit the optimal value function even with perfect data (Rashid et al.,
2020a). The same reason explains the poor performance of QMIX in the cooperative Overcooked
domain in Figure 8(c) and (d).



MARL with RMs for Mixed Cooperative-Competitive Environments

(a) Waterworld Training (b) Waterworld Execu-
tion

(c) Overcooked Train-
ing

(d) Overcooked Execu-
tion

(e) Pommerman 1vs1
Training

(f) Pommerman 1vs1
Execution

(g) Pommerman 2vs2
Training

(h) Pommerman 2vs2
Execution

Figure 8: Experimental Results in all four domains with centralized baselines

L Statistical Significance

The statistical significance results for the all the experiments in the Section 7 are given in Table 2
for the three experiments. We consider the unpaired 2-sided t-test for statistical significance for
both the training and execution experiments. As is common in practice, we consider p < 0.05
as statistically significant differences. From the results we note that most of our comparisons are
statistically significant. The tests are run for DCROM as compared to the next four best-performing
baselines. We do not consider DQROM for these comparisons as it is not a baseline (it is one of our
methods).

Waterworld Overcooked Pommerman
(competitive)

Pommerman
(Mixed)

Training

DQRM 0.001 0.001 0.001 0.001
DQN-OM 0.006 0.001 0.001 0.001
DHRL-RM 0.001 0.001 0.001 0.001
DHRL 0.001 0.001 0.001 0.001

Execution

DQRM 0.028 0.053 0.025 0.017
DQN-OM 0.039 0.027 0.033 0.021
DHRL-RM 0.001 0.015 0.001 0.001
DHRL 0.001 0.008 0.001 0.001

Table 2: Statistical Significance - We report the p-values from an unpaired 2-sided t-test with com-
parisons to DCROM for the training and execution experiments. Comparisons are to the next four
best-performing baselines (i.e., DQRM, DQN-OM, DHRL-RM, DHRL). We exclude DQROM as
this is our method (i.e., not a baseline). These results are for experiments in our main paper. The
tests for training are conducted at the last episode of training. The values are rounded to the third
decimal. We consider p < 0.05 as statistically significant differences. From the table, most compar-
isons are statistically significant differences (except the ones in bold).
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M Algorithm Pseudo-codes

In this section we provide the detailed pseudo-codes for all the algorithms referenced in the paper.

M.1 Cross Product Multi-Agent Baseline

Algorithm 2 provides the pseudo-code for the cross-product multi-agent baseline using multi-agent
tabular Q-learning. In this method, the classic tabular multi-agent Q-learning (along with opponent
modelling) (Littman, 1994) is used to learn policies in the cross-product space between the envi-
ronment states S and the reward machine states U j for each agent j. As specified in Toro Icarte
et al. (2022) any RL algorithm can be used for learning policies in the cross-product space, while
we consider the Q-learning method in Algorithm 2. The major difference between the classic multi-
agent Q-learning method is that Algorithm 2 also maintains the RM states uj for each agent j in
addition to the global environmental state s. The Q-values are updated using a temporal difference
update (Sutton & Barto, 2018) over the cross product space as in lines 8 – 12 in Algorithm 2.

Algorithm 2 Cross-product multi-agent baseline using multi-agent tabular Q-learning

1: Input: A stochastic game with N agents with an RM each ⟨S,A1, . . . , AN , p, γ,R1, . . . ,RN ⟩
(SGRRM)

2: For each agent j, for all s ∈ S, uj ∈ U j , and aj ∈ Aj , initialize q̃j(s, uj ,a) arbitrarily
3: For each agent j, initialize the opponent model θjk, for each other agent k ∈ {1, . . . , j − 1, j +

1, . . . N}
4: while s is not terminal and uj is not terminal ∀j do
5: For each agent j, choose action aj from (s, uj) using policy derived from q̃j (e.g., ϵ-greedy),

and actions of the other agents through the opponent model θjk
6: Execute the joint action a and observe the next state s′

7: For each agent j, compute the next RM state u′j ←− δj(uj , Lj(s′)) and the reward rj ←−
σj(uj , u′j)

8: if s′ is terminal or u′j is terminal (for each j) then
9: For the agent j, update q̃j(s, uj ,a) α←− rj

10: else
11: For the agent j, update q̃j(s, uj ,a) α←− rj + γmaxa′j∈Aj q̃(s

′, u′j ,a′), where a′ is ob-
tained from the opponent models

12: For each agent j, update the opponent model θjk using cross entropy loss between observed
opponent action and predicted opponent action

13: Update s←− s′ and uj ←− u′j for each j

The Algorithm 2 performs tabular updates; however, it is well-known that tabular algorithms are not
tractable in environments with large state and action space in RL (Mnih et al., 2015). The cross-
product baseline can be extended to large state-action space environments using neural networks
as function approximators as done traditionally in RL. To incorporate the function approximators
we follow the techniques introduced by Mnih et al. (2015) where all agents maintain two networks
(evaluation and target) during training. Both networks have the same architecture. While the evalu-
ation network is updated at each time step, the target network is only updated once every predefined
set of K steps. The evaluation network is trained using the temporal difference errors by the ex-
perience replay technique as done in Mnih et al. (2015). After every K steps the target network
is updated by copying over values from the evaluation network. For performing experience replay,
agents store experience tuples in a replay buffer and sample experiences randomly from the buffer
for training. The pseudo-code for this algorithm is in Algorithm 3. The opponent model used in the
cross product baseline is the same as that described for CROM (fully connected neural network with
4 Relu layers of 64 nodes and an output softmax layer).
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Algorithm 3 Cross-product multi-agent baseline using multi-agent deep Q-learning (DQN-OM)

1: Input: A SGRRM with N agents with an RM each ⟨S,A1, . . . , AN , p, γ,R1, . . . ,RN ⟩
2: For each agent j, for all s ∈ S, uj ∈ U j , and aj ∈ Aj , initialize q̃ϕj (s, uj ,a) and q̃πj (s, uj ,a)

where ϕ represents the evaluation network and the π represents the target network
3: For each agent j, initialize the opponent model θjk, for each other agent k ∈ {1, . . . , j − 1, j +

1, . . . N}
4: while s is not terminal and uj is not terminal ∀j do
5: For each agent j, choose action aj from (s, uj) using policy derived from q̃j (e.g., ϵ-greedy),

and actions of the other agents through the opponent model θjk
6: Execute the joint action a and observe the next state s′

7: For each agent j, compute the next RM state u′j ←− δj(uj , Lj(s′)) and the reward rj ←−
σj(uj , u′j)

8: For each agent j, store ⟨s, uj ,a, rj , s′, u′j ,a′⟩ in replay buffer D. The a′ is obtained from
the opponent models

9: while j = 1 to N do
10: Sample a minibatch of X experiences from D
11: Set yj = rj+γmaxa′j∈Aj q̃πj (s

′, u′j ,a′) for non-terminal states and yj = rj for terminal
states

12: Update the Q evaluation network by minimizing the loss L(ϕj) = 1
X

∑
(yj −

q̃ϕj (s, u
j ,a))2

13: Every K steps update the parameters of the target nework for each agent by copying over the
eval network: πj ←− ϕj

14: For each agent j, update the opponent model θjk using cross entropy loss between observed
opponent action and predicted opponent action

15: Update s←− s′ and uj ←− u′j for each j

M.2 Q-learning for RMs with opponent modelling (QROM)

The QROM algorithm has the same philosophical approach as the CROM algorithm in Section 5
which also tries to reuse experiences using counterfactual updates for all RM states at each time
step. However, unlike CROM, QROM learns and maintains separate Q-functions for each RM state
uj ∈ U j . This is different from the CROM algorithm that maintains only a single Q function
parameterized using the RM state. The QROM update uses the following expression:

q̃j
uj
(s,a)

α←− σj(uj , u′j) + γmaxa′j∈A q̃
j
u′j (s

′,a′) (64)

The complete pseudo-code for this algorithm is in Algorithm 4. As noted by Toro Icarte et al. (2022),
QROM and CROM will behave similarly in tabular environments. However, in the function approx-
imation setting (where the Q-functions are approximated by neural networks) their performances
are often different. In this case CROM (DCROM) only learns one large network1 (per agent) for the
Q-function whereas the QROM (DCROM) method learns one network for each RM state per agent
(see line 2 in Algorithm 5).

We also provide a variant of QROM using neural networks as the function approximator. The
approach is similar to that used for the cross-product multi-agent baseline (using the experience
replay buffer and target networks). The pseudo-code is given in Algorithm 5.

1Though in practice the one network works out to be two networks (evaluation and target) we count this only as a single
network as the target network only functions to support the learning of the evaluation network.
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Algorithm 4 Tabular Q-learning for RMs with opponent modelling (QROM)

1: Input: A SGRRM with N agents with an RM each ⟨S,A1, . . . , AN , p, γ,R1, . . . ,RN ⟩
2: For each agent j, initialize Q value functions for each RM state uj , q̃juj (s,a) arbitrarily
3: For each agent j, initialize the opponent model θjk, for all k ∈ {1, . . . , j − 1, j + 1, . . . N}
4: while s is not terminal and uj is not terminal ∀j do
5: For each agent j, choose action aj from (s, uj) using policy derived from q̃juj (e.g., ϵ-greedy),

and actions of the other agents through the opponent model θjk
6: Execute the joint action a and observe the next state s′

7: For each agent j, compute the next RM state u′j ←− δj(uj , Lj(s′)) and the reward rj ←−
σj(uj , u′j)

8: For each agent j, store the related experience {⟨s, uj ,a, σj(uj , u′j), s′, δj(uj , Lj(s′))⟩|∀uj ∈ Uj}
9: while ⟨s, uj ,a, rj , s′, u′j⟩ ∈ experience do

10: if s′ is terminal or u′j is terminal (for each j) then
11: For the agent j, update the Q function corresponding the the RM state q̃j

uj
(s,a)

α←− rj
12: else
13: For the agent j, update the Q-function corresponding to the RM state q̃j

uj
(s,a)

α←−
rj + γmaxa′j∈Aj q̃u′j (s′,a′), where a′ is obtained from the opponent models

14: For each agent j, update the opponent model θjk using cross entropy loss between observed
opponent action and predicted opponent action

15: Update s←− s′ and uj ←− u′j for each j

Algorithm 5 Deep Q-learning for RMs with opponent modelling (DQROM)

1: Input: A SGRRM with N agents with an RM each ⟨S,A1, . . . , AN , p, γ,R1, . . . ,RN ⟩
2: For each agent j, initialize Q evaluation (ϕ) and target (π) networks for each RM state uj ,
q̃jϕj ,uj (s,a), q̃

j
πj ,uj (s,a)

3: For each agent j, initialize the opponent model θjk, for all k ∈ {1, . . . , j − 1, j + 1, . . . N}
4: while s is not terminal and uj is not terminal ∀j do
5: For each agent j, choose action aj from (s, uj) using policy derived from q̃juj (e.g., ϵ-greedy),

and actions of the other agents through the opponent model θjk
6: Execute the joint action a and observe the next state s′

7: For each agent j, compute the next RM state u′j ←− δj(uj , Lj(s′)) and the reward rj ←−
σj(uj , u′j)

8: For each agent j, store the related experience {⟨s, uj ,a, σj(uj , u′j), s′, δj(uj , Lj(s′))⟩|∀uj ∈ Uj}
in the replay buffer D. The a′ is obtained from the opponent models

9: while j = 1 to N do
10: Sample a minibatch of X experiences from D
11: Set yj = rj + γmaxa′j∈Aj q̃u′j ,πj (s

′,a′) for non-terminal states and yj = rj for terminal
states

12: Update the Q evaluation network by minimizing the lossL(ϕj) = 1
X

∑
(yj−q̃uj ,ϕj (s,a))2

13: Every K steps update the parameters of the target nework for each agent by copying over the
eval network: πj ←− ϕj

14: For each agent j, update the opponent model θjk using cross entropy loss between observed
opponent action and predicted opponent action

15: Update s←− s′ and uj ←− u′j for each j
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M.3 Deep Counterfactual Experiences for Reward Machines with opponent modelling
(DCROM)

We also provide an algorithm for CROM with function approximation using neural networks. The
pseudo-code can be found in Algorithm 6. DCROM learns one large network parameterized by the
cross-product environment and RM state (see line 2 in Algorithm 6).

Algorithm 6 Deep Q-learning with counterfactual experiences for RMs and opponent modelling
(DCROM)

1: Input: A SGRRM with N agents with an RM each ⟨S,A1, . . . , AN , p, γ,R1, . . . ,RN ⟩
2: For each agent j, for all s ∈ S, uj ∈ U j , and aj ∈ Aj , initialize q̃ϕj (s, uj ,a) and q̃πj (s, uj ,a)

where ϕ represents the evaluation network and the π represents the target network
3: For each agent j, initialize the opponent model θjk, for each other agent k ∈ {1, . . . , j − 1, j +

1, . . . N}
4: while s is not terminal and uj is not terminal ∀j do
5: For each agent j, choose action aj from (s, uj) using policy derived from q̃j (e.g., ϵ-greedy),

and actions of the other agents through the opponent model θjk
6: Execute the joint action a and observe the next state s′

7: For each agent j, compute the next RM state u′j ←− δj(uj , Lj(s′)) and the reward rj ←−
σj(uj , u′j)

8: For each agent j, store the related experience {⟨s, uj ,a, σj(uj , u′j), s′, δj(uj , Lj(s′))⟩|∀uj ∈ Uj}
in a replay buffer D. The a′ is obtained from the opponent models

9: while j = 1 to N do
10: Sample a minibatch of X experiences from D
11: Set yj = rj + γmaxa′j∈Aj q̃(s

′, u′j ,a′) for non-terminal states and yj = rj for terminal
states

12: Update the Q evaluation network by minimizing the loss L(ϕj) = 1
X

∑
(yj −

q̃ϕj (s, u
j ,a))2

13: Every K steps update the parameters of the target nework for each agent by copying over the
eval network: πj ←− ϕj

14: For each agent j, update the opponent model θjk using cross entropy loss between observed
opponent action and predicted opponent action

15: Update s←− s′ and uj ←− u′j for each j


