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Summary

We present Procedurally Generated Grid-Based Traffic Gym (PGTG), a Gymnasium-
compliant, feature-rich, extensible, and customizable reinforcement learning benchmark.
PGTG requires an agent to navigate procedurally generated tracks while having to manage
momentum and being exposed to various stochastic obstacles and the unpredictable behav-
ior of traffic participants. By providing fine-grained control over the map generation, traffic
rules, obstacles, and the observation and reward functions, PGTG is a versatile benchmark
for various reinforcement learning subfields, such as exploration, safety, and generalization.
For instance, PGTG allows decoupling safety from exploration by including subgoals with
intermediate rewards. In this paper, we detail the benchmark’s modular design philosophy and
provide a comprehensive empirical evaluation using state-of-the-art deep reinforcement learn-
ing baselines, highlighting PGTG’s complexity and utility for future research. Our code is
available at github.com/neuro-mechanistic-modeling/pgtg.

Contribution(s)

1. This paper presents PGTG, a feature-rich, customizable benchmark designed to isolate or
jointly analyze challenges of various deep reinforcement learning subfields (Exploration,
Safety, and Generalization) within a single unified framework.

Context: Previous benchmarks are simplistic (Baier et al., 2021), do not provide a unified
API and extension interface (Chevalier-Boisvert et al., 2023), or are not easily interpretable
(Todorov et al., 2012); and often conflate different metrics (Ray et al., 2019).

2. Exploration: By leveraging procedural generation, PGTG creates sparse-reward tasks for
inter-episode exploration on a fixed map, and intra-episode exploration by generating one
episodically. We show that state-of-the-art intrinsic motivation struggles with the former.
Context: Intrinsic motivation, based on novelty approximations, struggles with procedural
generation (Raileanu & Rocktéschel, 2020), and PGTG’s traffic serves as stochastic obser-
vation providing ‘fake’ novelty that the algorithm has to identify as such.

3. Safety: A decoupled reward-penalty signal and dense navigation rewards with navigation
cues isolate safety performance by assisting the agent with the navigation task. We demon-
strate that current state-of-the-art safety approaches are challenged by this setting.
Context: We adopt separate reward-cost signals (Ray et al., 2019) allowing us to show that
CPO (Achiam et al., 2017) and PPO-Lag (Ray et al., 2019) fail to master this task.

4. Generalization: Procedural generation provides a straightforward way to evaluate distri-
bution shifts and generalization performance—be it across track dimensions or other map
generation parameters. We show how to measure generalization across track parameters
and traffic conditions, and that current algorithms leave significant room for improvement.
Context: Cobbe et al. (2020) point out that using procedural generation is particularly
effective to achieve and test generalization, while procedural generation can also be used to
define curricula (Portelas et al., 2020; Dennis et al., 2020).
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We present Procedurally Generated Grid-Based Traffic Gym (PGTG), a Gymnasium-compliant,
feature-rich, extensible, and customizable reinforcement learning benchmark. PGTG requires an
agent to navigate procedurally generated tracks while having to manage momentum and being ex-
posed to various stochastic obstacles and the unpredictable behavior of traffic participants. By pro-
viding fine-grained control over the map generation, traffic rules, obstacles, and the observation and
reward functions, PGTG is a versatile benchmark for various reinforcement learning subfields, such
as exploration, safety, and generalization. For instance, PGTG allows decoupling safety from ex-
ploration by including subgoals with intermediate rewards. In this paper, we detail the benchmark’s
modular design philosophy and provide a comprehensive empirical evaluation using state-of-the-
art deep reinforcement learning baselines, highlighting PGTG’s complexity and utility for future
research. Our code is available at github.com/neuro-mechanistic-modeling/pgtg.

1 Introduction

In recent years, reinforcement learning (RL) has seen a surge in real-world applicability. Driven
by neural networks as universal function approximators, RL can be used on increasingly complex
tasks. To support this evolution into deep RL (DRL), the research community has invented an entire
ecosystem of tools and benchmarks to simplify research by easing the training and performance
assessments of DRL agents. Most notably, by conforming to the community-established standard
interface Gymnasium (Towers et al., 2024), the various libraries enjoy seamless interoperability.
Access to common, easy-to-use tools is key to accelerating research and ensuring comparability.

Recent DRL milestones include achieving superhuman performance in hard-exploration Atari games
(Bellemare et al., 2013), mastering complex games like Chess and Go (Silver et al., 2018; Zhang &
Yu, 2020), and assisting research or even discovering new results on their own (Fawzi et al., 2022;
Hubert et al., 2025). Breakthroughs, like mastering MONTEZUMASREVENGE, demonstrate that
significant progress can be made when the community works with shared, reproducible benchmarks.

Despite these successes, DRL agents in complex domains face three intertwined challenges. First,
exploration remains difficult when rewards are sparse and state spaces are large. Second, in safety-
critical applications like autonomous driving, standard DRL approaches often fail to guarantee safety
or satisfy hard constraints, motivating the field of safe RL (Garcia & Ferndndez, 2015; Zhao et al.,
2023). Third, high training performance does not imply robust generalization. Agents frequently
exploit shortcuts or spurious correlations, overfitting to the training distribution rather than learning
transferable behavior (de Haan et al., 2019; Geirhos et al., 2020; Langosco et al., 2022; Delfosse
etal., 2024; Suau et al., 2024). In practice, they co-occur: an autonomous driving agent must explore
efficiently, drive safely, and generalize to unseen roads. Studying them in isolation on specialized
benchmarks makes it difficult to assess trade-offs and interactions under controlled conditions.
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One of the most established benchmarks in this space is RACETRACK (Sutton & Barto, 2018; Baier
etal., 2021), which abstracts autonomous driving to navigating a static, grid-based track while man-
aging momentum and accounting for action noise. However, its simplicity limits its utility: (i) static
tracks encourage overfitting to positions rather than generalizing over track features; (ii) the absence
of other traffic participants prevents studying interactions with unpredictable agents; and (iii) noise
is applied uniformly, rather than through avoidable features, limiting the scope for safety-relevant
decision-making. While more flexible frameworks like MINIGRID (Chevalier-Boisvert et al., 2023)
exist, they provide only a loose structure rather than a unified benchmark. Each environment must
be implemented from scratch, leading to API inconsistencies and limited comparability.

We present Procedurally Generated Grid-Based Traffic Gym (PGTG), a Gymnasium-compatible
benchmark environment that addresses these limitations. In PGTG, tracks are procedurally gen-
erated and contain traffic with configurable driver profiles, obstacles mimicking diverse road con-
ditions, and a modular reward structure with optional subgoals. Crucially, PGTG’s features can be
granularly activated or deactivated, enabling researchers to study exploration, safety, and generaliza-
tion both in isolation and in combination. This controlled modularity is a key advantage over using
separate benchmarks and enables direct measurement of trade-offs (e.g., how safety constraints af-
fect exploration) without confounds arising from differences in environment design. With an easy
installation process, a Gymnasium-compliant interface, and human-interpretable visualizations (see
fig. 1), we keep the barrier to entry for PGTG low.

The remainder of this paper is organized as follows: We begin by introducing the necessary prelim-
inaries in section 2. PGTG’s features, design goals, and philosophy are detailed in section 3. In
section 4, we demonstrate the utility of PGTG across various DRL subfields and present baseline
results using state-of-the-art algorithms. Finally, we conclude by discussing similar benchmarks and
related work in section 5, and outline our future plans in section 6.

2 Preliminaries

Markov Decision Processes. In reinforcement learning, an agent interacts with an environment
to maximize a cumulative reward signal. This interaction is modelled as a Markov Decision Process
(MDP), a 6-tuple (S, A, r, p, po, ), where S represents the state space, A the action space, r : S x
A — R the reward function, p : S x Ax S — [0, 1] the transition function, py : S — [0, 1] the initial
state distribution, and vy € [0, 1) the discount factor. In the context of PGTG, the agent cannot fully
observe the state. Therefore, we consider partially-observable MDPs (POMDPs), which extend the
MDP by an observation space O and an observation function €2 : S — O. An agent acts according
to a policy m : O x A — [0, 1], where 7(a|o) denotes the probability of selecting action a given
observation o. The optimization objective of RL is to find an optimal policy 7* that maximizes the

expected return E ZtT:o Yir(se, ar)|so ~ po|, for T € NU {oo}.

Gymnasium. Gymnasium (Towers et al., 2024), successor to OpenAl Gym (Brockman et al.,
2016), defines a standard interface for abstracting agent-environment interactions. As such, it has
been adopted by environments and algorithm frameworks alike (Bellemare et al., 2013; Raffin et al.,
2021; Huang et al., 2022; Chevalier-Boisvert et al., 2023). The vast ecosystem of Gymnasium-
compliant libraries enables easy incorporation of new tools. By conforming to the Gymnasium API,
PGTG ensures interoperability and easy integration into existing research pipelines.

Exploration. The trade-off between exploration and exploitation remains a fundamental challenge
in RL. While exploitation leverages current knowledge to maximize returns, an agent must also
explore to possibly discover higher-return trajectories. Excessive exploration, however, prevents an
agent from learning anything meaningful, as most high-dimensional state spaces cannot possibly
be fully explored. Consequently, there is a plethora of work focusing on finding good trade-offs
(Ladosz et al., 2022). Many approaches address reward sparsity, where only a few states provide
feedback, by augmenting the environment with intrinsic rewards (Aubret et al., 2023) focused on
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Figure 1: Three generated PGTG tracks rendered in human mode. During generation, the starting
positions were set to the south-west, and the goal to the north-east. The traffic density is rather high
(drivers as small, green squares) and the agent’s trajectory is a red connected line, with dots wherever
it took an action. Light green lines are subgoals, and dark green lines inactive subgoals whose reward
was already collected. All obstacles are activated: ICE is light blue, SAND is orange, BROKENROAD
is visualized as stripes, and TRAFFICLIGHTSs show a traffic light symbol. Car symbols represent cells
in which new cars can appear. Purple squares at the border of the agent’s observation window (the
lighter cells) indicate the navigation system pointing toward the closest subgoal.

novelty (Burda et al., 2019) or curiosity (Pathak et al., 2017). Orthogonal research investigates
how to best define a frontier to decide which states to explore from, irrespective of the underlying
exploration strategy (Ecoffet et al., 2021; Pislar et al., 2022; Gallouédec & Dellandrea, 2023; Duan
etal., 2024).

Safety. Safe RL extends the expected return maximization objective by a constraint on an auxil-
iary cost signal, typically formalized as a Constrained MDP, to bound the expected cost or to ensure
that a cost threshold is not violated (Garcia & Fernandez, 2015; Zhao et al., 2023). Recently, the im-
portance of safe RL has surged as adhering to safety constraints is often a prerequisite for real-world
deployment. Research has focused on reachability analysis (Yu et al., 2022; Ganai et al., 2024),
shielding to block unsafe actions (Alshiekh et al., 2018; Konighofer et al., 2023), or constrained
optimization to restrict the policy to a feasible region of the parameter space (Achiam et al., 2017).

Generalization. DRL is notoriously sample-inefficient and expensive in comparison to other
learning paradigms such as supervised learning (Schwarzer et al., 2020). Given the high compu-
tational cost of training, it is indispensable that agents generalize from limited training experience to
new, unseen data. For autonomous driving agents, this means generalizing across road features and
obstacles rather than overfitting to the layout of a specific training track. Cobbe et al. (2020) point
out that using procedural generation is particularly effective to achieve and test generalization.

3 PGTG: Procedurally Generated Grid-Based Traffic Gym

In this section, we provide details on the goals (section 3.1), the features (section 3.2), and the design
philosophy (section 3.3) of Procedurally Generated Grid-Based Traffic Gym (PGTG).

3.1 Goals

PGTG provides a unified benchmark to evaluate various DRL challenges in unison or isolation. Its
modularity allows users to choose the precise challenges their RL agent should face during train-
ing. In pure exploration, measuring state space coverage in sparse-reward environments with high-
dimensional spaces is essential. When testing for safety, previous work does not always succeed in
decoupling it from exploration, treating cost as negative rewards instead. The result is a sensitive
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and crucial parameter that hinders exploration by incentivizing risk-averse convergence to trivial
policies, i.e., encouraging the agent to do nothing, conflating the safety and exploration metrics in
the empirical study (Ray et al., 2019). To evaluate generalization, the ability to generate sensible
out-of-distribution samples at test time is a prerequisite. By isolating these factors, researchers can
pinpoint algorithmic weaknesses and identify challenges more accurately.

PGTG addresses these challenges as follows:

1. Exploration: PGTG can generate, save, and load arbitrarily complex tasks through the adapt-
able procedural track generation. By restricting positive rewards to final goal states in a large
procedurally generated track, it serves as a robust test environment for sparse reward exploration.

2. Safety: By providing an optional navigation system (with subgoals and a subgoal compass),
PGTG provides denser rewards to decouple safety from exploration. Including stochastic traffic
participants and restricting the agent to partial local observability on a procedurally generated
track forces agents to generalize over the visual features rather than relying on a global position.
Through observable obstacles, the agent can learn to remain safe and avoid uncertainty.

3. Generalization: PGTG can be used to evaluate generalization across track sizes or out-of-
distribution generation parameters, or for defining a curriculum with increasing track complexity.

3.2 Features

Tracks in PGTG are grid-based and generated through a compositional procedural pipeline using
three masks: a wall, an obstacle, and a traffic lane mask. The wall mask defines the navigable
space, while the obstacle and traffic masks determine their respective placements (fig. 2). The
action space is discrete, comprising nine actions defined by the set A = {—1,0,1}2. At each time
step, the agent selects to accelerate or decelerate independently for both the x and y dimensions, and
moves according to its velocity afterward.

2
_I_‘

Wall Mask Obstacle Mask Traffic Mask Final Tile

= + =

Figure 2: Overlaying the wall, obstacle, and traffic masks yields a generated tile. The obstacle type
per position can be predefined or sampled according to a distribution over the supported obstacles.

Drivers. Firstly, we introduce drivers who follow their assigned traffic lane and select a new one
at intersections. They keep to the right and have a behavior profile governed by several parameters:

* a probability of whether to stop at a yellow (or red) light,
* a minimal following distance to keep to the car in front,
* apatience level, whether to break any of the above if it has to wait too long,

* probabilities for movement and reaction delays (simulating 1 — 4 steps of inactivity).

An aggressive driver, for instance, might have low patience and a high probability of running red
lights. Driver profiles decrease predictability while enabling agents with memory to deduce them.

Obstacles. Secondly, PGTG features obstacles to simulate varying road conditions. Whenever
the agent traverses an obstacle, it probabilistically applies its effect, altering the dynamics. Agents
can observe obstacles to learn to remain safe and avoid uncertainty. Current obstacles include
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* ICE: applies an additional random acceleration,
* BROKENROAD: simulates mechanical failure, resetting the velocity to O in all subsequent steps,
* SAND: stops the agent at that position and sets its velocity to O this step, and

* TRAFFICLIGHT: imposes a cost penalty when traversed while red.

Traffic Rules. Finally, PGTG features traffic rules defined by preconditions and an effect altering
the environment’s dynamics if the preconditions are met. Preconditions consist of (1) the tile’s
topology (defined by the connections to adjacent tiles), (2) a velocity range, (3) the direction to the
next subgoal, and (4) the local count and directional flow of other drivers within the tile.

3.3 Design Philosophy

The core architecture of PGTG prioritizes customizability and extensibility to support evolving
research requirements. Further, with various default obstacles and driver profiles, PGTG keeps the
barrier to entry low.

Customizability. PGTG offers a highly modifiable track generation process: each track is gen-
erated procedurally from a stochastic adjacency graph defined by grid dimensions and connection
density. The graph serves as a blueprint for stitching together predefined tile masks (fig. 2) and
supports fixed or random start-goal configurations. The total environment dimensions are a product
of the grid and tile resolutions, allowing for significant scale variations. Users can also add novel
tiles by providing new tile masks, without modifying the underlying source code. Generated maps
can be serialized and loaded to run PGTG in a fixed-map setting.

The observation space is similarly modular to accommodate diverse research objectives. Options
include the global coordinates, the local position within a tile, the velocity, and the subgoal’s di-
rection. Central to the agent’s perception is a configurable observation window that can either be a
sliding window, or consist of the current tile. It contains one-hot encodings of feature groups. For
instance, if the agent observes drivers and goals (= final goal or subgoal), the observation contains
two one-hot encoded windows, one per feature group.

Extensibility. PGTG allows for injecting user-defined logic. For example, a new traffic rule can
be defined as a json (as seen below) or as a Python dict. Similarly, new driver profiles’ parameters
can be passed as a simple dict. Obstacles and traffic rules require additional Python code defining
how they alter the dynamics, which is simple, as the ICE example below shows: an obstacle is
registered through a decorator without touching the underlying code.

"name": "four_way_inte
"tile type": [1, 1, 1,
"velocity range": [0.5
"min_traffic": 1, //

"min_matching traffic"

"maneuvers": [ // Agent an ofe tc
{ "agent": "west_to_east", "traffic": ["north_to_south", Y,
/7 0. 7 - :
1, // The a £ c se & be a r hon function
"action": "lambda env, ctx: (setattr(env, 'velocity', np.array ((0, 0))),
— setattr(ctx, 'acceleration', np.array((0, 0))))"
}
@pgtg_obstacle ("ice", act_probability=0.1, obstacle_weight=1.0, observe=true)
def ice_behavior (env: PGTGEnv, local_ctx: StepContext) -> bool:

ice_action = ice_behavior.rng.choice (len (ACTIONS_TO_ACCELERATION) )
local_ctx.velocity_substep = ACTIONS_TO_ACCELERATION[ice_action]
return False # A e 1 1

les in the supplement: rerial
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Figure 3: The fixed maps used for the exploration experiments.

4 Empirical Evaluation

We conduct a comprehensive suite of experiments evaluating exploration, safety, and generalization
of existing state-of-the-art methods on top of DQN (Mnih et al., 2015) and PPO (Schulman et al.,
2017). Using WandB (Biewald, 2020), we performed random hyperparameter sweeps spanning
36 configurations for every algorithm-environment pair, optimizing for the primary metric of each
task. The following results represent the performance over six independent random seeds using
the optimized hyperparameters trained for 10 million time steps on 32 parallel environments. More
details on the hyperparameters, as well as training plots, can be found in the supplementary material.

For all experiments, we enable a single traffic rule: It prevents the agent from crossing four-way
intersections when there are drivers with orthogonal trajectories, enforcing yielding behavior.

To ensure statistically reliable results, we utilize deep statistical model checking (DSMC) (Gros
et al., 2020), performing periodic evaluations using PyDSMC (Gros et al., 2025a) (with ¢ = kK =
0.05), and extract the best-performing agent to evaluate it further. For the final reporting, we use
tighter bounds with better statistical guarantees in a post-training evaluation (using € = x = 0.01).

4.1 Exploration

Goal. The objective of exploration is to maximize expected return, which in sparse-reward set-
tings requires first discovering high-return trajectories. Broad state-space coverage is a widely-used
heuristic since visiting as much of the state space as possible increases the chance of encountering
rewarding regions. Some works even utilize reward-free environments to measure an algorithm’s
ability to explore without feedback. Following prior work (Ecoffet et al., 2021; Gallouédec & Del-
landrea, 2023; Le Tolguenec et al., 2024; Li et al., 2024), we therefore quantify exploration with a
coverage proxy: the number of unique, discretized (x,y) cells visited during training.

Settings. To induce reward sparsity, we disable both subgoals and the navigational compass. We
utilize fixed tracks of increasing dimensions to ensure the cell-visitation proxy is sensible. A positive
reward is only granted upon reaching the track’s final goal, making reward sparsity a function of the
track dimensions (see fig. 3). The observation space is restricted to the global and local positions, the
velocity, and a sliding window for traffic. To isolate exploration abilities, all obstacles are disabled.

Methods. We benchmark two prominent intrinsic motivation (IM) methods: We evaluate RND
(Burda et al., 2019) and ICM (Pathak et al., 2017), as novelty- and prediction-error-based IM,
respectively. We use the implementations from RLeXplore (Yuan et al., 2025), and their stable-
baselines3 (Raffin et al., 2021) wrappers. Additionally, we include Go-Explore (Ecoffet et al., 2021)
and RARE! as restoration-based approaches, basing their archives on the (z,y) cell representation.

"While designed for safety, RARE ’s state restorations benefit exploration. Specifically, we evaluate the RARE-ID variant.
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Figure 4: Final results for the exploration experiments. Each point represents one seed, evaluated
post-training with PyDSMC (¢ = x = 0.01). We plot cell coverage (x-axis) vs return (y-axis).

Results. Figure 4 features the post-training evaluation results. On the 2 x 2 track, nearly all
algorithms (except for A2C) reliably cover the state space and solve the task. As the track size
increases, the task becomes significantly harder. On the 3 x 3 track, only PPO-based algorithms reach
the goal, with PPO+RND doing so most reliably. While other algorithms still cover the state space,
they fail to learn a policy solving the task within their 10M time steps training budget. Without any
dedicated exploration component, PPO, A2C, and DQN all struggle to cover the state space on larger
tracks, with DQN exhibiting a high variance, particularly pronounced on the 5 x 5 track—though
augmenting it with ICM helps tremendously. The tasks are challenging even for state-of-the-art
algorithms, as is evident from the low state space coverage and negative return on the large tracks.

4.2 Safety

Goal. The focus in the safety experiments is to evaluate an agent’s ability to maximize returns
while adhering to safety constraints, such as avoiding collisions and stopping at red lights. Unlike
the exploration tasks, we are interested in constraint satisfaction and risk-averse navigation in the
presence of informative feedback.

Settings. To provide a dense learning signal, subgoals and a directional navigation compass are
enabled. Additionally, we enable all supported obstacles and procedurally generate a new track each
episode. The agent cannot observe its global position and has a separate observation window for
each obstacle type. We formalize this task as a Constrained MDP, where the cost signal (e.g., on
crashes) is separated from the rewards (on subgoals).

Methods. We evaluate Constrained Policy Optimization (CPO) (Achiam et al., 2017), PPO-Lag
(Ray et al., 2019), and RARE? (Gros et al., 2025b). The former two enforce a cost threshold (= 0.5)
via constrained optimization or Lagrangian relaxation, respectively. The latter employs state restora-
tions, i.e., restarts from previously visited states, to focus learning on states whose estimated regret
is high using a singular signal: reward - cost. For CPO and PPO-Lag, we use the implemen-
tations from Ji et al. (2023), whereas we reimplement RARE because the original implementation is
not readily applicable to new environments.

Results. Figure 5 shows the evaluation results and illustrates the return-cost trade-off. Since the
total achievable return per episode differs due to the procedural generation, we report the subgoal
completion rate as a normalized metric. On 2 x 2 tracks, CPO maintains a superior safety profile
without sacrificing completion rate. However, as the grid scales, CPO becomes increasingly conser-
vative, leading to a noticeable decline on larger tracks. The relaxed objective of PPO-Lag does not
seem beneficial in this setting. Notably, there is a large improvement potential as all the algorithms
struggle to reach a subgoal completion rate approaching 1 while staying safe.

2We only consider the version denoted RARE-ID in the original paper.
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Figure 5: Results for safety: Each point represents one seed, evaluated post-training with PyDSMC
(e = kK = 0.01). The colored axis ticks represent the mean values of the baselines’ evaluations.

Additionally, we evaluate the policies out-of-distribution on fully-connected tracks and ones without
traffic. In the fully connected setting, performance degrades, as expected, for two reasons: The poli-
cies were not trained in this setting, and traffic can come from all directions at all intersections. Even
though the policies have never seen tracks without traffic, they have not overly relied on spurious
correlations of other drivers being present, as indicated by the higher completion rates.

4.3 Generalization

Goal. For generalization, an agent ought to learn to apply its knowledge to previously unseen sit-
uations. In consequence, to be optimal, the agent has to learn the true connections between observa-
tions as spurious correlations or shortcuts (Geirhos et al., 2020; Suau et al., 2024) hurt performance.

Settings. The configuration for generalization follows the safety setup, with two primary distinc-
tions: (1) the reward signal is monolithic, incorporating cost as a negative penalty, and (2) the
evaluation focuses on distributional shift and environmental scaling. We train agents on various
track dimensions, and evaluate them on different, unseen ones.

Methods. For generalization, we compare vanilla versions of DQN, PPO, and A2C only. Since
rewards are dense, these should still perform reasonably well, and our goal is to showcase PGTG’s
capabilities to test generalization, not to find the best generalization method.

Results. Figure 6 summarizes the agents’ transfer performance across track dimensions. Because
of the restricted local observability, we expect the performance to be rather invariant to the track
dimensions. Nevertheless, the small number of possible 2 x 2 tracks is not representative of larger
ones, causing a strong performance degradation. In contrast, policies trained on 3 x 3 tracks gen-
eralize better to the 4 x 4 ones, but struggle as the scale increases further. Agents trained on 4 x 4
exhibit the most robust performance transfer to the 5 x 5 and 6 x 6 tracks. Crucially, no algorithm
reaches perfect completion rates or flat trends across track dimensions, highlighting the relevance of
this setting for future research.

5 Related Work

Simulation benchmarks, and in particular abstractions of autonomous vehicles, have been used ex-
tensively in the past. One of the most prominent examples is RACETRACK (Sutton & Barto, 2018;
Baier et al., 2021), which requires an agent to navigate a grid-based environment to a goal line while
managing momentum under stochastic action noise. As explained in section 1, RACETRACK’s util-
ity is limited by its simplicity. While a degenerate configuration of PGTG (on a fixed map, with all
features disabled) can emulate RACETRACK, PGTG’s modularity, customizability, and extensibility
make it a complex and relevant research-oriented benchmark.
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Figure 6: Results for generalization: Each small point represents one seed, evaluated post-training
with PyDSMC (¢ = k = 0.01). The connected opaque points correspond to the mean values.

Another widely adopted grid-based framework is MINIGRID (Chevalier-Boisvert et al., 2023). In
lieu of a vehicle with momentum, MINIGRID agents move deterministically through the grid one cell
at a time. This fundamental difference turns MINIGRID into a high-level planning task, while PGTG
incorporates low-level control and high-level planning aspects. MINIGRID features procedurally
generated maps that, like PGTG, can be used for curriculum learning (Portelas et al., 2020; Dennis
et al., 2020; Campero et al., 2021), and to evaluate exploration and generalization (Raileanu &
Rocktischel, 2020; Zhang et al., 2021b;a; Wang et al., 2025). Customization in MINIGRID, however,
requires full Python-level implementations, which are not only more complex, but also lead to API
fragmentation and complicate efforts to implement suite-wide features like restoration capabilities.

Beyond grid-based domains, rigid-body physics engines such as MuJoCo (Todorov et al., 2012)
and its derivatives, e.g., SAFETYGYM (Ray et al., 2019; Ji et al., 2023) and ANTMAZE (de Lazcano
et al., 2024), are commonly used to benchmark safety and exploration (Achiam et al., 2017; Fu
et al., 2021; Li et al., 2023; Mohamed et al., 2025). While complex, high-fidelity simulations are
powerful for integration and stress testing, their high-dimensional state and action spaces introduce
confounding complexities. This makes it significantly harder to isolate specific failure points and
draw clear conclusions. As physics simulation engines, they are also quite heavy and not easily
extensible.

Finally, drone racing environments (Song et al., 2021a;b) serve as popular benchmarks for explo-
ration and safety in control. They often employ a reward structure similar to PGTG, incentivizing
agents to pass through sequential gates using compass-based navigation (Kaufmann et al., 2023).

6 Conclusion

PGTG is a highly customizable and extensible Gymnasium-compliant benchmark for reinforcement
learning. Through its modular architecture and configurable features, researchers can effectively iso-
late and investigate specific algorithmic challenges and analyze fundamental trade-offs, such as the
tension between return and safety. Our empirical study demonstrates that PGTG is a versatile bench-
mark capable of providing insights across various deep RL subfields, such as exploration, safety, and
generalization. Crucially, no tested state-of-the-art algorithm achieves satisfactory performance. We
therefore anticipate that this framework will foster new research insights, and we intend to continu-
ously extend it to support a wider array of obstacles, tiles, and navigational challenges. For instance,
currently, the tile design does not support diagonal connections, as generating these requires a more
complex interplay between adjacent tiles. Moreover, we plan support for continuous state and action
spaces, to extend the utility of PGTG to more complex optimization landscapes (Duan et al., 2016)
and to algorithms specifically tailored to continuous control (Haarnoja et al., 2018).
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A Hyperparameter Configurations

Table 1: Hyperparameter configuration for the safety scenario across different track sizes.
Unmentioned parameters are left at their default values (stable-baselines3, version 2.7.0).

Algorithm  Hyperparameter 2x2 3x3 4x4
ent_coef 0.05 0.05 0.05
learning_rate Te—4 3e—4 3e—4

PPO n_steps 2048 2048 2048
vf_coef 0.2 0.5 0.5
batch_size 512 512 512
buffer_size 1000000 1000000 1000000
gradient_steps 32 16 16

DON learning_rate ' le—4 le—4 le—4
target_update_interval 32 32 128
tau 0.005 0.005 0.1
train_freq 1 1 1
buffer_size 1000000 1000000 10000000
gradient_steps 32 32 16
learning_rate le—4 le—4 le—4
target_update_interval 32 32 32

RARE tau 0.005 0.05 0.05
train_freq 1 1 1
eval_alpha 1.0 1.0 1.0
eval_stage_freq 500000 500000 500000
minimal_priority 0.2 0.2 0.2
ent_coef 0.05 0.05 0.05
learning_rate Te—4 3e—4 3e—4
n_steps 2048 2048 2048
vf_coef 0.2 0.5 0.5

PPO-Lag  potch_size 512 512 512
cost_limit 0.5 0.5 0.5
lagrange_init le—3 le—3 le—3
lagrange_lIr S5e—2 S5e—2 Se—2
learning_rate Te—4 3e—4 3e—4
vf_coef 0.2 0.5 0.5
n_steps 2048 2048 2048
batch_size 2048 2048 2048
ent_coef 0.01 0.01 0.01

CPO cost_limit 0.5 0.5 0.5
lagrange_lIr 5e—2 5e—2 S5e—2
lagrange_init le—3 le—3 le—3
cpo_target_kl 0.01 0.01 0.01

cost_vf_coef 0.5 0.5 0.5
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Table 2: Hyperparameter configuration for the exploration scenario across different PGTG map
sizes. Unmentioned parameters are left at their default values (stable-baselines3, version 2.7.0).

Algorithm  Hyperparameter 2x2 3x3 4 x4 5x5
ent_coef 0.001 0.001 0.05 0.05
A2C learning_rate Te—4 Te—4 Te—4 Te—4
n_steps 2048 2048 2048 2048
vf_coef 0.2 0.2 0.2 0.2
buffer_size 1000000 1000000 1000000 1000000
gradient_steps 32 32 16 16
DON learning_rate le—4 le—3 8e—4 8e—4
target_update_interval 128 128 128 128
tau 0.005 0.005 0.005 0.005
train_freq 1 1 1 1
ent_coef 0.001 0.001 0.05 0.05
learning_rate Te—4 Te—4 Te—4 Te—4
PPO n_steps 2048 2048 2048 2048
vf_coef 0.2 0.2 0.2 0.2
batch_size 512 512 512 512
latent_size 128 64 64 64
beta 1 1 1 10
vf_coef 0.5 0.5 0.5 0.5
PPO+RND  n_steps 2048 256 256 256
learning_rate 3e—4 3e—4 3e—4 3e—4
ent_coef 0.05 0.001 0.001 0.001
batch_size 64 256 256 256
buffer_size 1000000 1000000 1000000 1000000
gradient_steps 32 32 32 32
learning_rate le—4 le—4 le—4 le—4
target_update_interval 32 32 32 32
DQN+IEM 4 0.05 0.05 0.05 0.05
beta 0.1 0.1 1 0.1
latent_size 64 64 64 64
learning_rate_icm 2e—4 2e—4 2e—4 2e—4
batch_size 1024 1024 1024 1024
ent_coef 0.005 0.005 0.005 0.005
learning_rate 3e—4 3e—4 3e—4 3e—4
n_steps 256 256 256 256
PPOHICM (4 coef 0.5 0.5 0.5 0.5
beta 0.1 1 1 1
latent_size 64 64 64 64
learning_rate_icm 2e—4 le—4 le—4 le—4
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Table 3: Hyperparameter configuration for the generalization scenario across different track sizes.
Unmentioned parameters are left at their default values (stable-baselines3, version 2.7.0).

Algorithm  Hyperparameter 2x2 3x3 4 x4
ent_coef 0.001 0.001 0.05
learning_rate 3e—4 3e—4 3e—4

PPO n_steps 2048 2048 2048
vf_coef 0.5 0.2 0.5
batch_size 512 64 64
buffer_size 1000000 1000000 1000000
gradient_steps 16 16 16

DON learning_rate . le—4 le—4 le—4
target_update_interval 32 128 32
tau 0.05 0.05 0.05
train_freq 1 1 1
ent_coef 0.05 0.05 0.05
learning_rate Te—4 Te—4 Te—4

A2C n_steps 2048 2048 5
gae_lambda 1.0 1.0 1.0
vf_coef 0.5 0.5 0.5

Table 4: DSMC configuration during training for exploration, safety and generalization.
Parameters that are not repeated remain the same as in the previous setting.
For the post-training evaluation, we set ¢ = xk = 0.01.

Setting Parameter Value
interval (time steps) 100000

first evaluation (time steps) 100000

episodes per policy run 50

initial episodes 50

episode time limit (minutes) 3

Exploration deterministic true
confidence parameter (k) 0.05

error tolerance (&) 0.05

discount factor () 0.99

zero-variance cutoff (episodes) 200

relative error false

Safety interyal (t?me steps) 500 000
first evaluation (time steps) 500 000

Generalization interval (time steps) 200000

first evaluation (time steps) 200000
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B Hyperparameter Search Spaces

Table 5: Baseline hyperparameters analyzed with a sweep of 36 runs on all environments.
All methods building upon a particular base algorithm also additionally analyzed these parameters.

Method Hyperparameter Search Space
learning rate {8e—4,1le—4}
buffer size {1e7, 1e6}
DQN soft update 7 {0.1,0.05,0.005}
gradient steps {16, 32}
target update frequency {1,128}
learning rate {7e—4,3e—4,7e—5}
batch size {64,512}
PPO train frequency (steps) {256, 2048}
entropy coefficient {he—2,1e—4}
value function coefficient {0.2,0.5}
learning rate {7e—4,3e—4,7e—5}
A2C train frequency (steps) {5,256, 2048}
entropy coefficient {5e—2,1e—3}
value function coefficient {0.2,0.5}

Table 6: Hyperparameter search spaces for all specialized algorithms.
The search spaces are joined with the baseline’s search space provided in table 5 to comprise a full

sweep configuration.

Method Hyperparameter Search Space
intrinsic reward coeff. 3 {0.001,0.01,0.1, 1,10}
RND update proportion {0.25,0.5,1}
latent embedding size {64,128}
reward normalization {rms, none}
intrinsic reward coeff. 3 {0.01,0.1, 1,10, 100}
M latent embedding size {16,64, 128}
ICM learning rate [le—5,1le—3]
reward normalization {rms, none}
eval alpha {0.5,1}
RARE eval stage frequency {1eb, 2eb, 4eb}
minimal priority {0.1,0.2}

PPO-Lag & CPO

KL target
Lagrange init
Lagrange learning rate

{0.005, 0.01, 0.02}
{0.001,0.01,0.1}
{0.01,0.05,0.1}
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C Environment Arguments

Table 7: Environment configuration for the PGTG benchmark. Scenario columns show overrides
relative to the base configuration. The agent’s observation features contain each generable obstacle
as an observation channel. In Exploration, the agent is unable to see subgoals, while in safety and
generalization, the agent observes goals; i.e., it cannot differentiate between subgoals and the final
goal. Moreover, since in exploration we utilize fixed maps, the map context describes the parameters
used to generate the fixed map.

Parameter Exploration Safety Generalization
General
traffic_density 0.1 0.2 0.2
traffic_light_phases [10, 3, 10] [10, 3, 10] [10, 3, 10]
ignore_traffic_collisions false false false

Observation Context

window_size 9 9 9

subgoal_direction false true true
global_pos true false false
local_pos true true true
velocity true true true

Map Context

map_size [2x2-5x5] [2x2-4x4] [2%x2-6X6]
connections_percentage 0.8 0.5 0.5
obstacle_probability 0.0 0.2 0.2

obstacle_weight: ice

1 1 1
obstacle_weight: broken_road 1 1 1
obstacle_weight: sand 1 1 1

1 1 1

obstacle_weight: traffic_light

Reward Context

subgoal_reward 0.0 1.0 1.0
final_goal_bonus 1.0 0.0 0.0
crash_penalty 1.0 1.0 1.0
traffic_light penalty 0.05 0.05 0.05
standing_still_penalty 0.1 0 0

split_subgoal_reward false false false
separate_reward_cost false true false

Driver Profile Weights

normal 1.0 0.8 0.8
elderly 0.0 0.2 0.2
aggressive 0.0 0.0 0.0
reckless 0.0 0.0 0.0

conservative 0.0 0.0 0.0
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C.1 Description of Environment Arguments

PGTG exposes a comprehensive set of configuration parameters that allow researchers to tailor
the environment to specific experimental needs. These parameters span traffic simulation, obser-
vation composition, procedural map generation, reward shaping, and driver-profile sampling. By
selectively adjusting these settings, distinct scenario profiles can be instantiated from a single code-
base—for instance, toggling between sparse exploration rewards and dense safety-constrained sig-
nals without modifying the underlying environment logic. This not only allows isolating only spe-
cific challenges, but also the trade-offs between complementary objectives.

General Settings. The General configuration governs the core simulation dynamics.
traffic_density specifies the fraction of traffic-eligible squares that are occupied (1.0 means
all lanes are permanently filled) at each time step. New cars appear if the specified density is not
met. traffic_light_phases is the duration of each traffic light phase (green, yellow, red) in
steps. ignore_traffic_collisions disables termination on a collision with traffic.

Observation Context. The Observation Context parameters control what information the agent
receives. Observations are constructed from a configurable set of features that can be independently
toggled, allowing for controlled partial observability. window_size controls the dimensions of the
one-hot encoded feature windows (e.g., 9 corresponds to a 9 x 9 window). subgoal_direction
provides an implicit navigation hint, in the form of a direction to the closest subgoal. This reduces
the challenge of learning where to navigate and allows the agent to focus on safe driving behavior.
global_pos provides absolute map coordinates, whereas 1ocal_pos only provides the relative
position within the current tile. velocity exposes the current velocity vector, enabling more
informed acceleration and braking decisions.

Map Context. The Map Context parameters govern procedural and non-procedural grid gener-
ation. Each episode can be initialized on a newly sampled map. Adjusting map_size scales
the navigable area in tile increments. Larger maps introduce more subgoals and longer episodes
without altering the local difficulty of reaching individual waypoints. Without subgoals, however,
larger tracks increase reward sparsity tremendously. connections_percentage controls how
densely tiles are connected, i.e., how many of the possible four-directional connections are gener-
ated. obstacle_probability sets the probability that a tile contains obstacles. The probability
of each obstacle type is determined by normalizing the obstacle weights of all enabled obstacles.

Reward Context. The Reward Context allows tuning the magnitude and composition of rewards.
When split_subgoal_reward is enabled, a fixed total reward is distributed evenly across
all subgoals; otherwise, each subgoal yields a constant reward independent of the total num-
ber of subgoals. separate_reward_cost splits the return into a positive performance re-
ward and a non-negative safety cost (e.g., crashes or red-light violations), enabling constrained
optimization and multi-objective RL. The final_goal_bonus is granted once the last sub-
goal is reached, and given on top of the subgoal_reward, i.e., the total obtained reward is
subgoal_reward + final_goal_bonus. When both acceleration and velocity are 0, the
standing_still_ penalty is applied.

Drivers. PGTG models traffic participants with five distinct driver profiles: conservative,
normal, aggressive, elderly, and reckless. Each profile’s parameters govern its behav-
ior: yellow-light stopping probability, red-light violation probability, minimum following distance,
patience level, speed multiplier, and reaction delay probability. Driver profile weights are normal-
ized to a probability distribution to assign profiles to new drivers probabilistically. By adjusting
these weights, the overall traffic behavior can be shifted from predominantly cautious to predomi-
nantly aggressive, enabling the study of how surrounding traffic composition affects the learning of
safe driving policies.



PGTG : Procedurally Generated Grid-Based Traffic Gym

D Training Curves

In the following, we provide train curves for all experiments and settings. The shaded area corre-
sponds to a 95% confidence interval arround the mean in all cases.

D.1 Exploration
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Figure 7: Training curves for the exploration scenario on 2 X 2 maps.
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Figure 8: Training curves for the exploration scenario on 3 x 3 maps.
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Figure 10: Training curves for the exploration scenario on 5 X 5 maps.
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Figure 12: Training curves for the safety scenario on 3 x 3 maps.
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Figure 13: Training curves for the safety scenario on 4 x 4 maps.
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D.3 Generalization
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Figure 15: Training curves for the generalization scenario on 3 x 3 maps.
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Figure 16: Training curves for the generalization scenario on 4 X 4 maps.

E Defining Custom Obstacles

@pgtg_obstacle ("sand", act_probability=0.2)

def sand_behavior (env: PGTGEnv, local_ctx: StepContext) -> bool:
env.velocity = np.array ([0, 0]) # Stuck in sand
local_ctx.remaining_substeps = [None] # Still validate the final destination tile
return False

@pgtg_obstacle ("broken_road", act_probability=0.1, obstacle_weight=1.0, observe=True)
def broken_road_behavior (env: PGIGEnv, local_ctx: StepContext) -> bool:

env.flat_tire = True

return False

@pgtg_obstacle ("custom_obstacle", act_probability=0.5, obstacle_weight=1.0)
def custom_obstacle_behavior (env: PGIGEnv, local_ctx: StepContext) -> bool:
# E.g., swap (x,y) components, and apply a small penalty
local_ctx.velocity_substep[[0, 1]] = local_ctx.velocity_substep[[l, 0]]
local_ctx.sum_penalty += 0.1
return False

# When creating the PGTGEnv, all you have to do is the following:
gym.make ("pgtg-vX", # X = current PGTG version
obstacles = [
custom_obstacle_behavior(),
ice_behavior (observe=False),
broken_road_behavior (obstacle_weight=0.5),
sand_behavior (act_probability=0.75),




