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Summary

Deep Reinforcement Learning (RL) has achieved remarkable success, yet lacks analytically
tractable and fully configurable benchmarks with known optimal policies for in-depth monitor-
ing of learning behavior under modulation of various key environmental characteristics. This
forces researchers to evaluate algorithms using relative performance metrics or noisy proxies
like asymptotic return, rather than exact instantaneous regret, and makes it difficult to construct
meaningful ablations across task characteristics. The resulting opacity complicates the diag-
nosis of specific algorithmic failure modes, the assessment of the true quality of local optima,
and rigorous measurement of both within-distribution and out-of-distribution performance.

To transition RL evaluation from empirical benchmarking toward precise scientific analy-
sis, we propose Synthetic Monitoring Environments (SMEs). SMEs represent an infinite suite
of control tasks on a bounded unit hypercube. SMEs offer independent configurability over
state and action dimensions, reward sparsity, and survival difficulty. Crucially, SMEs utilize a
Deep Uniform Network architecture to generate a priori optimal policies, enabling the exact
calculation of regret at every time step, even for extremely complex tasks. By establishing clear
geometric state space bounds, SMEs also provide a native, quantifiable metric for evaluating
both within-distribution performance and out-of-distribution robustness. Through extensive
ablations on standard RL agents, we demonstrate SME’s capacity to isolate how specific envi-
ronmental properties drive algorithmic success or failure, providing a standardized, transparent
testbed for the RL community.

Contribution(s)

1. We introduce a framework for generating Synthetic Monitoring Environments (SMEs), fully
configurable continuous control tasks with tractable, a priori optimal policies.
Context: Current standard benchmarks typically lack ground-truth optimality metrics,
forcing reliance on noisy proxies like asymptotic return rather than allowing for the exact
calculation of instantaneous regret.

2. We demonstrate the diagnostic utility of SMEs through extensive ablation studies on PPO,
TD3, and SAC, isolating the impact of state and action dimensionality, reward sparsity, sur-
vival difficulty and target policy complexity.

Context: Prior benchmarks generally do not allow for a free modulation of all key environ-
mental characteristics, making it difficult to conduct orthogonal ablations to isolate which
environmental property causes an algorithm to fail.

3. We provide a novel, rigorous methodology for out-of-distribution (OOD) and within-

distribution (WD) evaluation within the SME framework by leveraging bounded geometric
state spaces, and demonstrate its diagnostic utility across various settings.
Context: Many existing environments are not natively designed to facilitate the systematic
and precise testing of WD and OOD performance against a known optimum. SMEs have
a well-defined state space, and enable the precise assessment of (i) the deviation between
actions and optimal actions for WD and OOD states, and (ii) the geometric proximity to the
training distribution for OOD states.
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Abstract

Reinforcement Learning (RL) lacks benchmarks that enable precise, white-box diag-
nostics of agent behavior. Current environments often entangle complexity factors and
lack ground-truth optimality metrics, making it difficult to isolate why algorithms fail.
We introduce Synthetic Monitoring Environments (SMEs), an infinite suite of contin-
uous control tasks. SMEs provide fully configurable task characteristics and known
optimal policies. As such, SMEs allow for the exact calculation of instantaneous regret.
Their rigorous geometric state space bounds allow for systematic within-distribution
(WD) and out-of-distribution (OOD) evaluation. We demonstrate the framework’s ben-
efit through multidimensional ablations of PPO, TD3, and SAC, revealing how specific
environmental properties—such as action or state space size, reward sparsity and com-
plexity of the optimal policy—impact WD and OOD performance. We thereby show that
SME:s offer a standardized, transparent testbed for transitioning RL evaluation from em-
pirical benchmarking toward rigorous scientific analysis. SMEs are open-sourced as the
sme-r 1 Python library at https://github.com/leonardpleiss/sme-rl.

1 Introduction

Reinforcement Learning (RL) has driven remarkable breakthroughs over the last decade, demon-
strating super-human performance in domains ranging from complex strategy games and robotic
manipulation to the fine-tuning of Large Language Models (Mnih et al., 2013; 2015; Silver et al.,
2017; Schrittwieser et al., 2019; Ouyang et al., 2022). These successes have been fueled by the avail-
ability of standardized benchmarks, e.g., the Arcade Learning Environment (Bellemare et al., 2013)
and MuJoCo (Todorov et al., 2012), which have served as the proving grounds for novel algorithms.
However, while these environments are effective for comparing relative performance, they remain
opaque regarding the fundamental mechanics of the learning process. Further, as many empirical
results are based on a small set of environments, it restricts the scope of empirical evaluations to a
narrow set of environment characteristics and dynamics, possibly compromising the generalizability
of demonstrated results (Whiteson et al., 2009).

As the field matures from demonstrating capability to requiring a scientific understanding of relia-
bility and efficiency, the rigidity of current benchmarks has become a fundamental obstacle. Many
existing environments do not provide sufficient infrastructure for the precise monitoring of learn-
ing dynamics, complicating the diagnosis of failure modes. Specifically, we identify three critical
shortcomings in contemporary RL benchmarks:

1. Absence of ground-truth optimality measures: In most popular benchmarks, the true optimal
policy 7 is mathematically intractable. Consequently, a policy’s degree of suboptimality is un-
known. This forces researchers to rely on relative performance metrics against human baselines
or other algorithms, rather than measuring the absolute regret. This opacity makes it difficult to
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precisely monitor performance. It obscures whether an agent has achieved a globally optimal
solution or is merely stalled at a local optimum of unknown quality.

2. Inability to quantify robustness and generalization: While there is a growing interest in Out-of-
Distribution (OOD) generalization (Nasvytis et al., 2024), current benchmarks frequently lack
mechanisms to provide a systematic testbed. Robustness tests often rely on binary or qualitative
measures, missing an exact continuous metric that defines the proximity of an OOD state to the
training distribution. Without precise, quantifiable measures of regret and distributional distance,
it is difficult to rigorously assess an agent’s robustness to varying degrees of distance to the
training distribution, i.e., how well the agent performs as the scenarios it encounters become
progressively more unfamiliar compared to the exact data it saw during its learning phase.

3. Entangled complexity and lack of configurability: Key characteristics of an environment—such as
the cardinality of the state and action spaces, reward sparsity, and environment complexity—are
typically fixed or entangled. Increasing the difficulty of a standard benchmark, if at all supported,
often inadvertently alters multiple complexity axes simultaneously. This lack of independent
configurability prevents orthogonal ablation studies, making it difficult to isolate exactly which
environmental property is causing an algorithm to fail.

In summary, the opacity and rigidity of current benchmarks hinder the precise monitoring of al-
gorithmic behavior. To bridge this gap, we propose Synthetic Monitoring Environments (SME:s).
SME:s are the result of a framework capable of generating unlimited and diverse continuous control
tasks. By offering full control over environmental parameters, access to the optimal policy and a
well-defined state space, SMEs allow for the precise monitoring of learning dynamics under diverse
task configurations, as well as rigorous Within-Distribution (WD) and OOD evaluation.

Related work Several prior studies have identified the shortcomings of prevalent benchmarks
and introduced alternative evaluation suites. Most comparable to our approach are propositions
by Osband et al. (2020), Freire et al. (2020) and Chevalier-Boisvert et al. (2023).

Osband et al. (2020) proposed BSUITE, a large set of highly specific parametrized experiments,
aimed to isolate core dimensions relevant in RL, such as exploration, noise or scale. Yet, environ-
ments are limited to discrete actions, and while the set of experiments is vast, it does not allow
for a free modulation of key environmental characteristics and does not allow for systematic and
comprehensive within-distribution and out-of-distribution evaluation. Similarly, Freire et al. (2020)
proposed DERAIL, another benchmark containing various experiments aimed at isolating important
environmental features to allow for the identification of failure modes. Importantly, different envi-
ronmental features are compared within different environments. Further, the optimal policy remains
opaque. Chevalier-Boisvert et al. (2023) proposed MINIGRID and MINIWORLD, minimalistic 2D
and 3D grid environments, which enable the modulation of some key environmental characteris-
tics such as environment size, reward density, and exploration difficulty. Under limited problem
complexity, it even allows for a calculation of optimal policies. However, the nature of the envi-
ronment limits the ability to modulate the state and action space dimensionality, and also restricts
the setting to discrete state and action spaces. Other benchmarks aim to isolate specific task char-
acteristics. PROCGEN (Cobbe et al., 2020) leverages procedural generation of game-like settings to
assess OOD generalization. ROBUSTGYMNASIUM (Gu et al., 2025) systematically applies diverse
environmental disruptions to rigorously assess agent robustness.

Contribution Despite prior efforts, existing benchmarks lack the mechanisms required for a com-
plete white-box analysis of the learning process. Such an analysis fundamentally relies on the ability
to systematically isolate task characteristics and evaluate both WD and OOD performance with ab-
solute precision. Such rigorous evaluations fundamentally depend on three prerequisites: the free
configurability of key environment characteristics, the precise quantification of distance to the train-
ing manifold for OOD states, and the exact calculation of instantaneous regret for any state-action
pair under arbitrary task complexity. SMEs address these gaps within a unified framework, expand-
ing the scope of available monitoring capabilities..
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Specifically, our contribution is fourfold: First, we introduce SMEs—modular, highly customizable
environments designed for the precise evaluation of reinforcement learning agents. Second, we
theoretically substantiate this framework by analyzing its core mechanisms, namely two classes of
measure-preserving functions that serve as generalizable transition kernels and a priori optimal poli-
cies. Third, we leverage SMEs to conduct rigorous ablation studies across isolated environmental
characteristics, overcoming the confounding factors present in standard benchmarks. Finally, we
establish a standardized methodology for both within-distribution (WD) and systematic OOD eval-
uation, and present empirical insights into agent robustness.

2 Synthetic monitoring environments

Having established the limitations of current benchmarks in isolating specific learning challenges,
we introduce Synthetic monitoring environments (SMEs). This class of environments is designed to
bridge the gap between toy problems like GRIDWORLD and complex, high-dimensional tasks like
MuJoCo or ATARI, retaining the analytical tractability of the former while offering the flexibility
to scale toward the complexity of the latter.

SMEs operate over continuous state and action spaces on the unit hypercube, employing carefully
designed neural networks to parameterize transition dynamics and optimal policies. This design
offers five distinct advantages over standard RL environments:

1. Complete configurability: Unlike standard benchmarks where environment characteristics are
fixed (e.g., the 8-dimensional action space in ANT), SMEs allow for the independent modulation
of state dimensionality (Ns), action dimensionality (Ng), reward distribution frequency (Kk), re-
ward sparsity (I'min), survival difficulty D and optimal policy complexity C -». This enables an
isolated evaluation along single task complexity axes.

2. Ground-truth optimality: ITn most complex tasks, the true optimal policy ? is unknown, and
performance is measured by asymptotic return, which is often a noisy proxy. In SMEs, the opti-
mal policy is generated a priori alongside the environment. This allows us to calculate the exact
instantaneous regret at every time step, even under extremely complex environment dynamics.

3. Comprehensive within-distribution evaluation: During training, the state space is rigorously
bounded within the unit hypercube S 2 [0;1]Ns. In conjunction with access to the optimal
policy, this allows for comprehensive and precise evaluation across the entirety of viable states
observable during training.

4. Native out-of-distribution support: The clear geometric bounds of SMEs during training facilitate
precise OOD testing. As the optimal policy provides actions for any conceivable state, we may
evaluate the agent on states beyond the borders of the unit hypercube to test OOD performance.
This provides a standardized and precise testbed for measuring generalization, a capability cur-
rently missing in popular benchmarks where generating OOD states is non-trivial.

5. Functional diversity: SMEs constitute a highly diverse, dynamic suite of environments, repre-
senting an infinite variety of vastly different and arbitrarily complex tasks.

Collectively, these characteristics enable a white-box analysis of black-box agents across fully mod-
ular tasks. This flexibility allows us to rigorously stress-test agents, identifying not just that they
fail, but specifically where and why they fail.

3 Methodology

SMEs are fundamentally characterized by two key elements, the transition kernel T, and an optimal
policy ?. The transition kernel defines the flow of states based on actions taken by the agent.
The optimal policy poses a learning target. This allows us to calculate rewards as a function of the
deviation between the agent’s actions and the optimal actions provided by the optimal policy.
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3.1 Transition kernel

To govern the environment dynamics, the transition function of an SME must map a state-action
pair of arbitrary dimensionalitys;; a;) 2 [0; 1]Ns  [0; 1]N=, to a subsequent stasg; 2 [0; 1]Ns,

while satisfying three key criteria: (i) ensuring non-trivial contributions from all state and action
channels; (ii) preserving the measure of the state distribution to prevent state-space collapse, which
would otherwise degenerate the learning task; and (iii) maintaining determinism within a specic
environment while providing diversity across instantiations.

To simultaneously satisfy these requirements, we formulate the transition dynamics as a composition
of an af ne transformation and a bounded non-linear activation. Speci cally, the next state is de ned
assi+1 = (st + aW + b), wherew 2 RN= Ns js a xed weight matrixp2 RVs is a xed bias

vector, and is a topological activation function.

Af ne transformation  Unlike standard Gaussian initialization used in many neural architectures,
we initialize the weight matri¥XV to be row-stochastic. Speci cally, the weights are drawn from

a uniform distributionU(0; 1) algd normalized such that the sum of weights associated with each
action dimension equals unity, ijl Wi =1, 8i 2f1;:::;Nag. This initialization ensures

that the magnitude of each action componapt is conserved as it is distributed across the state
dimensions, and prevents the vanishing or exploding signal variances often found in deep neural
networks. The biabis initialized uniformly,b U (0; 1)Ns, to introduce a stochastic offset to the
dynamics.

Triangle wave activations To constrain the state space to the unit hypercube while preserving
continuity, we employ a normalized triangle wave activation function R ! [0; 1], applied
element-wise, (x) = 1 arccos (cos(2 )).

Beyond simple boundary enforcement, this speci ¢ choice of activation function provides a rigorous
statistical guarantee for the environment dynamics. Because the triangle wave acts as a continuous
folding mechanism—analogous to the chaotic Tent Map over a periodic domain—, it avoids state-
space collapse and achieves exact measure preservation. In the context of RL, this exact measure
preservation is critical. It mathematically guarantees that the transition dynamics do not inherently
compress the state space into narrow manifolds or point attractors, preserving the integrity of the
learning task. For a formal analysis in the open-loop setting, as well as a discussion on the closed-
loop setting, we refer to the Supplementary Material, Section C.

3.2 Optimal policy

The optimal policy of a SME must map a current state of arbitrary dimensiosal?ys = [0; 1]Ns

to an action of arbitrary dimensionalitg 2 RN=. To serve as a rigorous learning target for the

RL agent, it must satisfy three key criteria: (i) exhibit arbitrarily tunable complexity while remain-
ing statistically well-behaved; (ii) maintain full coverage of the action space across the entire state
space, thereby preventing uncontrolled collapse of output complexity; and (iii) guarantee determin-
ism within a speci ¢ environment while ensuring diversity across instantiations.

To satisfy these requirements, we construct the optimal policy S ! A using a specialized
architecture we denote as a Deep Uniform Network (DUN). The network is composed of a sequence
of Uniform Layers, each designed to map a uniform input distributioty (0;1)N» to a uniform
outputv U (0; 1)Nex , whereN;, andN,, denote the number of input and output neurons.

The uniform layer Each layerl performs a non-expanding transformatibn : [0; 1N !
[0; 1New  consisting of an af ne projection followed by a speci ¢ non-linearity. Given an input
vectorx where each elemert U (0;1), we rst compute a pre-activation vectayz = Wx + b.

We employ a custom variance-correcting weight initialization, as standard methods (Glorot & Ben-
gio, 2010; He et al., 2015) fail to account for the speci c variance of d(@; 1) distribution. To
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maximize feature independence, we initialldk as a semi-orthogonal matrix (strictly orthogonal

if Nin = Noyut). W is initialized via QR decomposition of a matrix with i.i.d. standard Gaussian
entries, satisfying Lindeberg's condition with high probability over the random initialization (for
details, we refer to Appendix B.2). Given that the uniformly di%t@uted inputs possess a variance
of Var(x;) = 1=12, we scale the weight matriw/ by a factor of 12 This enforces unit vari-

ance across all pre-activations, &) = 1. Furthermore, givelk[x;] = 0:5, we deterministically
center the pre-activations at zero by setting the bidsto 0:5W 1. By the Central Limit Theo-

rem (CLT), the linear combination converges to a standard normal distributian N (0;1)) as

Ni, grows. Crucially, as demonstrated in the Supplementary Material, Section B, even for small
values ofNj, , this distributional stability is largely preserved, preventing policy collapse. Finally,

to projectz back onto the unit hypercube, we apply the stapdard normgl Cumulative Distribution

Function (CDF),( ), as our activation functiory = ( z) = % 1+ erf p% . According to the

Probability Integral Transform (PIT), transforming a random variabley its continuous CDF,
yieldsY = Fz(Z) U (0;1). Sincez; ! N (0;1) asymptotically, serves as an increasingly
accurate surrogate CDF, and the outguapproache#)(0; 1) marginally asNj, !1

The full network The full policy ? consists of a stack of uniform layers. The depth of the
network allows for complexity control. For the low-complexity regimie € 1), the mapping

yields a near-linear transformation that largely preserves the input topology. Conversely, in the
deep regimel( 1), the composition of successive projection-activation layers induces a highly
non-linear transformation. This leads to a marked decay in structural retention as the number of
layers increases, as displayed in Figure 1.

Figure 1: Topological deformation of the input space as a function of the number of stacked uniform
layers,C -.

This optimal policy function has two key advantages: First, it maintains distributional stability. In
contrast to standard architectures that frequently exhibit policy saturation at the action space bound-
aries, the DUN facilitates a more uniform utilization of the action manifold, ensuring the optimal
policy leverages the entire available control range and preventing a corruption of learning dynamics.
Second, the explicit orthogonalization step minimizes redundant feature learning, ensuring that the
target policy is information-dense. For a thorough formal analysis as well as extended empirical
evaluations, we refer to the Supplementary Material, Section B.

3.3 Reward Formulation and Episode Dynamics

The reward mechanism in SMEs is strictly based on a function of the behavioral deviation between
the agent policy and the optimal policy ?, evaluated at each time step. To decouple the instan-
taneous performance evaluation from the frequency of the reward signal provided to the agent, we
separate the internal step reward calculation from the environmental reward distribution.

Step reward calculation At any given time step, the agent emits an acti@ 2 A . The optimal
action is concurrently determined by the optimal poligy,= ?(s;). We rst compute the base-

line similarity /¢ via the complement of the Mean Absolute Error (MAE) between the two action
vectors,rr = 1 ﬁkat a’ky. This baseline similarity is rescaled and bounded. Because an
averager of 0:75 can be trivially achieved by static, state-independent policies (such as predicting
the center of the action spa@g,= 0:51y, ), we apply a linear transformation that clamps any value
below this threshold to zerd; = max(0;4(rr 0:75)). This ensures the agent is only rewarded
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for meaningful alignment with the optimal policy, de-noising the reward signal. Finally, to intro-
duce controllable reward sparsity, we gate the instantaneous step mwardé minimum reward
thresholdmin , e = ’I‘t 1f A>T min -

Reward distribution and state augmentation While we calculater; internally at every step,

it is not necessarily provided to the agent immediately. To facilitate the independent modulation
of reward distribution frequency, we accumulate the step rewards into a running.g4mThe
environment only dispenses a non-zero rewydo the agent at intervals de ned by a frequency
parametek, or upon episode truncatioR; = r'cym 1f(t mod k=0) _truncateg- FOllOWing a non-zero
payout,rqum is reset to zero. To preserve the Markov property under this delayed reward scheme,
the state observed by the agent is augmented with auxiliary information. In addition to the raw
topological states;, the observation includes the normalized step cosifitwhereT is the episode
length, and the normalized accumulated rewgpd=k. One may further augment the state using

mod k to reduce the agent's representational burden.

Termination and truncation We impose two distinct end-of-episode conditiorifermination

occurs dynamically if the agent's performance degrades beyond an acceptable bound. If the step
rewardr; falls below the survival dif culty thresholdD, the episode ends immediateljruncation

occurs when the agent reaches the prede ned temporal horizon of the envirohmeént,

3.4 Integration

The agent starts in a state randomly sampled from the unit hyper8upe, U([0; 1]V¢). At each
discrete time stefy the agent observes the current state vext@ S = [0; 1]V and executes an ac-
tiona; 2 A =[0;1]N=. The environment simultaneously computes the oracle aefion ?(st),

and computes the rewaR} = f (a;;a]). It then updates the internal state via the transition func-
tion T (st; a). We repeat this procedure until the trajectory is terminated due to insuf cient agent
performance, or truncated due to a given maximum episode length. Consequently, the maximum
achievable return i$ .

3.5 Systematic within- and out-of-distribution evaluation

To evaluate a policy under WD and OOD regimes, we sample states within and beyond the unit
hypercube, which bounds the training state space. We then evaluate the performance of our agents
against the optimal policy based en® To assess OOD performance, we de ne a sequend¢ of
nested hypercube$ centered at = [0:5;:::;0:5] 2 RNs. For an expansion factor 0, we

de ne the expanded state space viathenorm,X = s2 RNs jks ck; 1"7 ,whereXg =

[0; 1]Ns represents the nominal unit hypercube. We partition the OOD space into a set of mutually
exclusive categoriefC, gh -, . A states belongs to then-th OOD category, corresponding to the
interval ( m 1; m], ifand onlyifs 2 X _ nX _ ,. This formulation ensures that each state is
mapped to a unique category based on its maximum axial deviation from the nominal boundaries.
Speci cally, a states is categorized by its expansion le¥e(s) = 2ks ck;  1;it belongs toG,

fFE(S)2(m 1, ml
4 Numeric studies

To demonstrate the empirical utility of our framework, we evaluate three canonical RL algorithms—
Soft Actor-Critic (SAC) (Haarnoja et al., 2018), Twin Delayed Deep Deterministic Policy Gradient
(TD3) (Fujimoto et al., 2018), and Proximal Policy Optimization (PPO) (Schulman et al., 2017)—
across a diverse set of SME con gurations. We select these baselines due to their widespread adop-
tion and to ensure robust algorithmic variety, allowing us to assess our testbed across both on-policy

INote that we employ the MAE instead of the reward as a performance criterion, as the reward is deliberately designed to
provide no signal for large deviations to prevent a noisy reward signal. It therefore does not differentiate bad actions, which
is undesirable for a nal evaluation.
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and off-policy methods, as well as stochastic and deterministic optimization paradigms. We perform
ablations across six task complexity dimensions to isolate environment-induced variations in learn-
ing behavior, and systematically evaluate WD and OOD performance. Importantly, the primary
objective of the numeric studies conducted in this paper is explicitly not to yield novel empirical
discoveries. Instead, they serve a dual purpose: to showcase examples of the diverse experimen-
tal con gurations, analyses, and insights enabled by SMEs, and to provide rigorous veri cation.
By con rming that these con gurations produce sound learning dynamics under which established
algorithms behave as expected, we establish that the environment functions as intended. For hyper-
parameters, we used the standard speci cation from thesS=BASELINES3 library (Raf n et al.,

2024). We seff = 100. We conducted 400 evaluations, evenly spaced throughout the training
procedure. Each evaluation consisted of ve trajectories, with the agent's nal score computed as
the average return across these runs.

Ablations. We de ne a default speci cation, comprisings = 8 state channels and, = 4

action channels, reward distribution intenkal= 1, minimal distributed step rewand,, = 0,

optimal policy complexityC - = 1, and survival difculty D = 0. Based on this default, we
compute ablations across different environmental characteristics. Figure 2 displays our ndings. As
in Schaul et al. (2015), we report median performance and interquartile ranges, which provide robust
measures resistant to outlier seeds. We provide an enlarged variant of Figure 2 in the Supplementary
Material, Section E.

Figure 2: Ablations for PPO, SAC and TD3 across different task con gurations D¥eseeds.
Curves indicate median evaluation performance, smoothedld@vpoints. Shaded areas indicate
interquartile ranges.

Our ndings reveal that the evaluated algorithms exhibit distinct sensitivities to the modulation of
environmental characteristics. Speci cally, PPO handles large reward distribution intervals better
than TD3 and SAC. This divergence is expected, as PPO's use of Generalized Advantage Estimation
allows it to robustly assign credit over extended horizons. Conversely, we nd that PPO is more
susceptible to larger minimum rewards, while SAC displays the highest robustness to expansive
state and action spaces. Finally, TD3 performs exceptionally well in simpler settings—likely due to
the high sample ef ciency of deterministic updates—but its performance deteriorates most rapidly as
dimensionality increases.

Evaluation. For each trial, we performed comprehensive WD and OOD evaluations. We evaluate
the agent performance acrdg3000states within six disjoint regions, de ned by the unit hypercube

Figure 3. This experiment employed the standard con guration across three levels of optimal policy
complexityC -, yet withNg = N, = 2 for intuitive visualization. Full evaluation results for all
trials from the ablation study are displayed in Appendix A, Figure 4.



Reinforcement Learning Journal 2026

Figure 3: Evaluation performance during training (column 1) and nal within-distribution and out-
of-distribution performance for PPO, SAC and TD3 across different complexities of the optimal
policy the agent seeks to mirro€ (>, columns 2-4). Performance is de ned as the complement of
the mean average error between action and optimal astioStates withinR?(0; 1) are within-
distribution. States beyond the unit square are out-of-distribution. SD = State Dimension.

Our ndings reveal that performance decays with distance to the training manifold. Across all exper-
iments, we nd an average decreaseb$8% (SD = 1:90) in the OO0y ,q¢, Setting compared to

the WD condition, which increases t&al0% (SD = 4:70) in the OOLy; 1000, Setting. We further
observe a positive association between WD performance and the extent of performance decrease
when moving OOD across all experimentes(WD; WD  OODg; 100%) = 0 :66.

5 Discussion

Limitations The core advantage of SMEs—their exact analytical tractability—necessitates specic
structural trade-offs. To guarantee precise monitoring and distributional stability, the framework
relies on measure-preserving mappings. Consequently, SMEs are designed to evaluate fundamental
learning dynamics rather than to simulate extreme topological irregularities, such as discontinuous
dynamics, severe bottlenecks, or heavy-tailed distributions encountered in some real-world domains.
Additionally, because the measure preservation of the DUN relies on the CLT, exact preservation
is marginally relaxed in low-dimensional spaces. However, as demonstrated in the Supplementary
Material, Section B, the policy does not collapse, ensuring that the integrity of the learning task
remains uncorrupted. Finally, because the optimal policy may naturally saturate in far-OOD regions,
OOD metrics should be interpreted thoughtfully when evaluating agents that employ strict action
clipping, particularly prior to convergence.

Future directions The experiments showcased in this work represent only a fraction of the po-
tential applications for SMEs. A particularly promising direction is of ine RL, where the ability

to precisely control dataset quality offers signi cant potential for granular analytical insights. We
provide an exemplary of ine RL experiment demonstrating these diagnostic bene ts in the Sup-
plementary Material, Section D. Beyond of ine learning, the unique mathematical and structural
properties of SMEs open several exciting avenues for future research across domains such as con-
tinual and non-stationary learning, safe RL, and representation learning.

Conclusion In this work, we proposed SMEs, a novel class of continuous control benchmarks de-
signed to bridge the gap between analytically tractable toy problems and complex, high-dimensional
tasks. We detailed the theoretical foundations of the environment's transition kernel and DUN-
driven optimal policies, and empirically demonstrated their distinct advantages. By providing com-
plete parametric con gurability, ground-truth access to the optimal policy, and mathematically pre-
cise state space boundaries enabling rigorous WD and OOD evaluation, SMEs offer a standardized
testbed for a comprehensive analysis of learning dynamics and dif culty factors. We hope that
this framework will be of signi cant use in future research, equipping the RL community with the
diagnostic tools necessary to meticulously monitor, analyze, and ultimately improve RL algorithms.






