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Summary
In this work we address the problem of training a Reinforcement Learning agent to follow

multiple temporally-extended instructions expressed in Linear Temporal Logic in sub-symbolic
environments. Previous multi-task work has mostly relied on knowledge of the mapping be-
tween raw observations and symbols appearing in the formulae. We drop this unrealistic as-
sumption by jointly training a multi-task policy and a symbol grounder with the same expe-
rience. The symbol grounder is trained only from raw observations and sparse rewards via
Neural Reward Machines in a semi-supervised fashion. Experiments on vision-based envi-
ronments show that our method achieves performance comparable to using the true symbol
grounding and significantly outperforms the only other previous method for multi-task learn-
ing that does not assume knowledge of the true symbol grounding.

Contribution(s)
1. We propose a method to jointly learn a multi-task policy and a symbol grounder by exploit-

ing the indirect supervision provided by the environment.
Context: Previous work has mostly explored learning the symbol grounding while solving
single tasks (Dewidar & Umili, 2025) and learning multi-task policies with known sym-
bol grounding (Vaezipoor et al., 2021). While Kuo et al. (2020) has proposed a method
for multi-task learning without symbol grounding knowledge, new advances in transferable
task encodings (Vaezipoor et al., 2021) and symbol grounding (Dewidar & Umili, 2025)
motivate the study of novel methods that leverage them. We base our method on Neu-
ral Reward Machines (Dewidar & Umili, 2025), which solve a Semi-Supervised Symbol
Grounding (SSSG) by providing indirect supervision to the symbol grounder based on the
structure of the LTL formula.

2. We empirically show that our method achieves training and zero-shot transfer performances
that are close to the upper bound of knowing the true labeling function and outperform the
only existing method that learns multi-task policies without assuming knowledge of the true
symbol grounding (Kuo et al., 2020).
Context: Similarly to existing work in multi-task RL with temporal specifications
(Vaezipoor et al., 2021; Kuo et al., 2020; Jackermeier & Abate, 2025), we perform exper-
iments in two visual environments: a discrete Minecraft-like grid-world and a continuous
navigation environment. In each environment, we consider two classes of task distributions,
one requiring the agent to trigger multiple parallel sequences of events, and another requir-
ing it to complete specific sequences while avoiding a particular event.
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Abstract

In this work we address the problem of training a Reinforcement Learning agent to
follow multiple temporally-extended instructions expressed in Linear Temporal Logic
in sub-symbolic environments. Previous multi-task work has mostly relied on knowl-
edge of the mapping between raw observations and symbols appearing in the formulae.
We drop this unrealistic assumption by jointly training a multi-task policy and a sym-
bol grounder with the same experience. The symbol grounder is trained only from
raw observations and sparse rewards via Neural Reward Machines in a semi-supervised
fashion. Experiments on vision-based environments show that our method achieves per-
formance comparable to using the true symbol grounding and significantly outperforms
the only other previous method for multi-task learning that does not assume knowledge
of the true symbol grounding.

1 Introduction

Creating agents that can follow a vast set of instructions rather than solving only a specific task has
been a central goal in Reinforcement Learning (RL) (Zhu et al., 2023). Formal languages such as
Linear Temporal Logic (LTL) (Pnueli, 1977) are widely adopted to specify such tasks because of
their unambiguous semantics and compositional syntax (De Giacomo et al., 2019). LTL instructions
are built from atomic propositions, or symbols, representing relevant features of the environment.
These propositions are combined through logical and temporal operators to express temporally ex-
tended tasks. For example, symbols in an office environment might represent being at the coffee
machine, a mail pickup site or a specific desk. A basic temporally-extended task might then be
(informally), “pick up the mail and coffee in this order and bring them to my desk”. However, if the
agent is equipped with only raw sensory equipment, such as a video camera, it must first identify the
relevant office locations from its observations before reasoning about the instruction it received. In
general, interpreting an LTL instruction requires knowledge of both LTL semantics and a mapping
from observations to symbolic interpretations, known as symbol grounding.

We can expect many real-world domains like the example above to not provide access to the true
symbol grounding. These are known as sub-symbolic environments. Learning a multi-task policy
in sub-symbolic environments requires the agent to simultaneously learn: (i) a policy that captures
the semantics of LTL operators; (ii) a symbol grounder connecting observations to propositions.
While learning multi-task policies using the true symbol grounder has been explored in previous
works, the more realistic setting is rarely treated due to the compounding complexity of the two
learning problems. To the best of our knowledge, only Kuo et al. (2020) treat this combined problem
with an approach that is substantially different from other multi-task work (Vaezipoor et al., 2021;
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Jackermeier & Abate, 2025). As shown by our experiments, this method is vulnerable to long
formulae and performs significantly worse than the upper bound of a known symbol grounding.

Here we address these two challenges together and propose a method to learn multi-task policies that
generalize to unseen instructions in sub-symbolic environments. Our method builds on Neural Re-
ward Machines (NRMs) (Umili et al., 2024), which were previously only applicable to single tasks
in isolation, to jointly learn a multi-task policy and a symbol grounder using the same experience.
NRMs frame the problem as a Semi-Supervised Symbol Grounding (SSSG) task to provide indirect
supervision to the symbol grounder based on the structure of the LTL formulae. The resulting agent
can follow LTL instructions by tracking the task progression directly from raw observations. Our
experiments show that, while NRMs are known to struggle with sparse rewards in single-task set-
tings, training on multiple tasks provides a sufficient learning signal for NRMs to correctly infer the
symbol grounding. We use the state-of-the-art method LTL2Action (Vaezipoor et al., 2021) to con-
dition the policy on task progression information. Our approach is however not tied to the specifics
of LTL2Action and can be combined with any transferable task progression encoding.

We study the convergence and zero-shot generalization power of our method on a Minecraft-like
discrete environment and a continuous navigation environment. Our method shows little to no loss in
performance with respect to using the true labeling function. Our method also improves significantly
over Kuo et al. (2020), the only previous method for multi-task RL in sub-symbolic environments.

The main contributions of our work are then:

• a neurosymbolic architecture designed for jointly learning a multi-task policy and a symbol
grounder module1, which is trained using only the symbolic specification of the task (the LTL
formula) and trajectories collected in the environment, without access to the labeling function;

• an empirical evaluation in visual environments of both training and zero-shot-transfer perfor-
mances of the proposed method against the upper bound of knowing the true labeling function
and the only multi-task baseline with unknown symbol grounding.

2 Background

Notation We consider sequential data in both symbolic and sub-symbolic form. Symbolic se-
quences, also called traces, consist of symbols σ drawn from a finite alphabet Σ. Sequences are
denoted in bold, e.g. σ = (σ(1), σ(2), . . .). We denote the empty sequence with ϵ. Each symbolic
variable can be grounded either categorically or probabilistically. In the categorical case, each el-
ement is assigned a symbol σ(i) ∈ Σ. In the probabilistic case, it is associated with a distribution
over Σ, represented by a vector σ̃(i) ∈ ∆(Σ), where

∆(Σ) =

σ̃ ∈ R|Σ|

∣∣∣∣∣∣ σ̃j ≥ 0,

|Σ|∑
j=1

σ̃j = 1

 .

Superscripts denote time steps and subscripts vector components; for example, σ̃(i)
j is the j-th com-

ponent at time step i. Accordingly, σ denotes a categorically grounded sequence, while σ̃ denotes
a probabilistically grounded one. Finally, when approximating a function f with a parametrized
model, we denote by f the ground-truth function and by fθ its learnable approximation.

LTL Linear Temporal Logic (LTL) (Pnueli, 1977) extends propositional logic with temporal op-
erators to specify properties over time. Given a set of propositions P , the syntax of an LTL formula
φ is

φ := ⊤ | ⊥ | p | ¬φ | φ1 ∧ φ2 | Xφ | φ1Uφ2, (1)

where p ∈ P . Here, ⊤ and ⊥ denote truth values, while X (next) and U (until) are temporal
operators. Derived operators include Fφ ≡ ⊤Uφ (eventually) and Gφ ≡ ¬F(¬φ) (globally). We

1We provide the source code at https://github.com/KRLGroup/SymGroundMultiTask
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refer to Pnueli (1977) for formal semantics. An LTL formula is interpreted over an infinite trace σ =
(σ(0), σ(1), . . .), where σ(t) ∈ 2P denotes the interpretation at time t, namely the set of propositions
that are true at that time. We write σ ⊨ φ when the trace σ satisfies φ. When propositions in P
are mutually exclusive, exactly one proposition holds at each time step, i.e., σ(t) ∈ P ; this is the so-
called Declare assumption (De Giacomo et al., 2014), which we adopt in this work. This assumption
lets us formulate the symbol grounding problem as a classification problem with |P | classes. This is
without loss of generality, since subsets of propositions can be encoded as propositions belonging to
a new alphabet P ′ = 2P . Moreover, it has no impact on the baseline considered in our experiments
(Kuo et al., 2020), whose architecture directly learns latent representations of observation sequences
and formulas rather than explicitly predicting interpretations. Finally, we focus on co-safe LTL
formulae (Kupferman & Vardi, 1999), that is, formulae whose satisfaction can be determined from
a finite prefix of the trace.

LTL Progression The progression algorithm (Bacchus & Kabanza, 1996; 2000) rewrites an LTL
formula according to the current interpretation, yielding a formula that captures the remaining tem-
poral requirements. Given an LTL formula φ and the interpretation σ(i) ∈ 2P at time i, the progres-
sion of φ through σ(i), denoted by prog(σ(i), φ), is defined as:

prog(σ(i), p) =

{
⊤ if p ∈ σ(i)

⊥ otherwise
p ∈ P

prog(σ(i),¬φ) = ¬prog(σ(i), φ)

prog(σ(i), φ1 ∧ φ2) = prog(σ(i), φ1) ∧ prog(σ(i), φ2)

prog(σ(i),Xφ) = φ

prog(σ(i), φ1Uφ2) = prog(σ(i), φ2) ∨
(
prog(σ(i), φ1) ∧ (φ1Uφ2)

)
.

Moore Machines A Moore machine M = (P,Q,O, q0, δ, λ) consists of a finite input alpha-
bet P , states Q, output symbols O, an initial state q0 ∈ Q, a transition function δ : Q × P →
Q, and an output function λ : Q → O. For a finite input trace σ = (σ(0), . . . , σ(n)),
the extended transition δ∗ : Q × P ∗ → Q is defined recursively as δ∗(q, ϵ) = q and
δ∗(q, σ1 . . . σn) = δ(δ∗(q, σ1 . . . σn−1), σn). The output sequence produced by M is λ(σ) =
(λ(q0), λ(q1), . . . , λ(qn)), with qt = δ∗(q0, σ

(0) . . . σ(t−1)), t ≥ 1.

Non-Markovian Reinforcement Learning In reinforcement learning, agent-environment inter-
action is commonly modeled as a Markov Decision Process (MDP) (Sutton & Barto, 2018), defined
by the tuple (S,A, t, r, γ), where S is the set of states, A the set of actions, t : S × A× S → [0, 1]
the transition function, r : S × A → R the reward function, and γ ∈ [0, 1] the discount factor.
A policy π : S → A maps states to actions, while the value function V π(s) denotes the expected
discounted return obtained by following π from state s. The goal of the RL agent is to learn the
optimal policy π∗ providing maximum value. Standard MDPs assume Markovian transitions and
rewards, i.e., dependence only on the current state. However, many real-world problems violate
this assumption (Littman et al., 2017). In a non-Markovian decision process, the reward function
r : (S × A)∗ → R, the transition function t : (S × A)∗ × S → [0, 1], or both may depend
on the interaction history. In this work, we focus on Non-Markovian Reward Decision Processes
(NMRDPs) (Bacchus et al., 1996), where non-Markovianity arises solely from the reward function.
Learning optimal policies in NMRDPs is challenging, as rewards may depend on the entire sequence
of past state–action pairs, making standard RL methods inapplicable. To address this issue, many
approaches construct an augmented Markovian state representation by monitoring the goal through
a labeling function L : S → P , which maps environment states to propositional symbols. The
resulting labeled traces are used to track task progress, for example via LTL formula progression
(Toro Icarte et al., 2018; Vaezipoor et al., 2021) or equivalent automata-based representations such
as Moore machines (Camacho et al., 2019; De Giacomo et al., 2019).
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(a) Minecraft-Like Environment (b) Task’s Moore machine

Figure 1: Environment visualization and Moore machine corresponding to the task ¬lava U (egg ∧
(¬lava U (pick ∧ (¬lava U door)))), which is the (co-safe) task of following the sequence egg →
pick → door without traversing lava in the meanwhile. In blue is represented a trace of execution
leading to success, while in red a trace of execution leading to failure.

Example: Image-Based Minecraft-Like Environment Consider the grid-world in Figure 1a
containing a pickaxe, an egg, an apple, a door, and a lava cell. The task is to reach the egg, the
pickaxe, and the door in this order while avoiding lava, expressed as the co-safe LTL formula
¬lava U (egg ∧ (¬lava U (pick ∧ (¬lava U door)))). This formula can be converted into the
Moore machine M shown in Figure 1b, with P = {pickaxe, apple, door, egg, lava}. Each symbol is
true when the agent is on the corresponding cell and false otherwise. The agent observes at each step
the current state s ∈ S, given as an image of the grid-world. This representation is non-Markovian,
as the current image reveals only the agent’s present location and not which items or cells have been
visited previously, nor the current state of the Moore machine.

3 Related Work

Reinforcement Learning with Temporal Specifications Temporal logic formalisms are often
used in reinforcement learning with non-Markovian rewards to define temporally-extended goals
and constraints. Popular choices are Linear Temporal Logic (LTL) (Pnueli, 1977) and its variant
evaluated on finite traces, LTLf (De Giacomo & Vardi, 2013). These make it possible to recover
the Markovian property by conditioning the policy on the state of an automaton constructed from
the formula. Examples include Restraining Bolts (De Giacomo et al., 2019; 2020) and Reward
Machines (Toro Icarte et al., 2022; Camacho et al., 2019; Icarte et al., 2018). These methods can
only learn a single task or a fixed set of tasks and assume perfect knowledge of the labeling function.

Reinforcement Learning without Perfect Labeling Several methods have considered a noisy
or imperfect labeling function (Li et al., 2022; Cai et al., 2021; Verginis et al., 2023) but without
attempting to learn the symbol grounder itself. Umili et al. (2024) introduced Neural Reward Ma-
chines (NRMs), which allow to learn the symbol grounder directly from sequences of observations
and rewards without any access to the true labeling function. If the task dynamics is unknown, NRMs
can also learn the reward machine’s transition and reward functions (Dewidar & Umili, 2025). These
can still only learn single tasks or fixed sets of tasks.

Multi-Task Reinforcement Learning A popular approach to learning multi-task policies is de-
composing specifications into subtasks solved individually, both with LTL formulae (León et al.,
2021; 2022; Araki et al., 2021; Liu et al., 2024) and with other specifications (Andreas et al., 2017;
Xu et al., 2018; Oh et al., 2017; Sohn et al., 2019). However, despite enabling generalization to
new tasks, decomposition can result in suboptimal solutions due to uncoordinated subtask policies.
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Toro Icarte et al. (2018) applied LTL progression (Bacchus & Kabanza, 2000) to the problem, to
dynamically update the LTL formula as the agent progresses in the task. Their algorithm provably
converges to the optimal multi-task policy but does not generalize to unseen tasks. LTL2Action
(Vaezipoor et al., 2021) combines LTL progression and Graph Neural Networks to encode the pro-
gressed formula, enabling generalization to new tasks. They also employ environment-agnostic pre-
training of the formula encoder, boosting performance significantly. Fanti et al. (2024) explored a
non-learned transferable encoding of reward machine states based on semantic similarity, obtaining
mixed results. Jackermeier & Abate (2025) introduced a representation for LTL formulae based on
reach-avoid sequences of truth assignments, allowing to learn multi-task policies on infinite-horizon
tasks. Kuo et al. (2020) is the only existing work that learns multi-task policies that can generalize to
new tasks and doesn’t require knowledge of the symbol grounding. This method combines learned
sub-networks into task-specific networks by following the syntactic structure of the LTL formula.
More specifically, the method trains a recurrent network module for each proposition and LTL op-
erator and then combines them into a tree where each node feeds the previous state of its recurrent
network to its children and the next state to its parent. This is a radically different approach with
respect to more recent multi-task methods, which instead use single encoder modules to directly
condition the policy on task progression information represented as a sequence or graph (Vaezipoor
et al., 2021; Jackermeier & Abate, 2025). Nonetheless, we compare to this method in our experi-
ments since it is the only one tackling our same problem setting of learning multi-task policies with
unknown symbol grounding.

4 Method

4.1 Problem Setting and Objectives

We consider the problem of generalizing across temporal tasks expressed in LTL in sub-symbolic
environments where the labeling function is unknown. Let M = (S,A, t, γ) be a reward-free MDP,
let φ be a co-safe LTL formula over a set of propositions P , and let L : S → P be a labeling function.
For each task specification φ, we define the corresponding NMRDP Mφ = (S,A, t, rφ, γ), where
rφ provides a three-valued non-Markovian reward signal:

rφ(s0, a0, · · · , st, at) =



1 if ⟨L(s0), · · · , L(st)⟩ is
a good prefix for φ

−1 if ⟨L(s0), · · · , L(st)⟩ is
a bad prefix for φ

0 otherwise

(2)

Where a good prefix is a trace that guarantees satisfaction and a bad prefix is a trace that guaran-
tees falsification (Kupferman & Vardi, 1999). In these cases, we also terminate the episode. This
corresponds to the LTL3 semantics (Bauer et al., 2011), providing minimal feedback sufficient to
convey the task. Denser rewards could be derived via subtask potentials (Toro Icarte et al., 2022;
Umili et al., 2024), but are omitted here to test a general scenario. Let Φtrain and Φtest be the
training and test formula sets, with corresponding environment sets Etrain = {Mφ | φ ∈ Φtrain}
and Etest = {Mφ | φ ∈ Φtest}. Transfer occurs to environments with different temporal tasks
but identical perception complexity and dynamics. We assume access to the initial task φ during
training or testing on Mφ but not to L. The goal is to leverage the syntactic and semantic structure
of training tasks and trajectories to learn a non-Markovian policy π : H → A, with H the set of all
trajectories ⟨s0, a0, . . . , st, at⟩, that can transfer to unseen tasks without retraining.

4.2 Symbolic Multi-Task RL over LTL

For clarity, we first assume that the labeling function L is known and introduce policy learning in
the symbolic setting. Learning L itself is addressed in Section 4.4.
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Figure 2: (a) Unfolded computational graph of the grounder training through the LTL task’s Neural
Reward Machine, employing backpropagation through time. q̃(0) is the initial state of the NRM and
q̃(t) denotes the predicted state at the start of step t. (b) Overview of the RL framework. (c) The
LTL goal represented as a formula and as the corresponding graph derived from its AST.

Among symbolic methods, progression-based approaches (Toro Icarte et al., 2018; Vaezipoor et al.,
2021) have proven particularly effective for multi-task RL with temporal goals. Toro Icarte et al.
(2018) proposed updating the LTL goal at each step t using the current truth assignment L(s(t))
through LTL progression, simplifying satisfied parts while keeping those yet to be satisfied. Aug-
menting the state with the progressed formula provides a Markovian state representation: a trajec-
tory h = ⟨s(0), a(0), . . . , s(t), a(t)⟩ can be represented by the augmented state s′ = (s(t), φ(t)) ∈
S × LLTL(P ), where P is the set of propositions and LLTL(P ) is the set of all LTL formulae over
P (Toro Icarte et al., 2018). Formally π(s(0), a(0), . . . , s(t), a(t)) = π(s(t), φ(t)), with

φ(t) =

{
φ t = 0

prog(L(s(t)), φ(t−1)) t > 0
,

Example: LTL monitoring in the Minecraft-Like Environment In Figure 1, the original task
φ = φ(0) = ¬lava U (egg ∧ (¬lava U (pick ∧ (¬lava U door)))) progresses whenever the agent
reaches a relevant item. For example, reaching the egg (the first target) moves the Moore machine
from state 0 to state 1, equivalent to progressing the formula from φ(0) = ¬lavaU (egg ∧ (¬lavaU
(pick ∧ (¬lava U door)))) to φ(1) = ¬lava U (pick ∧ (¬lava U door)). Figure 1b shows, for each
automaton state, the corresponding progressed formula and the reward received upon reaching it.

4.3 System Overview

Building on these theoretical insights, we design the architecture shown in Figure 2b. It consists of
four modules, each implemented as a neural network:

• The grounder module: approximates the unknown labeling function L by mapping raw observa-
tions to symbols, Lθ : S → ∆(P ).

• The environment feature module: encodes observations into feature vectors, f img
θ : S → Rn,

where n denotes the feature dimension.

• The LTL module: encodes the progressed task formula φ(t), t ≥ 0, as a feature vector, fLTL
θ :

LLTL(P ) → Rm, where m is the dimension of the LTL feature space.

• The RL module: receives the concatenated feature vectors f img
θ (s(t)) and fLTL

θ (φ(t)) as input
and learns both a policy πθ : Rn+m → ∆(A) and a value function Vθ : Rn+m → R.

At each step, the current observation s(t) is processed by both the environment and grounder mod-
ules. The environment module encodes the feature vector f img

θ (s(t)), while the grounder module
predicts the most likely symbol p = argmaxLθ(s

(t)). This symbol is used to progress the task
formula from φ(t−1) to φ(t), which the LTL module encodes as the feature vector fLTL

θ (φ(t)). The
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two feature vectors are then concatenated and processed by the RL module to select the next ac-
tion. This pipeline closely resembles that of LTL2Action (Vaezipoor et al., 2021), with one key
difference: in our system, all modules are trainable, whereas in LTL2Action the grounding function
is known a priori. Our grounder module is trained alongside the other modules and is imperfect,
especially early in training. As a result, errors in symbol grounding propagate to the progressed for-
mula φ(t) on which the policy relies when selecting actions. The RL and environment modules are
trained end-to-end with the RL loss, while the grounder and LTL modules have separate objectives
described in the next sections.

4.4 Grounder Training

The grounder module is a neural network classifier that cannot be trained via standard supervised
learning, as explicit labels for each observation are unavailable, nor fully end-to-end with Deep RL,
since LTL progression can’t be applied with probabilistic symbol predictions. Instead, the agent
learns the grounding indirectly from the environment through sequences of rewards and observed
states. This setting falls under Semi-Supervised Symbol Grounding (SSSG) (Manhaeve et al., 2018;
Badreddine et al., 2022; Umili et al., 2023), where the goal is to map raw observations to symbolic
representations using limited or indirect supervision. In this work, we leverage Neural Reward
Machines (NRMs) (Umili et al., 2024) to perform semi-supervised knowledge injection for learning
the labeling function. Crucially, instead of only using NRMs for single isolated tasks as in previous
work, we apply them to the more complex multi-task setting. This allows us to drop the assumption
of known symbol grounding, prevalent in the multi-task literature, and mitigate known problems of
NRMs in sparse reward settings (Umili et al., 2024), as shown later in our experiments.

Neural Reward Machines NRMs are a probabilistic extension of Reward Machines (RMs)
(Toro Icarte et al., 2022) that model non-Markovian rewards via an automata-based structure, while
incorporating uncertainty in transitions, rewards, and symbol grounding. Formally, an NRM is a
Probabilistic Moore machine with a probabilistic symbol grounding function mapping environment
states to symbols and interpreting output symbols as rewards.

A Neural Reward Machine (NRM) is a tuple ⟨S, P,Q,R, µ, T ,R, L⟩, where S is the set of envi-
ronment states, P a finite symbol set, Q the machine states, R the rewards, µ ∈ ∆(Q) the initial
state distribution, T [p, q, q′] the transition probability from q to q′ on symbol p, R[q, r] the reward
probability for r in state q, and L : S → ∆(P ) the probabilistic grounding function.

Both the machine state q̃(t) ∈ ∆(Q) and output r̃(t) ∈ ∆(R) are stochastic, and NRMs generalize
further by allowing the input p̃(t) ∈ ∆(P ) to be probabilistic. Following Umili et al. (2024), the
parametrized model can be implemented as a neural network:

µ = softmax(θµ/τ), T = softmax(θT /τ)

R = softmax(θR/τ), p̃(t) = Lθ(s
(t))

q̃(t) =

{
µ t = 0∑

j p̃
(t)[j] (q̃(t−1) · T [j]) t > 0

, r̃(t) = q̃(t) · R
(3)

Figure 2a illustrates the NRM. The grounding function Lθ can be any neural network outputting
a probability over P . The parameters θµ, θT , and θR define the initial state, task transitions, and
rewards. In our setting, we initialize these parameters to encode the task φ for each environment
Mφ, and train only the grounder Lθ using observed sequences of states and rewards.

4.4.1 From LTL formulae to Moore Machines

So far, we expressed tasks as LTL formulae interpreted under LTL3 semantics (Bauer et al., 2011).
We now derive an equivalent Moore machine representation whose outputs indicate whether the
current trace has permanently violated (−1), can still evolve (0), or has permanently satisfied (+1)
the specification.
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Co-safe LTL formulae can be translated into DFAs recognizing their good prefixes (Kupferman &
Vardi, 1999). To compute the reward function, we must also identify the bad prefixes, namely
sequences that cannot be extended into a satisfying trace. These correspond to non-final states from
which no accepting state is reachable, commonly referred to as dead states. They can be computed
as the complement of live states, i.e., states from which a final state is reachable.

Let ⟨Q,P, δ, q0, F ⟩ denote the DFA recognizing the good prefixes of φ, with F and D denoting its
final and dead states respectively. The corresponding Moore machine is ⟨P,Q,O, q0, δ, λ⟩ where
O = {1, 0,−1} and

λ(q) =


1 q ∈ F

−1 q ∈ D

0 otherwise
.

4.4.2 Learning with NRMs

NRMs provide a differentiable implementation of automata, enabling backpropagation to the
grounder module. Unlike Umili et al. (2024), we employ multiple NRMs, each representing a
different training task through its own Moore machine while sharing the same grounder. Grounder
training consists of two phases: data collection and update. During collection, RL interactions are
stored as state and reward sequences s = ⟨s(0), . . . , s(t)⟩ and r = ⟨r(0), . . . , r(t)⟩, together with the
task formulae φ, allowing data collection without additional simulations.

As noted in Umili et al. (2024), episodes with only zero rewards provide little supervision and
exacerbate the reasoning shortcuts problem (Marconato et al., 2025), which is common in NeSy
predictors for SSSG: when symbolic knowledge is underspecified, multiple symbol mappings may
satisfy the same structure, leading to unintended solutions. While Umili et al. (2024) addresses
this issue using dense, potential-based rewards, in our training setup we eliminate the reliance on
dense rewards by exploiting the structure induced by multiple training tasks. To further improve
data efficiency, we store only episodes with at least one non-zero reward, or zero-reward episodes in
which LTL progression reaches ⊤ or ⊥, indicating incorrect symbol predictions.

In the update phase, each sampled episode’s task φ is converted into a Moore machine and is used
to initialize an NRM, denoted by NRMφ. The shared grounder is trained by retracing the episodes
through the NRM and minimizing the cross-entropy between predicted rewards r̃ = NRMφ(s) and
ground-truth rewards r:

L(s, r) = cross-entropy(r̃, r).

Thanks to the differentiability of NRMs, gradients are propagated through time providing a super-
vision signal to the grounder.

4.5 LTL Module

The final module of our system is the LTL module, which learns an embedding of task formulae
and their progressions. In Vaezipoor et al. (2021), Graph Neural Networks (GNNs) proved most
effective, with two training schemes: 1) end-to-end training with RL and environment modules, and
2) pretraining via LTL-Bootcamp followed by end-to-end training.

In LTL-Bootcamp, the LTL and RL modules are trained on a simple sequence-generation task where
actions correspond to formula symbols (A = P ) and the selected symbol is directly observed by the
agent. Pretraining imbues the LTL module with task semantics before environment interaction. We
tested both schemes from Vaezipoor et al. (2021) and a third variant using only the bootcamp. The
latter was most effective in our sub-symbolic setup, because a fixed LTL module stabilizes learning
in the presence of the uncertain grounder. More details can be found in Appendix A.4.

For architecture, we used a Relational Graph Convolutional Network (R-GCN) built from the for-
mula’s Abstract Syntax Tree (AST), with nodes for propositional symbols, logical connectives, or
temporal operators, as in Vaezipoor et al. (2021) (Figure 2c).
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5 Experiments

We investigate the effectiveness of our approach by comparing it against the one proposed by Kuo
et al. (2020), which serves as our baseline. This method learns a set of sub-networks, one for
each proposition and LTL operator, and combines them to form task-specific networks. While this
approach differs substantially from more recent multi-task methods (Vaezipoor et al., 2021; Jacker-
meier & Abate, 2025), to the best of our knowledge it is the only previous method for multi-task
RL that assumes no knowledge of the labeling function and operates on image observations. For
completeness, we also compare against the upper bound of our method, which replaces NRMs with
the true symbol grounding. In our case, this is equivalent to the original LTL2Action (Vaezipoor
et al., 2021). We compare these methods on two environments, a discrete Minecraft-like environ-
ment and a continuous FlatWorld environment. We train using Proximal Policy Optimization (PPO)
(Schulman et al., 2017) on two different sets of formulae, similar to Vaezipoor et al. (2021). Hyper-
parameters are reported in Table in Appendix A.3. We evaluate the zero-shot transfer both to unseen
formulae from training distributions and to more complex formulae.

Environments The Minecraft-like environment is a simple discrete grid-world with 4-way move-
ment actions that contains a variety of items. Each primitive symbol in this environment corresponds
to visiting the cell in which a specific item resides. Although similar to the Minecraft Gridworld en-
vironment from Umili et al. (2024), we use a bigger grid, and the layout of items in the grid-world
is randomly sampled at every episode instead of being fixed. In fact, a fixed layout would make
learning the symbol grounding as trivial as recognizing one image for each symbol. We note that
this also makes the policy itself harder to learn, as the agent cannot rely on a symbol always being
associated with a fixed location. The FlatWorld environment (Voloshin et al., 2023) is a continuous
2D plane with continuous movement actions, where primitive symbols correspond to colored circu-
lar zones. The placement of the zones is randomly sampled at every episode. Differently to other
works, we make sure the zones do not overlap, as to maintain the Declare assumption. More details
are provided in Appendix A.2.

Tasks Similar to Vaezipoor et al. (2021), we train on two kinds of formulae: Partially-Ordered
tasks, which are conjunctions of sequences that can be executed in parallel, and Global Avoidance
tasks, which additionally require avoiding a certain atom for the entire task duration. The automata
are required only for training and since translating formulae into automata is too computationally
expensive to be done during training, we use a fixed training set of 10.000 formulae whose au-
tomata are precomputed. The generalization tasks employ either more sequences (+conj.) or longer
sequences (+dep.). More details are provided in Appendix A.1.

5.1 Results

5.1.1 Minecraft-like Environment

Figures 3a and 3b report the training curves of the considered methods and the convergence curve
for the grounder accuracy, while Table 1 reports the final evaluation on both the training formulae
and the zero-shot generalization to more complex, unseen formulae.

Overall, our method shows both faster and more stable convergence and significantly higher perfor-
mances with respect to the baseline, both in terms of success rate and steps needed to solve each
formula. In particular, we note that our tasks are composed of much longer sequences with respect
to the tasks considered in Kuo et al. (2020), highlighting how a compositional approach is much
more vulnerable to longer tasks. Despite having to learn the symbol grounding online in addition to
the policy, our method shows convergence which is very close to the upper bound of training with a
known grounder. The same is true for zero-shot generalization to more complex formulae.

The grounder module itself consistently converges within 1 million frames (5% of a full training
run). We observe that the grounder shows faster and more consistent convergence on global avoid-



Reinforcement Learning Journal 2026

(a) Partially-Ordered tasks (Minecraft-like Env.)
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(b) Global Avoidance tasks (Minecraft-like Env.)
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(c) Partially-Ordered tasks (FlatWorld Env.)
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(d) Global Avoidance tasks (FlatWorld Env.)
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Our Method Baseline LTL2Action

Figure 3: Comparison between our method (in blue), the baseline (in orange) and LTL2Action (i.e.
known symbol grounding) (in green). We report the evolution of the discounted return and, for our
method, the grounder accuracy (averaged over 5 seeds, with std error bands).

Table 1: Average total return and average discounted return (in parentheses) of the RL agents on the
Minecraft-like environment (averaged over 5 seeds and 1000 episodes per seed).

Partially-Ordered (Minecraft-like)

Our Method Baseline Upper Bound

Base 1.000 (0.488) 0.951 (0.170) 1.000 (0.486)
+dep. 0.999 (0.039) 0.430 (0.001) 0.999 (0.038)
+conj. 1.000 (0.194) 0.842 (0.048) 1.000 (0.194)

Global Avoidance (Minecraft-like)

Our Method Baseline Upper Bound

Base 0.990 (0.680) 0.031 (0.022) 0.992 (0.682)
+dep. 0.767 (0.223) -0.016 (-0.012) 0.745 (0.214)
+conj. 0.962 (0.508) -0.012 (-0.009) 0.964 (0.513)

ance tasks. This is expected as global avoidance tasks are more likely to provide a learning signal
to the grounder through the negative reward resulting from formula falsification. On the other hand,
partially-ordered tasks only provide a learning signal when the entire formula is satisfied.

5.1.2 FlatWorld Environment

Figures 3c and 3d show the training curves of the considered methods together with the grounder ac-
curacy, while Table 2 reports the evaluation on the training formulae and the zero-shot generalization
to more complex formulae.

For the partially-ordered tasks, the grounder doesn’t reach 100% accuracy, as in this environment
it’s harder to determine whether the agent is close enough to a zone to activate its proposition.
Despite this, the grounder surpasses 95% accuracy and the agent achieves performances comparable
to the known-grounder scenario, significantly outperforming the baseline, which again fails to scale
to tasks much longer than the ones considered in Kuo et al. (2020). In contrast, all methods fail
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Table 2: Average total return and average discounted return (in parentheses) of the RL agents on the
FlatWorld environment (averaged over 5 seeds and 1000 episodes per seed).

Partially-Ordered (FlatWorld)

Our Method Baseline Upper Bound

Base 0.999 (0.610) 0.903 (0.311) 0.999 (0.618)
+dep. 0.991 (0.322) 0.805 (0.072) 0.998 (0.336)
+conj. 0.930 (0.403) 0.138 (0.018) 0.983 (0.441)

Global Avoidance (FlatWorld)

Our Method Baseline Upper Bound

Base -0.008 (-0.059) -0.012 (-0.082) 0.002 (-0.011)
+dep. -0.207 (-0.134) -0.250 (-0.162) -0.175 (-0.118)
+conj. -0.185 (-0.122) -0.299 (-0.165) -0.152 (-0.106)

to learn the global avoidance tasks, although LTL2Action exhibits a slight improvement over the
training period. Despite the failure at the policy level, our method still manages to learn the labeling
function and the grounder module surpasses 95% accuracy. Regarding zero-shot generalization,
our method performs comparably to the known-grounder setting and significantly better than the
baseline for the partially-ordered tasks, while it fails for global avoidance tasks, as none of the
models are able to successfully learn them in this setting.

6 Conclusions

We have presented a method that jointly learns (i) a policy capable of satisfying multiple LTL formu-
lae and (ii) a mapping from raw observations to the atomic propositions appearing in such formulae.
Our approach shows little to no performance loss with respect to the upper bound of having access to
the true symbol grounder, both on training formulae and on more complex unseen formulae. It also
significantly improves over the only previous method addressing the same problem setting of learn-
ing multi-task policies without a known symbol grounding. By removing the unrealistic assumption
that the true symbol grounding is available, our approach extends multi-task RL to sub-symbolic en-
vironments. We believe this represents an important step toward agents capable of following diverse,
including previously unseen, instructions directly from raw observations.

While the presented results are promising, several directions remain for future work. First, the
robustness of the symbol grounder could be improved, for instance by providing noisy observations
or considering symbols whose semantics extend beyond the agent’s location. Second, learning could
benefit from reward shaping informed by task progression, particularly during early training when
neither the policy nor the grounder produces meaningful behavior. For the same reason, curriculum
learning, where the agent is trained on increasingly complex formulae, could also be beneficial.
Finally, building on recent work on fuzzy logic conformance checking (Donadello et al., 2024;
Andreoni et al., 2025) could allow to train the symbol grounder without explicitly constructing the
automata for the LTL formulae.
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Supplementary Materials
The following content was not necessarily subject to peer review.

A Experimental Details

A.1 Tasks

The set of LTL goals used for our experiments are generated following the syntactically co-safe LTL
fragment, ensuring they are co-safe LTL formulae.

A.1.1 Partially-Ordered Tasks

Partially-Ordered tasks consist of multiple sequences of propositions that can be satisfied in parallel:
while the propositions within each sequence must be achieved in order, the different sequences can
be interleaved or solved simultaneously. They can be described with production rules of a context-
free grammar:

formula → sequence | (formula ∧ sequence)
sequence → ♢term | ♢(term ∧ sequence)

term → prop | prop ∨ prop

Where prop is a propositional atom from the environment’s set of propositions P . The probability
of a term being replaced with a disjunction of two atoms is of 25%.

The Minecraft-like environment uses tasks whose number of sequences is sampled between 1 and
4, while the length of each sequence is sampled between 1 and 5. The upward generalization tasks
are: (i) tasks with increased depth from a maximum of 5 to a fixed 15 and (ii) tasks with increased
number of conjunctions from a maximum of 4 to a fixed 12. The FlatWorld environment instead
employs a single sequence of length between 1 and 3. The upward generalization tasks are: (i) tasks
with increased depth from a maximum of 3 to a fixed 4 and (ii) tasks with increased number of
conjunctions from a maximum of 1 to a fixed 2.

A.1.2 Global Avoidance Tasks

True global avoidance cannot be expressed as a co-safe property. However the construct ¬a U b can
be concatenated to create sequential tasks where between two steps a certain proposition has to be
avoided. The context-free grammar describing the conjunction of such sequences is:

formula → sequence | (formula ∧ sequence)
sequence → (avoidance U prop) |

(avoidance U (prop ∧ sequence))
avoidance → ¬prop

With the additional constraint of having the avoidance rule always using the same proposition, which
instead cannot be used in the rest of the rules, we create a co-safe task where a certain proposition
must be avoided for the duration of the task, but as soon as the sequential task is completed the
avoidance is lifted and the formula is satisfied.

The Minecraft-like environment uses tasks whose number of sequences is sampled between 1 and
2, while the length of each sequence is sampled between 1 and 3. The upward generalization tasks
are: (i) tasks with increased depth from a maximum of 3 to a fixed 5 and (ii) tasks with increased
number of conjunctions from a maximum of 2 to a fixed 3. The FlatWorld environment instead
employs a single sequence of length between 1 and 2. The upward generalization tasks are: (i) tasks
with increased depth from a maximum of 2 to a fixed 3 and (ii) tasks with increased number of
conjunctions from a maximum of 1 to a fixed 2.
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A.2 Environments

A.2.1 Minecraft-Like Environment

The main environment we consider for our experiments is a variation of the classic GridWorld
environment. It consists of a discrete 7 × 7 grid, where each cell corresponds to a state of the
environment and is associated with at most one proposition from a set of atomic propositions P . In
each cell it’s possible to move along the four cardinal directions and if the agent’s move would take
it outside the grid, then the position wraps around to the opposite side of the grid along that axis.

For our experiments we consider a set of 5 atomic propositions P = {a, b, c, d, e}, each associated
with a visual representation, as illustrated in Table 3. In particular each proposition is linked to two
cells in the grid and the agent always starts in a cell without propositions. Furthermore, the symbols’
locations and the agent’s starting position are randomized each episode.

Table 3: List of the atomic propositions P with their name, symbolic representation for the tasks,
numerical identifier and icon representation for image observations.

Propositions P
Name Symbol Number Icon

pick a 0

lava b 1

door c 2

apple d 3

egg e 4

The observations are RGB images of size 56×56 representing the map visually as a 7×7 grid of 8×8
versions of the propositions’ visual representations. The resolution of the observations provided to
the agent is lower than the native resolution, as shown in Figure 4. Furthermore, the observations are
shifted in order to represent an egocentric view of the agent, with the cell representing the current
position shifted to the center of the representation.

(a) Native Observation (b) 56× 56 Observation

Figure 4: Example of the image observations of the Minecraft-like environment following the ego-
centric view. The agent position is represented by the red square icon.
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A.2.2 FlatWorld

This environment is a 2D continuous world, with a continuous velocity action space. The atomic
propositions are associated to circular colored regions within the map and these regions cannot
overlap, in order to maintain the Declare assumption. The colored regions’ location are randomized
each episode and the agent’s starting position is sampled from the space where no proposition hold.

(a) Native Observation (b) 56× 56 Observation

Figure 5: Example of the image observations of the FlatWorld environment. The agent position is
represented by the black dot.

A.3 Hyperparameters

The hyperparameters used for training our architecture are reported in Tables 4 and 5. The hyperpa-
rameters used for the baseline are reported in Table 6, while the upper bound with known labeling
function (equivalent to LTL2Action on the image-based environment) employ those of Table 4.

Table 4: Hyperparameter settings for the agent training algorithm used in the LTL module pretrain-
ing and the complete trainings. The same set of hyperparameters are used for Partially-Ordered and
Global Avoidance task classes.

Agent Training Hyperparameters

Bootcamp GridWorld FlatWorld

Steps per update 8192 2048 2048
N. epochs 2 4 4
Minibatch size 1024 256 256
Discount factor 0.9 0.94 0.94
Learning rate 0.001 0.0003 0.0003
GAE-λ 0.5 0.95 0.95
Entropy coeff. 0.01 0.01 0.01
Value loss coeff. 0.5 0.5 0.5
Gradient clip 0.5 0.5 0.5
PPO clip 0.1 0.2 0.2

A.4 Effects of Pretraining

We investigate the effects of the LTL module pretraining on the downstream task learning process.
The pretraining is performed on the LTLBootcamp environment for 10 million frames using the pre-
training hyperparameters from Table 4 for both Partially-Ordered and Global Avoidance tasks. The
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Table 5: Hyperparameters for the grounder training algorithm.

Grounder Training Hyperparameters

GridWorld FlatWorld

Learning rate 0.001 0.001
Buffer size 2048 8192
Val. Buffer size 512 2048
Batch size 16 16
Accumulation 4 8
Update steps 64 128
Patience 250 4000

Table 6: Hyperparameter settings for the baseline agent training algorithm. The same set of hyper-
parameters are used for Partially-Ordered and Global Avoidance task classes.

Baseline Training Hyperparameters

GridWorld FlatWorld

Steps per update 1024 1024
N. epochs 1 1
Minibatch size 256 256
Discount factor 0.94 0.94
Learning rate 0.0003 0.0003
GAE-λ 0.95 0.95
Entropy coeff. 0.001 0.001
Value loss coeff. 0.5 0.5
Gradient clip 0.5 0.5
PPO clip 0.2 0.2

pretrained LTL module is then transferred into a new agent, which is then trained on the Minecraft-
like environment (with known labeling function) for 20 million frames following the hyperparame-
ters from Table 4. We compare 3 settings: (1) non-pretrained LTL module, (2) pretrained and fine-
tunable LTL module and (3) pretrained and frozen LTL module. As shown in Figure 6, using the
pretrained LTL module, both frozen and fine-tunable, results in significantly faster convergence and
therefore a higher sampling efficiency. This is particularly evident in the Global Avoidance tasks,
where the non-pretrained agents show higher variability during training and not all runs manage to
reach convergence within the 20 million frames, while all the pretrained agents are close to conver-
gence within the first 5 million frames. This could denote that, despite being significantly shorter,
the Global Avoidance tasks are inherently harder to solve, because of the possibility of failure. Fo-
cusing on the pretraining strategies, using a pretrained and frozen LTL module performs better in
both settings. An intuition motivating this is that during the first training steps of the fine-tunable
agent, when the other modules have only been initialized, the backpropagation partially disrupts the
pretraining.

The plots in Figure 7 show the learning curves of the pretraining scheme’s agent over the LTLBoot-
camp environment. Compared to the curves in Figure 6, we can see both a faster convergence and
a significantly higher discounted return, despite using the same task distributions. This is expected,
since the LTLBootcamp environment is built to be a toy environment where the tasks can be solved
more easily and in fewer steps, leading to a smaller discount and a less sparse reward. Another
important factor that accelerates the training is the simplicity of the RL agent, which does not use
any environment module and has a smaller RL module.
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Figure 6: Comparison between the 3 pretraining settings: non-pretrained LTL module (in green),
pretrained fine-tunable LTL module (in orange) and pretrained frozen LTL module (in blue). We
report the evolution of the discounted return during the training (averaged over 5 seeds, with standard
deviation error bands).
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Figure 7: Evolution of the discounted return obtained by the dummy agent over the duration of the
pretraining on the LTLBootcamp environment (averaged over 5 seeds, with standard deviation error
bands).


