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Summary
Reinforcement learning agents typically learn value functions that are tied to a specific

reward configuration which makes adapting to new goals slow and data intensive. However,
biological agents can identify rewards visually and plan paths toward them without ever having
to first visit those locations. In this work we introduce Successor Task Representations (STR),
a framework that combines a shared successor representation (SR) with vision-inferred reward
maps to construct world value functions (WVFs), which encode how to reach any potential
goal state in the environment. The SR captures the environment’s spatial dynamics through
experience and the vision model (a U-Net Architecture) trains online to predict where rewards
are likely to be within the environment and interpolate to unseen reward positions. We com-
pose these components in order to immediately construct goal-directed value functions without
relearning each time rewards change positions.

We evaluate STR in both fully observable and partially observable 2D navigation tasks with
frequently changing goal locations (in MiniGrid). The method matches oracle performance
while classical RL and end-to-end deep RL baselines struggle to adapt to dynamic reward
configurations. In addition, decomposing the learned SR reveals the emergence of hexagonal
spatial patterns resembling grid cells. This suggests that structured spatial representations can
arise naturally from goal-directed learning.

Contribution(s)
1. A framework (STR) that constructs WVFs by combining a shared successor representation

with vision-inferred reward maps. This formulation enables rapid adaptation to changing
reward configurations without relearning spatial dynamics while still being able to do re-
ward composition afforded by WVFs.
Context: World value functions were introduced by Tasse et al. (2022) and learned mono-
lithically via traditional RL. The SR disentangles the learning of spatial dynamics from
the reward function Dayan (1993). Our contribution is showing that WVFs can be con-
structed via a factorisation with a single shared SR matrix across all goals, combined with
vision-based reward inference, and demonstrating the empirical benefits of this alternative
pathway.

2. Empirical evidence that our framework learns as quickly as egocentric and allocentric DQNs
while constructing WVFs to support compositional generalisation in the MiniGrid environ-
ment. Consequently, our framework learns faster than the established WVF baseline from
the literature (LSTM-WVF) while affording the same generalisation, addressing a clear
weakness of WVFs which is the cost of initial learning. This improvement over prior WVF
approaches is our primary concern.
Context: Performance is evaluated in 2D MiniGrid environment with randomised goal
placement. The partially observable setting uses a 7× 7 egocentric view with manual path
integration for localisation.

3. Evidence that grid cell-like spatial representations emerge in the SR from goal-directed
behaviour, extending prior theoretical results that assumed random exploration.
Context: Stachenfeld et al. (2017) showed grid-like eigenvectors arise from SR under
random walks. We show this structure emerges under goal-directed learning similar to how
biological agents would explore.
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Abstract

World Value Functions (WVFs) provide a framework for learning goal-directed value
functions that support super-exponential task composition at inference time. Yet, this
composition requires a set of “primitive” tasks to compose that are learned through
exhaustive interactions with all reward-relevant states. In this work, we significantly
reduce the burden of this initial stage of learning. By applying the traditional Suc-
cessor Representation (SR) factorisation of value into transition dynamics and reward
we obtain a single domain-specific successor representation matrix, while each goal is
encoded in a unique reward map. This significantly improves the transfer of learning
between tasks as all domain-specific knowledge of the environment is shared by con-
struction. Because reward maps are structurally simpler than value functions, which
must encode information such as reachability, they are far more amenable to function
approximation. Thus, inferring reward maps can be achieved efficiently through the in-
clusion of a vision module that predict reward locations. This provides a framework that
constructs WVFs rather than learns WVFs monolithically through environment inter-
actions. We validate this framework, called Successor Task Representations (STRs), in
fully observable and partially observable 2D navigation, demonstrating that this decom-
position matches oracle performance while classical RL and end-to-end deep RL base-
lines fail under changing reward structure. Finally, we show that by using STRs, hexag-
onal spatial representations emerge from goal-directed learning in sufficiently rich envi-
ronments. This extends prior theoretical results from the SR which require random ex-
ploration and suggests that grid-cells, a hallmark of mammalian navigation, can emerge
from goal-directed experience rather than unguided wandering or foraging behaviour.

1 Introduction

Biological agents navigate complex environments with remarkable efficiency by integrating visual
perception with spatial memory to locate rewards without exhaustive exploration (Burgess, 2006;
Claudi et al., 2022). A human can spot a coffee cup across a room and immediately plan a path
to reach it without having physically visited that exact location before. However, traditional re-
inforcement learning (RL) approaches typically require extensive trial-and-error to encounter all
relevant goals states through random exploration. Additionally, the resultant value functions must
be relearned whenever goals change position (Mnih et al., 2015). Function approximation affords
some generalization, but is limited to interpolation between previously encountered goals rather than
extrapolation to novel reward configurations (Kirk et al., 2023; Beukman et al., 2023).
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Recent work on multitask RL has made progress toward more flexible agents, with two lines of work
proving particularly relevant here. World value functions (WVFs) (Tasse et al., 2022) learn goal-
conditioned value functions that encode how to reach any goal state and not just the current task’s
objective. To achieve this, WVFs modify task rewards to penalise achieving unintended goals rather
than treating each task in isolation. The result is a model which learns to reach all reachable goal
states simultaneously. The primary benefit of the goal-conditioned perspective is that it affords the
definition of a Boolean task algebra (Nangue Tasse et al., 2020) which enables zero-shot combination
of learned “primitive” behaviours at inference time.

The second line of work, the successor representation (SR) (Dayan, 1993), provides a decomposition
of value into transition dynamics and reward: V (s) =

∑
s′ M(s, s′)r(s′), where s and s′ range over

all states and M (the successor representation matrix, or SR matrix) encodes the expected discounted
future occupancy of each state s′ when starting from state s. This SR matrix is therefore formulated
independently of the reward function r. This decomposition can be generalised to continuous space,
which is called the successor features (Barreto et al., 2017), and enable rapid policy transfer across
tasks with varying reward functions. Both WVFs and the SR enable rapid adaptation to new tasks
but through different mechanisms: WVFs learn a monolithic goal-conditioned value function end-
to-end and the SR explicitly factorises dynamics from rewards.

A common limitation in both approaches is their dependence on direct environmental interaction
to acquire reward knowledge. WVFs require the agent to experience terminal transitions at goal
states and SR-based methods require reward vectors to be observed through visitation. In the case
of WVFs this is particularly detrimental as all goal-oriented value functions must be learned before
task composition can occur (we review both the SR and WVF, including the distinction between
goals and tasks in Section 2). Neither approach can leverage the information available in an agent’s
visual field to identify rewards at a distance which is precisely the capability that makes biological
navigation so efficient. We aim to address this limitation in Section 3 by combining the SR with
WVFs. This is achieved by applying the typical value decomposition of the SR to each goal-oriented
value function in the WVF. However, all goals are placed within the same environment, leading to the
key observation that a single SR matrix can be shared between all value decompositions. Thus, our
framework, called Successor Task Representations (STRs) learns a single SR matrix and individual
goal-oriented reward maps which can reconstruct all WVF goal-oriented value functions. Finally, as
the rewards maps are very sparsely activated and reward points have clear correspondence to objects
in the environment, we can learn to map the reward points using a vision module.

We validate the STR framework across two settings of increasing difficulty in Sections 4 and 5.
First, in a fully observable 2D gridworld with goals which change position each episode. Here, STR
matches an oracle agent’s performance (which has perfect reward knowledge) while other methods
such as tabular Q-learning, classical SR methods, and a vision-only baselines all fail to adapt to this
dynamic reward regime. Second, under partial observability where the agent receives only a 7 × 7
egocentric view (but is afforded manual path integration). Here, STR converges faster than deep
RL baselines which have had a memory module (LSTM) appended to their architecture and does
not require a recurrent architecture. Most importantly, STR exhibits substantially lower variance in
episode length and demonstrates superior learning efficiency to a baseline WVF approach using an
LSTM. Finally, we interpret the SR which was learned during the prior comparison experiments in
Section 6. We perform an eigendecomposition on the SR and show that grid cell-like spatial repre-
sentations can emerge from goal-directed experience through computational systems where said rep-
resentations are comparable to the structure observed in biological systems (Moser & Moser, 2008).

2 Background

2.1 Successor Representations

Given a Markov decision process (MDP) (S,A, T,R, γ), where S is the state space, A the action
space, T (s̄ | s, a) the transition dynamics reflecting the distribution over subsequent states (s̄) when
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action a ∈ A is taken in state s ∈ S, r(s) the reward function, γ ∈ (0, 1) the discount factor and
MDP relates to a model for sequential decision making in an environment: the successor represen-
tation (SR) provides a decomposition of the value function such that:

Vπ(s) =
∑
s′

Mπ(s, s
′)r(s′), (1)

separating transition dynamics (captured in Mπ where the dependence on the policy π is made
explicit) from rewards (in r). The SR is defined as the expected discounted future occupancy of
state s′ when starting from s while following the policy π:

Mπ(s, s
′) = Eπ

[ ∞∑
t=0

γt I{st = s′} | s0 = s

]
. (2)

Furthermore, this can then be learned through temporal-difference updates with α as the learning
rate (Dayan, 1993):

M(s, s′)←M(s, s′) + α (I{st = s′}+ γM(st+1, s
′)−M(s, s′)) . (3)

The SR has been influential in both reinforcement learning and computational neuroscience. Dayan
(1993) introduced the SR as a representation that retains long-range structural information about
an environment without requiring a full transition model. This allows agents to efficiently update
their value functions when rewards change location within the same environment. Successor
features (Barreto et al., 2017) extended this idea to continuous settings by representing states
through feature embeddings and learning successor expectations over these features. These works
have solidified the SR as a foundation for transfer and multi-task learning. The SR has also been
influential as a computational explanation of certain hippocampal functions. Stachenfeld et al.
(2017) proposed that the hippocampus encodes an SR-like predictive map of spatial environments.
They showed that the eigendecomposition of the SR matrix (M = ΦΛΦ−1) reveals eigenvectors
with periodic spatial structure resembling grid cells in the medial entorhinal cortex (Hafting
et al., 2005). This theory has positioned the SR as a bridge between reinforcement learning and
biological navigation. Although it is easy to spot grid cells visually, we need a metric to quantify
the aforementioned periodicity: Grid score (Sargolini et al., 2006) is an established metric for
quantifying this hexagonal alignment in neural representations1 and computed as:

Grid Score = min(ρ60◦ , ρ120◦)−max(ρ30◦ , ρ90◦ , ρ150◦), (4)

where ρθ is the Pearson correlation between the autocorrelation map and its rotation by θ. It is
generally accepted that grid cells achieves a Gridness Score greater than 0.3 which corresponds to
the biologically measured hexagonal 6-fold-symmetry (Hafting et al., 2005).

2.2 World Value Functions

World value functions (Tasse et al., 2022) are goal-conditioned value functions that encode how
to reach any achievable goal state in an environment. The agent is equipped with an internal goal
space G ⊆ S (all states with terminal transitions) and a modified reward that penalises achieving
unintended goals according to:

R̄(s, g) =


+1 if s = g,

−1 if s ∈ G \ {g},
0 otherwise,

(5)

where g ∈ G is the agent’s current goal. The agent learns the value under a task A of tak-
ing action a in state s when pursuing goal g using standard RL (such as Q-learning) denoted

1We use the Grid score implementation in NeuralPlayground (Carrasco-Davis et al., 2026) throughout this work.
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as W̄ ∗(A){s, g, a}. Achieving any one of potentially multiple goals in the environment de-
fines a task and goals may be shared between different tasks. Tasse et al. (2022) proved that
W̄ ∗ has the ability to reach all reachable goals and that the optimal policy for any new task
can be recovered just by estimating the new task’s reward function. Furthermore, Nangue Tasse
et al. (2020) showed that WVFs support Boolean task composition such that for binary rewards,
W̄ ∗(A ∧ B){s, g, a} = min(W̄ ∗(A){s, g, a}, W̄ ∗(B){s, g, a}) and W̄ ∗(A ∨ B){s, g, a} =
max(W̄ ∗(A){s, g, a}, W̄ ∗(B){s, g, a}), where A,B ∈ G are “primitive” tasks learned from envi-
ronment interaction.

3 The Successor Task Representations Framework

WVFs are traditionally learned monolithically, however, in the STR framework they are expressed
through the SR factorisation W (s, g) = M [s, :] · rg . This SR-based breakdown separates the dy-
namics of the environment from the reward structure associated with each goal while affording the
reward composition capabilities seen in standard WVFs (Nangue Tasse et al., 2020). This con-
struction allows goal-conditioned value functions to be constructed more efficiently than learned
end-to-end. This hinges on all goals being grounded in the same underlying domain which shares
the transition dynamics and can share a single successor representation matrix. Each goal then dif-
fers only in its reward map. This allows experience from pursuing any goal to update the same
SR which provides far more data-efficient learning than training separate value functions for each
primitive task while not sharing information about the environment’s structure.

As shown in Figure 1, STR combines three components: (1) a shared SR matrix that captures the
environment’s dynamics through interaction, (2) a vision model that infers the spatial distribution
of rewards directly from observations, and (3) the SR factorisation, which integrates these elements
together in order to compute WVF’s for action selection.

Figure 1: Summary of the STR architecture. The agent moves through the environment while it’s
vision model produces a set of reward maps from observations. These inferred reward maps are dot
producted with a shared SR, which has been updated through the agents change in position, to create
a WVF from which an action is sampled.
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3.1 Vision-Based Reward Inference

The vision module is a convolutional autoencoder with skip connections inspired by U-Net (Ron-
neberger et al., 2015). Given an observation ot of the full grid in the allocentric setting the model
predicts a reward map ŷt ∈ RH×W aligned with the global grid (Section 3.5 describes how we gen-
eralise this to egocentric view). The encoder consists of three convolutional layers (32, 64, 64 chan-
nels; kernel size 3; stride 1; padding 1; ReLU activations) and the decoder mirrors this structure with
skip connections that concatenate corresponding encoder features in order to preserve spatial detail.

While training this vision model, we maintain a reward map yt ∈ RH×W that is updated online as the
agent encounters new evidence about rewarding or non-rewarding locations. Since this map gets up-
dated with actual reward information it becomes our training target for online learning. The autoen-
coder is then optimised at each step using the mean squared error ∥ŷt−yt∥2 which allows the model
to continually refine its predictions as observations accumulate. Crucially, by using a vision model
we allow the pipeline the ability to interpolate to unseen reward points within the environment.

3.2 Belief Map

The belief map B ∈ RH×W serves as the training target for the vision model. This belief map is
updated according to:

B[i, j] =


1.0 if reward observed at (i, j),
0.0 if (i, j) visited without reward,
max(0, ŷij) if (i, j) not yet visited.

(6)

Where visited positions that the agent has directly experienced either the presence or absence of
reward are stored in B as fixed ground-truth values that predictions can never overwrite. For all
other, unvisited cells, B retains the model’s current predictions. This ensures that the belief map
always reflects confirmed evidence where available and relies on vision-based inference only in
regions the agent has not yet explored. Training with hindsight experience (achieving a goal and
then feeding the previous n steps into the training procedure) allows the vision model to predict
reward in different orientations and reference frames and at a distance.

3.3 Successor Representation Learning

The SR is learned through TD updates (Eq. 3) which are applied only when genuine spatial transi-
tions occur (forward movement actions resulting in s ̸= s′). Certain actions, such as a “turn”, can
change the agents orientation but not their position and are therefore excluded during the SR update.
The resulting SR is indexed purely by position, which is consistent with the allocentric formulation
of Stachenfeld et al. (2017). Furthermore, we initialise M to zeros, in order to not introduce bias,
with learning rate α = 0.01 and discount γ = 0.99.

3.4 Action Selection

At each timestep the agent occupies a grid cell with coordinates (x, y) which correspond to state s.
Using the current belief map r ∈ RH×W obtained from the vision model as the reward vector, we
compute the WVF for every state via the SR factorisation:

W [s] = M [s, :] · r, (7)

where M [s, :] represents the SR row associated with state s. In order to select the best current
movement direction, we consider the set of valid neighbours of (x, y):

N (x, y) = {(x′, y′) ∈ S : (x′, y′) is adjacent and not blocked by a wall}.
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For each neighbour (x′, y′) ∈ N (x, y), we evaluate its desirability using the corresponding value
within the WVF (W [x′, y′]). The agent then selects the neighbour with the highest value:

(x∗, y∗) = arg max
(x′,y′)∈N (x,y)

W [x′, y′].

The chosen neighbour determines the desired next position in the grid. The agent then issues
whichever primitive actions are available in the domain to move from (x, y) to (x∗, y∗). An example
of this would be turning to face the correct direction and then moving forward (in environments that
include orientation) or a single move action (in orientation-free domains). Exploration follows an
ϵ-greedy strategy, with ϵ decaying linearly from 1.0 to 0.05 over training.

3.5 Extension to Partial Observability

Under egocentric observations, the agent receives a 7 × 7 forward-facing view and must integrate
partial information into the allocentric belief map. This requires three mechanisms:

1. Egocentric-to-allocentric transformation: A position (vx, vy) in the egocentric view is
mapped to global coordinates according to:

(gx, gy) = (ax, ay) +Rd(vx − 3, vy − 6), (8)

where (ax, ay) is the agent’s estimated global position, Rd is a direction-dependent rotation, and
(3, 6) is the agent’s consistent position in the egocentric view. Note that the choice of (3, 6) is just
to centre the agent at the middle bottom of the view and determined by the bounds of the MiniGrid
environment. There is nothing special about this choice and the success of our model does not
depend on this choice of consistent coordinate.

2. Path integration: The agent operates in a discrete H ×W gridworld containing static walls
and one or more rewarding goal cells that are repositioned each episode. At each timestep it receives
a 7× 7 egocentric observation and can execute primitive actions drawn from {TURN-LEFT, TURN-
RIGHT, FORWARD}. Walls are present around the edges of the room and block motion but are visible
when within the egocentric field of view. Because the agent has no direct access to its global coordi-
nates, it maintains an internal estimate of position and heading that is updated deterministically from
executed actions, analogous to biological path integration (Etienne & Jeffery, 2004). Specifically,
turning actions update the heading and a FORWARD action updates the estimated position by one
cell along the current heading if and only if the target cell is not a wall. If a wall is encountered
through the action then the position estimate remains unchanged. This internal pose estimate is used
to register egocentric observations into the allocentric belief map as described above.

3. Trajectory-based training: As described previously, when the agent discovers a reward, we
retroactively train the autoencoder on the previous K=10 timesteps. This constructs targets showing
where the reward should have appeared in each past view which enables the autoencoder to learn
the visual features of rewards from multiple viewpoints in a single batch update.

4 Experiments: Allocentric Setting

4.1 Setup

We implement STR in MiniGrid (Chevalier-Boisvert et al., 2023). This a square 10× 10 gridworld
where we randomly sample 1 to 5 goals which are placed at random positions each episode. The
agent spawns at a random position with random orientation. The reason for all of this stochastic
initialisation is to ensure the SR is able to get transition experience across the entire state space as
uniformly as possible. Achieving any rewarding state is worth +1.0 and all agents train for 50,000
episodes (max 200 steps each) across 3 seeds.
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Table 1: 2D allocentric performance. STR matches the Oracle (perfect reward knowledge). Impor-
tantly, this demonstrates that learned vision introduces negligible overhead while affording general-
isation to unseen reward points.

Algorithm Final Reward Convergence Ep.

Q-Learning 0.39 8200
DQN 0.98 2300
SARSA-SR 0.09 6800
STR (ours) 0.95 26400
Oracle 0.97 26300
Vision-Only 0.16 2200

We compare against five baselines designed to isolate specific architectural contributions: (1) Tabu-
lar Q-Learning: α=0.1, γ=0.99; (2) DQN: two hidden layers (128, 64), experience replay, target
network; (3) SARSA-SR: classical on-policy SR with accumulated reward weights; (4) Oracle:
identical to our STR approach but with perfect reward maps (upper bound of our model as vision
overhead is non-existent); (5) Vision-Only: value map inferred from vision model trained directly
through TD.

4.2 Results

Figure 2: 2D fully observable results. (a) Average reward over episodes. (b) Episode length (mea-
sured as steps taken). (c) Final reward distributions. (d) Vision training triggers. Shaded regions:
variance across 3 seeds. STR matches the Oracle and DQN’s asymptotic performance.



Reinforcement Learning Journal 2026

4.2.1 Learned vision matches oracle performance.

STR and the Oracle converge to about 0.97 average reward (Table 1), showing that the autoencoder
quickly adapts to new reward configurations and adds little overhead. Vision training triggers drop
to near zero as the model converges, indicating near perfect reward prediction during online training.

4.2.2 Classical methods fail under dynamic rewards.

Tabular Q-learning stabilises at only 0.39 reward as its single value estimate per state-action pair
becomes immediately outdated when goals change position. SARSA-SR performs worst (0.09)
as its accumulated reward weight vector retains stale information from previous episodes which
actively misleads planning. Vision-Only (0.16) identifies goal positions but lacks the SR’s encoding
of reachability to translate this into effective navigation.

4.2.3 DQN converges faster but matches asymptotically.

DQN reaches stable performance by episode 2300 compared to slow 26,400 for STR. DQN’s end-
to-end gradient flow can directly associate observed goals with values due to there being complete
environment visibility. However, both STR and DQN achieve the same asymptotic performance
(≈0.97) and STR exhibits lower variance throughout training due to the stable SR backbone.

4.2.4 Key finding.

Neither SR-based dynamics alone (SARSA-SR) nor vision-based reward inference alone (Vision-
Only) suffices. Their combination in STR achieves oracle-level performance as the SR encodes how
states connect (stable across episodes) and the vision encodes where rewards are (inferred anew each
episode).

5 Experiments: Egocentric Partial Observability

5.1 Setup

The environment is identical except agents receive only a 7 × 7 egocentric view. All agents train
for 7,000 episodes across 3 seeds. We introduce two STR variants (Q-learning and SARSA updates
for the SR) to analyse on-policy vs. off-policy behaviour. Our previous baselines do not suffice as
partial observability introduces the issue of requiring a memory module in order to give the agent
the ability to remember objects seen in previous steps, even when they fall out of view. We compare
against one non-memory baseline (to confirm necessity of the module) and two memory-augmented
baselines: (1) DQN: feedforward, no memory, egocentric input concatenated with path-integrated
position; (2) LSTM-DQN: recurrent DQN with frame stacking (K=4), CNN encoder, LSTM hid-
den dim 128, sequence replay (length 16); (3) LSTM-WVF: goal-conditioned recurrent learning
with dueling architecture. In the previous allocentric experiment we focus on evaluating reward
inference from visual observations. We did not include classical WVFs as they assume reward
locations are discovered through direct interaction with goal states and therefore did not address
that setting directly. However, the egocentric setting introduces partial observability which requires
agents to learn policies conditioned on both goal location and incomplete perceptual input. This
setting evaluates goal-conditioned control rather than reward discovery, making WVFs a relevant
baseline for comparison. Due the factorisation of reward location and the SR, path integration and
a reward map is sufficient memory to complete the task. Without this factorisation a more intricate
memory mechanism is needed such as recurrence in the LSTM. We do note that this is a difficult
learning task for the LSTM which must do memory computations in-weights. The simplicity of the
memory management needed by STR is a benefit of the decomposition.
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5.2 Results

Table 2 shows the performance of STR and our baselines on the egocentric task, while Figure 3
shows the learning dynamics of the various methods. Across all results we see that STR (Q-Learning
in particular) achieves the best final performance and sample efficiency out of the egocentric methods
and is comparable to the allocentric DQN while having the added benefit of task composition by
virtue of the WVF framework.

Table 2: 2D egocentric performance. STR Q-Learning achieves the best final performance and
fastest convergence of the egocentric models. We include the allocentric DQN for comparison as an
upper-bound of performance when the mapping to the allocentric view is done for the DQN (noting
that this is more than we afford STR which must learn to infer the reward points first). Of all the
egocentric models STR is the only one which comes close to the performance of the Allocentric
DQN, while also being able to create WVFs and inheriting the super-exponential task composition
at inference time which the DQN cannot achieve.

Algorithm Final Reward Convergence Ep.

STR SARSA (ours) 0.95 3100
STR Q-Learning (ours) 0.98 2600
Allocentric DQN 0.98 2300
Egocentric DQN 0.97 3500
LSTM-DQN 0.97 4600
LSTM-WVF 0.93 5600

Figure 3: 2D egocentric results. (a) Reward curves over episodes. (b) Episode length. (c) Final
distributions. (d) Summary statistics. STR (Q-Learning) is the most sample-efficient and achieves
the highest asymptotic performance.
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5.3 Decomposition transfers to partial observability.

All methods achieve similar asymptotic performance (0.93–0.98), but convergence speed differs
markedly (Table 2). STR Q-Learning converges by episode 2600, outpacing DQN (3500), LSTM-
DQN (4600) and LSTM-WVF (5600).

5.4 DQN’s allocentric advantage vanishes.

DQN had converged substantially faster than STR under full observability but under partial ob-
servability, this advantage disappears entirely. DQN must now simultaneously learn to integrate
information across time and associate visual features with rewards. These are challenges that com-
pound when entangled in shared representations. STR isolates these concerns with the SR capturing
spatial dynamics independently of rewards.

5.5 Stability advantage.

LSTM-based methods exhibit substantially higher variance throughout training (wider confidence
bands in learning curves). The SR provides a consistent spatial backbone that does not fluctuate with
reward changes, while LSTMs must learn spatial and reward structure within shared hidden states.

5.6 SARSA vs. Q-learning for SR updates.

The Q-learning variant (0.98) consistently outperforms SARSA (0.95). Q-learning’s off-policy max
operator enables learning about optimal behaviour from exploratory actions which accelerates value
propagation during the high-exploration early.

Compositionality through WVF construction. A further advantage of STR in the egocentric
setting is that the agent retains the ability to construct WVFs directly from the SR (through reward
factorisation). The belief map provides a reward representation rather than a value estimate, there-
fore, STR obtains goal-conditioned WVFs “for free” and without requiring separate learning for
each goal or task. This contrasts with the deep RL baselines, which must entangle dynamics, reward
and partial observability within a single function approximator. They therefore, do not generalise
compositionally. Within the STR framework, Any change in reward structure (such as the appear-
ance, removal or logical combination of goals) is handled immediately by inferring the reward map
from vision and recomputing W . This enables zero-shot task composition in precisely the manner
supported by WVFs. Thus, STR preserves the key compositional benefits of world value functions
while achieving faster and more stable learning, especially in partially observable environments.

6 Grid Cell Emergence from Goal-Directed Learning

Most computational models of grid cells assume random exploration (Stachenfeld et al., 2017).
However, animals navigate with a specific reward in mind. Here, we investigate whether grid-like
representations emerge from STR’s goal-directed SR learning in the previous experiments.

6.1 Analysis

We perform an eigendecomposition on the SR matrices learned during 2D egocentric training
(20× 20 environment, γ=0.95, 5000 episodes). We use Grid Score (Equation 4) to quantify spatial
periodicity through the autocorrelation of each eigenvector in order to evaluate biological plausibil-
ity. We define the Squareness metric as an opposition to Grid Score. This metric measure 4-fold
instead of 6-fold symmetry and is akin to measuring the world as if it were a low-resolution discrete
environment. Hence, a high Squareness score correlates to non-biological plausibility.
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6.2 The Discrete Lattice Constraint

(a) Observed: square
periodicity

(b) Biological target:
hexagonality

Figure 4: Comparison of emergent patterns from a 20×20 discrete environment (left) versus biolog-
ical grid cells (right).

At 20 × 20 resolution (environment size), we see a strong periodic structure emerge (mean square-
ness = 0.43) but with square rather than hexagonal symmetry (mean gridness = −0.31). This
discrepancy is predicted by the Crystallographic Restriction Theorem (Schoenflies, 1891) where it
is theorised that on discrete square lattices with 4-connected movement (Manhattan metric), periodic
patterns are restricted to 4-fold rotational symmetry. However, hexagonal patterns require 60◦ basis
vectors in Fourier space which cannot be exactly represented as integer lattice points on small grids
(Dordek et al., 2016).

6.3 Recovering Hexagonal Symmetry Through Scale

As grid resolution increases (L → ∞) the discrete Fourier lattice becomes sufficiently dense to
approximate continuous space. We scaled the environment to 50 × 50 while maintaining goal-
directed learning.

Figure 5: Grid cell emergence across environment scales. Top Row: eigenvectors with highest
gridness score per environment size. Bottom Row: autocorrelations (G = gridness, S = squareness).
As resolution increases, hexagonal symmetry increases and squareness decreases.

At 50× 50 resolution, eigenvectors exhibit hexagonal structure with elevated gridness scores. This
confirms that biologically plausible grid-like representations emerge from goal-directed learning
when spatial resolution is sufficient to approximate continuity. This result extends the findings
of Stachenfeld et al. (2017) as grid-like representations in STR do not require random exploration
as they can be recovered through the goal-directed movement and emerge under reward-seeking
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behaviour. This does require sufficiently many reward points in the environment to overcome the
typical skew of grid cells by reward (Stachenfeld et al., 2017). In the limit of all points being re-
warding and goals picked randomly a goal-directed agent will appear random once more, explaining
how STR recovers grid cells. Importantly, this was not necessary in these experiments and x goal
points were sufficient.

7 Related Work

Vision and spatial learning: RatSLAM (Milford et al., 2004; Ball et al., 2013) uses biologically
inspired vision for SLAM, maintaining a continuous attractor network for localisation, but lacks
compositional task structure and cannot generalise to new reward configurations. Banino et al.
(2018) showed grid-like representations emerge in deep RL agents trained on navigation via a path
integration loss, demonstrating that structured spatial codes can arise from end-to-end learning;
however, their agents do not explicitly decompose dynamics from reward, making rapid adaptation
to new goals difficult. Carvalho et al. (2025) proposed multitask preplay for counterfactual goal
learning, where agents mentally simulate trajectories to unvisited goals, which is complementary to
our vision-based approach: where preplay reasons about goals through imagined experience, STR
infers reward locations directly from visual observations, bypassing the need for explicit simulation.

8 Discussion and Conclusion

We have presented STR, a framework that constructs WVFs by combining vision-inferred reward
maps with a learned SR matrix. Three findings emerge from our experiments.

First, the decomposition of spatial dynamics from reward structure enables efficient adaptation when
goals change. Neither the SR alone (SARSA-SR’s stale reward weights corrupt planning) nor vision
alone (Vision-Only lacks reachability structure) suffices; their combination matches oracle perfor-
mance. This validates the hypothesis that what to navigate toward and how to navigate are best
learned as separate, composable representations.

Second, this decomposition extends naturally to partial observability. The allocentric belief map
serves as explicit spatial memory, enabling consistent planning across viewpoint changes. While
DQN’s end-to-end advantage under full observability vanishes under partial observability, STR’s
modular architecture maintains sample efficiency because only the lightweight vision component
must adapt to each episode’s reward configuration.

Third, grid cell-like representations emerge from goal-directed SR learning, not only random ex-
ploration. The transition from square to hexagonal symmetry as spatial resolution increases follows
from lattice-theoretic constraints, providing a principled explanation for why biological grid cells
exhibit hexagonal structure in continuous space.

Limitations. The tabular SR scales as O(|S|2), limiting applicability to large state spaces; deep
successor features (Barreto et al., 2017) offer a path to continuous domains. The egocentric-to-
allocentric transformation is hand-designed and learning this mapping end-to-end is a natural exten-
sion. Path integration assumes deterministic transitions and short episodes meaning that accumula-
tion of errors in noisy, long-horizon settings would require landmark-based correction. Finally, our
experiments use MiniGrid environments so scaling to continuous control and richer visual domains
remains future work.

Broader impact. This work contributes to understanding how spatial representations can be struc-
tured for efficient, flexible navigation. While the framework is demonstrated in simulation, the
principles of modular spatial reasoning could inform the design of embodied agents. We see no
immediate negative societal implications specific to this work.
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