
Reinforcement Learning Journal 2026
∣∣ Cover Page

Optimal Regret for Policy Optimization in Average
Reward MDPs Without Mixing

William Powell, Jeongyeol Kwon, Qiaomin Xie, Hanbaek Lyu

Keywords: Policy Optimization, Average Reward.

Summary
We study model-free policy optimization algorithms for regret minimization in infinite

horizon average reward Markov decision processes. Optimal regret bounds in this setting are
only available under the restrictive uniform mixing assumption which states that, regardless
of the policy one uses, the underlying Markov chain converges to its stationary behavior at a
constant exponential rate. In this paper, we challenge this strong assumption and present the
first provably efficient policy optimization method for infinite horizon average reward Markov
decision processes without any mixing time dependence. Our algorithm achieves the opti-
mal Õ(

√
T ) regret assuming only a data coverage condition and the existence of a recurrent

state that is re-visited within a finite expected time under all policies. Our results are obtained
through a novel randomized episode length which allows us to leverage the Markov chain’s
renewal property.

Contribution(s)
1. This paper improves understanding of online policy optimization (PO) in in average reward

Markov Decision processes (AMDPs). Specifically, we present a PO algorithm for online
reinforcement in (AMDPs) with tight regret guarantees without any assumptions regarding
aperiodicity or the mixing time of the underlying Markov chain.
Context: While there are existing algorithms that achieve regret with optimal scaling in
T under general assumptions (e.g. weak communication as in Zhang & Xie (2023)), these
algorithms are not based on PO. Work studying policy optimization in particular for online
learning in AMDPs has relied on the assumption of uniformly bounded mixing time across
all policies to achieve sub-linear regret guarantees (Abbasi-Yadkori et al., 2019; Wei et al.,
2020; Hao et al., 2021).

2. Our algorithm utilizes the Markov chain’s renewal property and a randomized episode
length, allowing sample trajectories to be partitioned into i.i.d. regenerative cycles defined
by visits to a single recurrent state s̄. Our results show that this design is provably efficient
under appropriate assumptions.
Context: A similar idea has shown empirical promise for queuing network control prob-
lems (Dai & Gluzman, 2022), but theoretical regret guarantees are missing.

3. We show that our algorithm achieves Õ
(√
ACcovh6T

)
regret after T steps, which is optimal

in T . Here h is an upper bound on the expected time to visit s̄, Ccov is a distribution
mismatch coefficient, and A is the number of actions.
Context: To our knowledge, the only policy optimization algorithm for AMDPs with
optimal regret scaling in T is due to Wei et al. (2020) with a bound of Õ

(√
t3mixCcovAT

)
,

which depends on the mixing time tmix.
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Abstract

We study model-free policy optimization algorithms for regret minimization in infinite
horizon average reward Markov decision processes. Optimal regret bounds in this set-
ting are only available under the restrictive uniform mixing assumption which states
that, regardless of the policy one uses, the underlying Markov chain converges to its
stationary behavior at a constant exponential rate. In this paper, we challenge this
strong assumption and present the first provably efficient policy optimization method
for infinite horizon average reward Markov decision processes without any mixing time
dependence. Our algorithm achieves the optimal Õ(

√
T ) regret assuming only a data

coverage condition and the existence of a recurrent state that is re-visited within a finite
expected time under all policies. Our results are obtained through a novel randomized
episode length which allows us to leverage the Markov chain’s renewal property.

1 Introduction

Online reinforcement learning (RL) is a sequential decision making framework in which an agent
attempts to learn an optimal policy to maximize its overall reward through interactions with an un-
known environment. The problem has been extensively studied within the framework of Markov
decision processes (MDPs) in episodic environments with a finite time horizon. However, the pow-
erful “forced reset” property of episodic settings often no longer holds in real-world settings such as
in inventory management (Giannoccaro & Pontrandolfo, 2002) or admission control (Weber et al.,
2024), where decisions must be made ceaselessly over time. The infinite-horizon average reward
Markov decision process (MDP) formulation is more appropriate for such applications.

This work focuses on policy optimization (PO) algorithms for average-reward MDPs (AMDPs).
These algorithms update the policy directly through alternating steps of policy evaluation and pol-
icy improvement. When compared to other methods such as Q-learning, PO enjoys a number of
practical benefits, specifically in high-dimensional settings (Kozlica et al., 2023). For example, PO
naturally adapts to continuous action spaces. Even for large, discrete action sets, computing the
next action is more efficient since we only need to sample from a categorical distribution, rather
than compute an expensive argmax over all actions as in Q-learning. Due to these advantages, many
widely used algorithms, including REINFORCE (Williams, 1992), NPG (Kakade, 2001), and TRPO
(Schulman et al., 2015) fall under the PO framework.

The benefits of PO have spurred significant interest in its theoretical understanding, particularly the
design of no-regret algorithms for online RL. However, because of the unique difficulties involved
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with AMDPs, PO algorithms with optimal regret bounds in this setting have only been obtained
under rather restrictive assumptions.

While model-based algorithms (Jaksch et al., 2010) and model-free Q-learning methods (Zhang &
Xie, 2023) have achieved optimal regret bounds under the widest possible class of weakly com-
municating MDPs, these algorithms are not based on PO. In fact, existing PO algorithms are only
guaranteed to have sub-linear regret under significantly stronger requirements. Namely, prior work
(Abbasi-Yadkori et al., 2019; Wei et al., 2020; Hao et al., 2021) has assumed that the MDP is uni-
formly ergodic over all policies, which means that each policy induces an irreducible, aperiodic
Markov chain, along with a uniform lower-bound on the stationary measure of each chain and a
uniform upper-bound on the mixing time. This latter assumption allows one to approximate every
policy’s stationary distribution by ‘burning in’ a few steps, with accuracy improving exponentially
and uniformly over all policies. But, the worst-case mixing time can be extremely large if some
policy induces an almost periodic chain or even infinite if any policy induces a periodic chain (e.g,
periodic MDP (Aniket & Chattopadhyay, 2024)).

Given this significant gap in our theoretical understanding of PO in AMDPs, this paper is motivated
by the following question.

Question. Is it possible to design a policy optimization algorithm for infinite horizon average re-
ward MDPs with Õ(

√
T ) regret guarantees under the weakest possible assumptions (e.g., weak

communication)?

In this paper, we make progress towards addressing this gap. In particular, we show that the mixing
time dependence can be removed. Our key observation is that even in the absence of mixing, under
suitable conditions, we can design an efficient algorithm using only the recurrence properties of the
underlying Markov chain. Specifically, a sufficient property is the existence of a single state s̄ which
is visited in average time at most h starting from any other recurrent state. This class of MDPs is
strictly larger than the class of uniformly ergodic MDPs, capturing those with periodic behavior.
Moreover, even if the MDP is ergodic and has a bounded mixing time tmix, the parameter h may be
much smaller than tmix. This is often the case for Markov chains that are almost periodic:

Example 1.1. Consider the simple example of a Markov chain on two states, s1 and s2, where the
chain stays in place with probability 0 < δ ≤ 1/2, and moves with probability 1− δ. By analyzing
the spectral gap of the transition matrix, one can show that the mixing time of this chain is Θ(δ−1).
However, one can also show that the expected time to visit s1 started from either state is at most two.
We give more details of this construction in Section 7 of the supplement and show how a family of
similar examples on larger state spaces can be constructed.

Our perspective and analysis of PO algorithms for AMDPs in this work differ significantly from the
literature. We make the following simple yet fundamental observation: The trajectory of an AMDP
decomposes into i.i.d. excursions (‘regenerative cycles’) from a regenerative state s̄ back to itself due
to the strong Markov property. We view each regenerative cycle an effective ‘episode’ embedded in
AMDP, but with the key complication that the episode length is random. The worst-case expected
episode length is what we control by the hitting time h. This approach naturally does not rely on any
notion of mixing. Notably, a version of PPO (Schulman et al., 2017) leveraging a similar algorithmic
structure was implemented for larger scale queuing network tasks by Dai & Gluzman (2022) and
showed empirical success. In this paper, we show that this approach is provably sample efficient.
Our contributions are summarized below.

Contributions

• We improve the understanding of PO in AMDPs by designing an efficient, model-free algorithm
for online learning in AMDPs. To our knowledge, our method is the first PO-based algorithm to
guarantee provably accurate, efficient estimates without the assumption of aperiodicity or mixing.
We achieve this by randomizing the episode length such that sample trajectories can be partitioned
into i.i.d. regenerative cycles defined by visits to a single recurrent state s̄. In this way we can
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construct uncorrelated value function estimates for variance reduction without knowledge of the
mixing time.

• Combining our policy evaluation procedure with optimistic mirror descent, we show that our
algorithm achieves Õ

(√
ACcovh6T

)
regret after T steps, which is optimal in T . Here h is an

upper bound on the expected time to visit s̄, Ccov is a distribution mismatch coefficient, and A is
the number of actions.

Notation. We let Pπs be the probability distribution of the Markov chain induced by policy π con-
ditioned on starting from state s and let Eπs denote the expectation with respect to this measure.
Similarly, Pπs,a and Eπs,a are the probability measure and expectation conditioned on starting from
state s and taking action a. For two real numbers a, b, we use a ∧ b for min{a, b}. We use the
notation X = O(Y ) and X ≲ Y if there is an absolute constant C that does not depend on X or
Y such that X ≤ CY . The notation X = Õ(Y ) omits logarithmic terms. Given a finite set X , the
notation ∆(X ) refers to the set of probability measures on X , which we view as vectors in RX .

2 Related Work

Initial work on online RL for average reward MDPs mainly focused on model-based methods. The
breakthrough algorithm UCLR2 (Jaksch et al., 2010) achieves near optimal regret in communicating
MDPs. This was later extended to weakly communicating MDPs by Fruit et al. (2018b;a). However,
the high storage cost of these model-based algorithms makes them impractical for applications with
large state-action spaces. So, a more recently line of work focuses proving tight regret bounds
for model-free algorithms. We can roughly divide these into two categories: value-based (i.e. Q-
learning) approaches, and PO.

Q-learning. In one of the first papers to address the model-free problem, Wei et al. (2020) showed
that, using the discounted approximation technique, a version of optimistic Q-learning has Õ(T 2/3)
regret for general weakly communicating MDPs. The scaling in T was later improved to Õ(

√
T ) by

the UCB-AVG algorithm of Zhang & Xie (2023). Very recently Agrawal & Agrawal (2025) showed
that another version of optimistic Q-learning attains Õ(

√
T ) regret. Their results holds under an

assumption similar to our Assumption 4.2, where h is an upper-bound on the expected time to visit
a fixed recurrent state. This is stronger assumption that weakly communicating. In particular, it
implies the MDP is unichain.

Specific to AMDPs, one potential advantage for PO over Q-learning lies in its computational and
space complexity. For rate optimal regret, both Zhang & Xie (2023) and Agrawal & Agrawal (2025)
introduce modifications to the standard Q-learning framework that sacrifice computational complex-
ity. In certain settings, such as when S is very large or when the parameter h is much larger than S,
our algorithm may have a computational advantage See Section 8 for details.

Policy Optimization. Most closely related to present work are the PO algorithms of Abbasi-Yadkori
et al. (2019); Wei et al. (2020); Hao et al. (2021) with regret guarantees for online learning in tabular
AMDPs. The algorithms from these papers each require the uniform mixing assumption mentioned
in the introduction. Specifically, this is the requirement that the quantity

tmix := sup
π

inf{t ≥ 1 : max
s

∥P tπ(s, ·)− µπ∥TV < 1/4} (1)

is finite. The regret bounds in all aforementioned works depend on tmix in a non-trivial way, with
performance decaying as tmix grows. See Table 1 for a concise comparison of their results with ours.

Outside the tabular setting, other work on PO algorithms for AMDPs include those of Wei et al.
(2021); Zhang & Ross (2021); Suttle et al. (2023); Bai et al. (2024); Agnihotri et al. (2024); Patel
et al. (2024). In particular, the work of Suttle et al. (2023) is relevant to ours. They analyze an
actor-critic algorithm for AMDPs and share our high-level goal of alleviating the dependence on
mixing times. However, there are two primary differences between their work and ours. First, they
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analyze their algorithm from a nonconvex optimization perspective, whereas we focus on regret
analysis. Second, while they do not assume a uniform upper bound on the mixing time for each
policy, the finite-time bounds in their Theorem 4.7 still depend on the worst-case mixing time of all
policies encountered by the algorithm. In contrast, our analysis and results are entirely independent
of mixing times.

In addition to the previously mentioned work of Dai & Gluzman (2022), we remark that Gopalan &
Mannor (2015); Adler & Subramanian (2023) also design reinforcement learning algorithms based
on returns to a recurrent state. However, these algorithms focus on a Thompson sampling approach
as opposed to policy optimization.

Table 1: Comparison of existing regret bounds for model-free RL algorithms in infinite-horizon
average reward MDPs with S states, A actions and T steps. The notation sp(v∗) is the span of the
optimal value function, tmix is the worst-case mixing time, thit is the maximum inverse stationary
state-visitation probability under any policy, and Ccov ≤ thit is a distribution mismatch coefficient

Algorithm Regret Method Assumptions
Optimistic Q-Learning Wei et al. (2020) Õ

(
sp(v∗)(SA)1/3T 2/3

)
Q-learning Weakly Communicating

UCB-AVG Zhang & Xie (2023) Õ
(
S5A2sp(v∗)

√
T
)

Q-learning Weakly Communicating

Opimistic Q-Learning Agrawal & Agrawal (2025) Õ
(
h5S

√
AT
)

Q-learning Recurrent state

POLITEX Abbasi-Yadkori et al. (2019) t3mixthit
√
SAT 3/4 Policy Optimization Uniform Mixing

MDP-OOMD Wei et al. (2020) Õ
(√

t3mixCcovAT
)

Policy Optimization Uniform Mixing

AAPI Hao et al. (2021) Õ
(
t2mix(CcovSA)

1/3T 2/3
)

Policy Optimization Uniform Mixing

This work Õ
(√
ACcovh6T

)
Policy Optimization Recurrent state

3 Preliminaries

We consider an infinite-horizon average reward MDP (S,A, P, r) where S and A are the state and
action spaces respectively, P : S ×A → ∆(S) is the transition kernel, and r : S ×A → [0, 1] is the
reward function. In this paper we assume that S := |S| and A := |A| are finite. The agent’s rule for
decision making is its policy π : S → ∆(A) which maps each state to a distribution over actions. At
each time step t, the agent observes state st ∈ S, samples an action at ∼ π(·|st), and receives reward
r(st, at). The agent then transitions to a new state st+1 ∼ P (·|st, at). For each π, these dynamics
define a Markov chain on state space S with transition kernel Pπ(s, s′) =

∑
a π(a|s)P (s′|s, a).

The average reward of policy π starting from state s is

Jπ(s) := lim
T→∞

1

T
Eπs

[
T−1∑
t=0

r(st, at)

]
. (2)

When the Markov chain on S induced by π is unichain, i.e., consists of a single recurrence class,
there exists a unique stationary measure µπ satisfying µπPπ = µπ , regardless of whether or not
the Markov chain is aperiodic. In this case, the average reward is a constant independent of the
initial state (Puterman, 2005) and may be written as Jπ =

∑
s∈S

∑
a∈A µ

π(s)π(a|s)r(s, a). The
performance of the agent is measured by their regret, RT :=

∑T−1
t=0 (J∗ − r(st, at)) where J∗ =

maxπ J
π is the average reward received following an optimal policy π∗.

In discounted MDPs, the quality of a state-action pair (s, a) under a given policy π may be quantified
in absolute terms as the expected total discounted return following π conditioned on starting in state
s and taking action a. In AMDPs, however, the quality of (s, a) cannot be defined in absolute terms.
Rather, it must be measured by the expected return relative to the long-term average Jπ . Namely,
the relative state-action value function (Q-function) is the solution to the Bellman equation

Qπ(s, a) = r(s, a)− Jπ +
∑
s′∈S

P (s′|s, a)V π(s′), (3)
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where V π(s′) =
∑
a∈A π(a|s′)Qπ(s′, a) denotes the relative value function. Note that for unichain

MDPs, the solutionQπ is only unique up to an additive constant. To ensure uniqueness, it is common
to restrict attention to the fundamental solution of the equation (Wei et al., 2020; 2021; Bai et al.,
2024), which is the solution with

∑
s,a µ

π(s)π(a|s)Qπ(s, a) = 0. If the induced Markov chain is
irreducible and aperiodic, this solution can be written as Qπ(s, a) = Eπs,a [

∑∞
t=0(r(st, at)− Jπ)] .

If one assumes uniform mixing, then it can be shown that Qπ(s, a) as defined above is bounded by
O(tmix), which is a key property used by Abbasi-Yadkori et al. (2019); Wei et al. (2020); Hao et al.
(2021). However, without aperiodicity or bounded mixing time, this formula is no longer a reliable
tool for algorithm design; it may not even be well-defined. So new ideas are needed.

Suppose now that s̄ ∈ S is a recurrent state for the Markov chain induced by following policy π. If
the MDP is unichain, the Bellman equation (3) also admits the solution

Qπ(s, a) = Eπs,a
[ T s̄

1 −1∑
t=0

r(st, at)− Jπ
]
, (4)

where T s̄1 = inf{t ≥ 1 : st = s̄} is the first return time to s̄. This has been observed by Cooper et al.
(2003); Dai & Gluzman (2022); Murthy et al. (2024) among others and proved for completeness in
Lemma 10.1. Combining with the identity

Jπk =
1

Eπk
s̄ [T s̄1 ]

Eπk
s̄

T s̄
1 −1∑
t=0

r(st, at)

 , (5)

we obtain V π(s̄) = 0. Therefore, the functions Qπ and V π above are the unique solution of (3)
such that V π vanishes at s̄. Since quantity in (4) is well-defined regardless of the mixing properties
of the chain, we elect to construct estimates based on this representation. The crucial algorithmic
advantage of this approach is that if one knows Jπ , then

1(a0 = a)

π(a|s0)

T s̄
1 −1∑
t=0

(r(st, at)− Jπ) (6)

is an exactly unbiased estimate of Qπ(s0, a). Moreover, by the strong Markov property, if T s̄ℓ is the
ℓ-th return to s̄, then the vectors, Vℓ = (T s̄ℓ − T s̄ℓ−1, sT s̄

ℓ−1
, aT s̄

ℓ−1
, . . . , sT s̄

ℓ −1, aT s̄
ℓ −1), that we refer

to as regenerative cycles, are i.i.d. under any fixed policy. Thus, any two random variables which are
functions of disjoint regenerative cycles are independent. We can leverage this to construct multiple
independent estimates of the form (6). Of course, Jπ is not known, so it needs to be estimated,
which we do using (5).

4 Assumptions and Algorithm

4.1 Assumptions

We now state the main assumptions needed for our results. First, we assume that each policy induces
an irreducible Markov chain on S and that a data coverage condition holds. We remark that the
assumption of irreducibility will help simplify presentation. It can be easily weakened to allow for
transient states provided the data coverage condition still holds.

Assumption 4.1 (Unichain MDPs and Coverage). Each stationary policy π induces an irreducible

Markov chain on S. Furthermore, there exists a constant Ccov so that supπ
∑
s∈S

µπ∗
(s)

µπ(s) ≤ Ccov.

The coverage condition is common in the analysis of policy optimization (Abbasi-Yadkori et al.,
2019; Wei et al., 2020; Hao et al., 2021; Agarwal et al., 2021). Note that it implies that µπ(s) ≥
C−1

covµ
π∗
(s). Therefore, Assumption 4.1 implies as well that thit := supπmaxs∈S

1
µπ(s) <∞.

Next, we state our key assumption.
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Assumption 4.2 (Bounded expected time to reach a recurrent state). There exists a state s̄ ∈ S
known to the algorithm, such that for some h > 0, the following holds: supπmaxs∈S Eπs [T s̄1 ] ≤ h.

Assumption 4.2 ensures that s̄ can be reached in at most h steps on average from any other state.
This is important for two reasons. First, without the return time bound as in Assumption 4.2, we
cannot estimate Qπ(s, a) using a finite number of samples in general. Second, it guarantees the
existence of a bounded solution to (3), on which we can develop our optimization procedure.

To clarify, the uniform ergodicity assumption used in (Abbasi-Yadkori et al., 2019; Wei et al., 2020;
Hao et al., 2021; Bai et al., 2024) is the combination of a uniform mixing assumption (1) together
with Assumption 4.1. We reiterate that our assumptions are strictly weaker than uniform ergodicity,
since they allow for periodic Markov chains with infinite mixing time. We can also show (see
Section 7), that uniform ergodicity implies Assumption 4.2.

Finally, we will assume knowledge of h,Ccov, and thit. This is a limitation shared among many
algorithms for average reward MDPs in the literature, not just restricted to policy optimization (Fruit
et al., 2018b; Zhang & Xie, 2023; Abbasi-Yadkori et al., 2019; Wei et al., 2020). This is because
there is no a priori knowledge of the effective horizon. Quantities analogous to h, namely the horizon
H in episodic MDPs and 1

1−γ in discounted MDPs, are often assumed to be known to the algorithm
designer (Moulin & Neu, 2023; Jin et al., 2020).

4.2 Algorithm Details

Our main algorithm (Algorithm 1) proceeds in episodes of random length depending on the time
taken to return to s̄. Each episode consists of a round of policy evaluation, where the agent collects
data to estimate the Q-function by interacting with the environment using its current policy. This is
followed by a policy improvement step.

Each episode proceeds as follows. During episode k, we first interact with the environment until
s̄ is visited a fixed number NJ times, as use the collected data to form an estimate, Ĵk, of the
average reward Jπk . This procedure is Algorithm 2. This estimate is input to Algorithm 3, which
continues to interact with the environment until s̄ is visited an additional NQ times. The data from
this trajectory, along with Ĵk are used to form an estimate Q̂k of the Q-function Qπk . We then use
Q̂k to update the policy.

We adopt the strategy in Wei et al. (2020) to update the policy using optimistic online mirror descent
(OOMD) (Rakhlin & Sridharan, 2013; Wei & Luo, 2018); that is, we maintain two sequences (π′

k)
and (πk) where (πk) is the learner’s policy and (π′

k) is an auxiliary sequence. Given the estimate of
the current Q-function Q̂k, these sequences are updated as following:

π′
k+1(·|s) = argmax

π∈∆(A)

[
η⟨π, Q̂k(s, ·)⟩ −Dψ(π, π

′
k(·|s))

]
πk+1(·|s) = argmax

π∈∆(A)

[
η⟨π, Q̂k(s, ·)⟩ −Dψ(π, π

′
k+1(·|s))

]
(7)

where ψ(π) = −
∑
a∈A log π(a) is the log barrier function, Dψ is its Bregman divergence, and η

is a step size. One can think of π′
k+1 as the output of a single step of mirror ascent at the end of

episode k. Then πk+1 is an ‘optimistic’ update that happens before the beginning of episode k + 1
where Q̂k is used as a prediction of the true Q function for the upcoming episode.

Before continuing, we introduce some additional notation. We index the return times to s̄ by tuples
(k, ℓ) so that T s̄k,ℓ is the time of the ℓ-th return to s̄ during episode k. Accordingly, T s̄k,0 is the time the
k-th episode starts. Let (Ft) be the filtration Ft = σ(s0, a0, . . . , st). For any stopping time τ , Fτ
is the σ-algebra stopped at τ . We will use the shorthand notation Ek for the expectation E[·|FT s̄

k,0
]

conditioned on the entire history of the algorithm up to the end of episode k − 1.
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Algorithm 1 Policy Update

1: Input: s̄ (recurrent state) η (step-size)
2: Define: NJ = 16ehthit(log T )

2, NQ = 10hthit log T
3: Initialize: π′

1(·|s) = π1(·|s) = 1
A
1 for each s ∈ S

4: for k = 1, 2, . . . do
5: Collect trajectory TJ as in (8) following πk for NJ regenerative cycles
6: Ĵk = EstimateJ(TJ , NJ)
7: Collect trajectory TQ as in (9) by following policy πk for NQ regenerative cycles
8: for all s ∈ S do
9: Q̂k(s, ·) = EstimateQ(TQ, πk, s, Ĵ

k, NQ)
10: update (π′

k+1(·|s), πk+1(·|s)) according to (7)
11: end for
12: end for

Specifics of Algorithm 2 In order to estimate Jπ , we exploit the identity (5). Let

TJ = (sT s̄
k,0
, aT s̄

k,0
, . . . , sT s̄

k,NJ
−1, aT s̄

k,NJ
−1) (8)

be the trajectory collected by Algorithm 2, which consists of NJ regenerative cycles. We divide this
trajectory into thit groups of M = NJ/thit cycles each. For each 1 ≤ j ≤ thit, we first construct
T̂−1
j in lines 5-8 which serves as an estimate of (Eπk

s̄ [T s̄1 ])
−1. More precisely, taking inspiration

from the methods developed by Neu & Bartók (2013; 2016); Neu & Olkhovskaya (2020); Luo et al.
(2021), T̂−1

j is constructed so that its expectation is close to the first M − 1 terms of the geometric
series expansion of (Eπk

s̄ [T s̄1 ])
−1. In line 6, each Xj,ℓ is the minimum of parameter L and the

length of the ℓ-th cycle in j-th group. Here, L is chosen so that we can guarantee boundedness
of the algorithm’s output without incurring too much error. One can see from the strong Markov
property that Ek[Xj,ℓ] = Eπk

s̄ [T s̄1 ∧ L]. Therefore, by defining T̂−1
j as in line 8 of Algorithm 2, the

independence of the Xj,ℓ implies

Ek[T̂−1
j ] = 1

L

M−1∑
i=0

(1− 1
LE

πk
s̄ [T s̄1 ∧ L])i ≈ 1

Eπk
s̄ [T s̄1 ∧ L]

.

Then, in line 9, we use the last cycle in the j-th group to form one estimate Rj of

Eπk
s̄

[∑T s̄
1 ∧L−1
t=0 r(st, at)

]
. Finally, a single estimate Ĵj of Jπk is formed by multiplying T̂−1

j and

Rj . Using independence we have Ek[Ĵj ] = Ek[T̂−1
j ]Ek[Rj ] and, in view of (5), Ek[T̂−1

j ]Ek[Rj ] ≈
Jπ . Finally, the algorithm outputs the average Ĵk = 1

thit

∑thit
j=1 Ĵj for variance reduction. We remark

that the choice of constructing thit samples here is theoretically optimal, which results in a regret
bound scaling with the smaller Ccov rather than thit. Our results still hold under a smaller number of
samples, e.g. one, with slightly worse dependence on constants.

Specifics of Algorithm 3 Given the value estimate Ĵk, Algorithm 3 also takes as inputs the policy
πk, a target state s for which Qπk(s, ·) is to be estimated, and a trajectory

TQ = (sT s̄
k,NJ

, aT s̄
k,NJ

, . . . , sT s̄
k,NJ+NQ

−1, aT s̄
k,NJ+NQ

−1) (9)

consisting of NQ cycles. The algorithm then loops through the cycles. If s is visited during a cycle,
a single importance weighted estimate ζj(s, a) (Line 9 in Algorithm 3) is constructed by summing
the difference between the observed rewards and the estimate Ĵk from the first visit to s in the cycle
until either L steps are taken or there is a return to s̄ at the end of the cycle.

Conditioned on Ĵk, each ζj(s, a) is a nearly unbiased estimate (up to the error introduced by trun-
cation) of Qπk(s, a) +Eπk

s,a[T
s̄
1 ](Ĵ

k − Jπk). If s is visited in Is ≤ NQ of the cycles, then the output
of the algorithm is formed by averaging these Is i.i.d estimates for variance reduction. Accurate
estimation of Jπk helps ensure the error, Eπk

s,a[T
s̄
1 ](Ĵ

k − Jπk), is small.
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Algorithm 2: Estimate J

1: Input: TJ (trajectory), NJ (total cycles in TJ )
2: Define: L = 4eh log T , M = NJ/thit

3: for j = 1 to thit do
4: m← (j − 1)M
5: for ℓ = 1 to M − 1 do
6: Xj,ℓ ← (T s̄

k,m+ℓ − T s̄
k,m+ℓ−1) ∧ L

7: end for
8: T̂−1

j ← 1
L
+ 1

L

∑M−1
i=1

∏i
ℓ=1(1−

1
L
Xj,ℓ)

9: Rj ←
∑T s̄

k,m+M∧(T s̄
k,m+M−1+L)−1

t=T s̄
k,m+M−1

r(st, at)

10: Ĵj ← T̂−1
j Rj

11: end for
12:
13:
14: output Ĵ = 1

thit

∑thit
j=1 Ĵj

Algorithm 3: Estimate Q

1: Input: TQ (trajectory), π (policy), s (target state),
Ĵ (estimate of Jπ), NQ (total cycles in TQ)

2: Define: L = 4eh log T
3: Initialize: I ← 0
4: for ℓ = NJ + 1 to NJ +NQ do
5: Cℓ ← (sT s̄

k,ℓ−1
, aT s̄

k,ℓ−1
, . . . , sT s̄

k,ℓ
−1, aT s̄

k,ℓ
−1)

6: if s ∈ Cℓ then
7: I ← I + 1
8: τs

I ← index of first visit to s in Cℓ
9: ζI(s, a) ←

1(aτs
I
=a)

π(a|s)
∑T s̄

k,ℓ∧(τs
I +L)−1

t=τs
I

r(st, at)− Ĵ

10: end if
11: end for
12: output 1

I

∑I
j=1 ζj(s, a) if I ̸= 0, otherwise out-

put 0.

5 Theoretical Analysis

This section presents our main results on policy optimization without mixing. The regret guaranteed
for our algorithm is given in Theorem 5.1 below.
Theorem 5.1. With an appropriately chosen stepsize depending only on T,Ccov, thit, and h, Algo-
rithm 1 achieves regret E[RT ] ≤ Õ

(√
ACcovh6T

)
for sufficiently large T .

To our knowledge, this the first policy optimization algorithm for infinite horizon average reward
MDPs to achieve Õ(

√
T ) regret without any reliance on mixing time.

Next give a short sketch of the proof of Theorem 5.1. Full proofs are given in the supplementary
material. The analysis of our algorithm is built on the following key lemma.
Lemma 5.2. For any (s, a), the following hold:

(i)
∣∣∣Ek[Q̂k(s, a)]−Qπk(s, a)

∣∣∣ ≤ O
(
h3(log T )2

T 4

)
;

(ii) Ek
[
(Q̂k(s, a)−Qπk(s, a))2

]
≤ O

(
max{1,h/thit}h2(log T )2

πk(a|s)µπk (s)thit
+ h3(log T )3

thit

)
.

We first prove that the regret can be upper bounded by E
[∑T s̄

KT ,0−1

t=1 J∗ − r(st, at)
]
, where KT is

the number of the first episode to start after time T . Using the well-known performance difference
lemma and followed by Lemma 5.2 (i) we then show

E
[ T s̄

KT ,0−1∑
t=0

J∗ − r(st, at)

]
≲ h2thitE

[KT−1∑
k=1

∑
s

µ∗(s)⟨π∗(·|s)− πk(·|s), Q̂k(s, ·)⟩
]
+O(T−3)

The analysis of online mirror ascent shows that the first term on the right hand side is bounded by

O

(
A log T

η

)
+ ηE

[
KT−1∑
k=1

∑
a

πk(a|s)2
(
Q̂k(s, a)− Q̂k−1(s, a)

)2]
.

A straightforward argument shows that E[KT ] ≲ T
hthit

. Combining this with the above and using
Lemma 5.2 (ii), we can show that

E[RT ] ≤ O

(
Ah2thit log T

η
+
ηTCcovh

4(log T )3

thit

)
.

Choosing a stepsize η = O

(√
At2hit

TCcovh2

)
completes the proof.
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6 Conclusion

In this paper, we presented the first provably efficient policy optimization algorithm for infinite
horizon average reward MDPs that does not rely on a uniform mixing assumption. This was done
by exploiting properties of recurrence in the underlying Markov chain. Potential future work could
include extension to include function approximation and infinite state spaces.
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7 Further Discussion of Assumptions 4.1 and 4.2

Here we give a more detailed discussion of Assumptions 4.1 and 4.2 and how they compare to other
average reward MDP models used in the literature.

The weakest assumption frequently made is the requirement that the MDP be weakly communicating
(Jaksch et al., 2010; Fruit et al., 2018b; Wei et al., 2020; 2021; Zhang & Xie, 2023; Hong et al.,
2025). An MDP is weakly communicating if the state space can be divided into two classes. One
class consists of states that are transient for every policy. The other, called the communicating class,
consists of a set of states with the following property: for each pair of states (s, s′) there exists a
policy π such that s′ is reachable from s when following π (Puterman, 2005). As shown by Jaksch
et al. (2010), the weakly communicating assumption is necessary for efficient online learning. It
is a sufficient property to guarantee the existence of a solution (Q∗, J∗) to the Bellman optimality
equation

Q∗(s, a) + J∗ = r(s, a) +
∑
s′∈S

P (s′|s, a)max
a′

Q∗(s′, a′)

where J∗ is constant. However, this is not enough to guarantee that for a fixed policy π, Jπ(s) as
defined in (2) is constant. In this case, solutions Qπ to the Bellman equation

Qπ(s, a) + Jπ(s) = r(s, a) +
∑
s′∈S

P (s′|s, a)V π(s′)

may exist, but may only be unique modulo a subspace of dimension greater than one. This is
because, in a weakly communicating MDPs, there can be policies that induce Markov chains with
multiple recurrence classes. As such, the chain’s stationary measure is not unique: there is a different
one for each recurrence class. Moreover, while q∗ is bounded, there is no guaranteed uniform upper
bound on the size of qπ as apposed to discounted and episodic MDPs where 1

1−γ or H provide a
natural upper bound. This seems to make learning with policy optimization style algorithms difficult.
It is not clear how to accurately estimate qπ(s, a) in the weakly communicating case, and lack of a
clear upper bound can destabilize the algorithm.

At the other end of the spectrum, the strongest assumption made in the literature is uniform er-
godicity as defined in the main text. This has been assumed by Abbasi-Yadkori et al. (2019); Wei
et al. (2020; 2021); Bai et al. (2024) when studying regret minimization in MDPs. This is strictly
stronger than the combination of our Assumptions 4.1 and 4.2. In particular, whenever tmix finite,
the following holds:

h ≤ sup
π

tmix(π) log2(2/µ
π(s̄))

µπ(s̄)
.

where tmix(π) is the mixing time for the specific polciy π. See Lemma 13.1 for a proof of this fact.
Though, as discussed in Section 5, uniform mixing does not imply assumption 4.2. We may have
h <∞ and yet tmix = ∞ because some policy induces a periodic Markov chain.

Below, we provide some examples to further clarify the difference between our assumptions and
uniform ergodicity.

7.1 Examples

Example 7.1. An MDP on the cycle
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Our first example serves two purposes. It is a construction of a class of MDPs parametrized by a
small, nonnegative number ε. For any admissible value of ε, the MDP satisfies our Assumptions 4.1
and 4.2. However, if ε = 0 then there is a periodic policy and the uniform ergodicity assumption
fails. If ε is positive, the all policies induce aperiodic Markov chains and the MDP is uniformly
ergodic. Even so h = O(S) but tmix = O(S2).

Let S = {0, . . . , n− 1} where n is divisible by four. We consider an MDP where the agent receives
a reward of one for visiting state n/2 and zero otherwise. The action set is A = {L,R}. For ε < 0.3
the transition dynamics are given by

P (i+ 1 mod n|i, L) = 0.7 P (i+ 1 mod n|i, R) = 1− ε

P (i|i, L) = ε P (i|i, R) = ε

P (i− 1 mod n|i, L) = 0.3− ε P (i− 1 mod n|i, R) = 0.

The parameter ε represents the probability that the agent stays in its current state. If ε is positive, all
policies are aperiodic. If ε = 0, then there is a policy which induces a periodic Markov chain.

More specifically, consider the behavior of the induced Markov chain under the policy which deter-
ministically selects action R at every state. Under this policy, viewing the state space as the cycle
graph on n vertices, the agent performs a biased random walk on the cycle with transition proba-
bilities p(i + 1 mod n, i) = 1 − ε and p(i, i) = ε. If ε = 0, the walk is periodic and has infinite
mixing time. Otherwise, the strong counter-clockwise drift slows mixing substantially. To see this,
let d denote the graph distance on the cycle, νt = ⌊(1− ε)t⌋ mod n, and

Mt = {i ∈ [n] : d(i, νt) > n/4}.

Now let Xt be the random walk on the non-negative integers started at zero that takes a step right
with probability 1 − ε and stays put with probability ε. Note that Yt := Xt mod n has the same
distribution as the agent’s walk. Moreover, if Yt ∈ Mt then |Xt − ⌊(1 − ε)t⌋| > n/4. Since
E[Xt] = (1− ε)t this implies that |Xt − E[Xt]| ≥ n/4. So

pt(0,Mt) = P(Yt ∈Mt) ≤ P(|Xt − E[Xt]| ≥ n/4) ≤ 16Var(Xt)

n2
=

16tε(1− ε)

n2
.

It is easily seen that this Markov chain has uniform stationary measure. Hence µ(Mt) = 1/2 and
we get

∥pt(0, ·)− µ(·)∥TV ≥ µ(Mt)− pt(0,Mt) ≥ 1/2− 16tε(1− ε)

n2

which is larger than 1/4 provided t < n2

64ε(1−ε) . Thus, the mixing time of this chain is at least of
order n2 for ε ∈ (0, 1).

To bound the value of h for this chain, we set s̄ = n− 1 and attempt to upper bound Ej [T s̄1 ] for any
j ∈ S. Fix any policy π and let pπ(·, ·) be the transition probabilities on S induced by π. Consider
the Markov chain ξπt on Z which takes a step left or right, or stays where it is according to the same
transition probabilities governing st under π. That is

Pj(ξπt+1 = k ± 1|ξπt = k) = pπ(i± 1 mod n, i) if k mod n = i and Pj(ξπt+1 = k|ξπt = k) = ε.

where the subscript j denotes the distribution of ξπt when ξπ0 = j. Then ξπt mod n has the same
distribution as st. Note that Eπj [T

n−1
1 ] ≤ Ej [σπn] where σπn is the time of the first visit to integer

n− 1 by ξπt .

For the final step in the reduction, let πL be the policy that always takes action L. This is the ‘worst’
case since under any other policy ξπt has a higher probability of taking a step right towards n− 1. A
coupling argument shows that σπL

n stochastically dominates σπn for any other policy π. Hence, and
upper bound on Ej [σπL

n ] over all potential starting position j will give us an upper-bound on h.
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This upper-bound follows from a standard martingale argument. When started from integer j, we
can recognize ξπL

t as a biased random walk

ξπL
t = j +

t∑
ℓ=1

Zℓ

where Zℓ are independent taking values 1, 0, and −1 with probability 0.7, ε, and 0.3−ε respectively.
For any t0 > 0, ξt∧t0−(t∧t0)µZ is a uniformly integrable martingale where µZ = E[Z1] = 0.4+ε.
Then by the optional stopping theorem

j = E[ξπL
0 ] = E[ξσπL

n
− σπL

n µZ ].

which implies

E[σπL
n ] =

E[ξσπL
n

]− j

µZ
=
n− 1− j

0.4 + ε
≤ n

0.4 + ε
.

Example 7.2. Near periodic Markov chains

These examples are constructions of individual Markov chains, not MDPs. They serve as more
examples of aperiodic Markov chains where some state s̄ has a small worst-case expected hitting
time and yet the mixing time is large. This can occur when the Markov chain is only barely aperiodic.
MDPs that experience this phenomenon may have h≪ tmix.

Consider the following simple example of a Markov chain where this happens: the Markov chain
has only two states,called s1 and s2, and for some small δ, it stays in its current state with probability
δ and transitions to the other with probability 1− δ. So the transition matrix is[

δ 1− δ
1− δ δ

]
.

It is well known that the mixing time of a reversible Markov chain can be upper and lower bounded
by the reciprocal of its spectral gap (Levin & Peres, 2017, Chapter 12). The spectral gap is 1 −
max{|λ2|, |λS |} where

1 = λ1 ≥ . . . ≥ λS ≥ −1

are the eigenvalues of the transition matrix taken with respect to an inner product

⟨f, g⟩µ =
∑
s

f(s)g(s)µ(s),

and µ is the stationary measure. The eigenvalues of this matrix are 1 and 2δ − 1. This gives an
absolute spectral gap of 2δ, so the mixing time of this chain is Θ(δ−1). However, if we let s̄ = s1,
then the expected amount of time to return to s̄ when started from s̄ is 2. This is because the
stationary measure, µ, has µ(s1) = 1/2 and the expected time to return to s1 when started from s1
is 1/µ(s1) (Kac’s Lemma). The number of steps required to get from s2 to s1 is a geometric random
variable with success probability 1− δ, so its expectation is 1/(1− δ). So in this example, as δ → 0
the expected time to hit s̄ is at most 2 but the mixing time diverges to infinity.

This construction can be extended to broader classes by considering a simple random walk on a large
bipartite graph with n vertices and adding a small probability of order 1/n that the Markov chain
stays in its current state every time step. If we choose s̄ as a state where the stationary probability
µ(s̄) is Ω(1) then the expected time to hit s̄ will be O(1). However, the mixing time will grow with
n. Figure 1 shows upper and lower bounds for the mixing time of a random walk on a star graph
with n leaves and probability 1/n of staying in the same state. If we choose s̄ to be the center of the
star then the expected time to hit s̄ from any state is O(1), but the mixing time is O(n).
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Figure 1: Upper and lower bounds for the mixing time on the star graph vs. number of vertices

8 Computational Complexity

In this section, we briefly analyze the computational and space complexity of Algorithm 1 and
compare it to the Q-learning algorithms of Zhang & Xie (2023) and Agrawal & Agrawal (2025).
The purpose is to demonstrate some of the practical benefits of PO specific to the average reward
setting.

Proposition 8.1. The expected time complexity of Algorithm 1 is Õ(TS + T + SAT
hthit

)

Proof. During the execution of each episode, we can pre-process the rewards by storing the cumu-
lative summation of the reward trajectory. This allows us to compute the sum of contiguous subsets
of the reward trajectory in constant time. Note that, considering all episodes, this contributes O(T )
to the total time complexity.

Consider Algorithm 3. We need to compute sum for each regenerative cycle of length L = Õ(h),
which can now be done in O(1) time. There are at most NQ = Õ(hthit) cycles, which leads to a
computational complexity of Õ(hthit) to run this algorithm for each state. Since we do this for each
state, we have a total complexity of Õ(Shthit) for Algorithm 3 in each episode.

Suppose that we run the algorithm for T steps. If there are KT total episodes completed during the
algorithm’s execution, we then have a computational complexity of Õ(KTShthit). In Proposition
12.6, we prove that E[KT ] ≤ Õ( T

hthit
). Hence, we have a total computational complexity of Õ(TS)

on average from Algorithm 3.

A similar analysis of Algorithm 2 shows that the computational complexity of executing it once is
Õ(hthit). Since we only need to execute Algorithm 2 once per episode (rather than S times), using
the upper-bound for E[KT ] gives the final Õ(T ) complexity contribution of Algorithm 2 on average.

For the policy update, we need to solve a convex optimization problem at each step. Since we use the
log-barrier regularization, there is no closed form solution for this problem. However, the problem
can be solved approximately in time scaling logarithmically with the desired accuracy, and linearly
in the dimension of the problem, which is A. We must do this S times, hence the total complexity
of the policy update is Õ(SA). On average, the policy is updated at most E[KT ] ≤ O

(
T
hthit

)
times.

This gives a complexity of O(SAThthit
) for the policy update.

Combining everything, we have a total computational complexity of Õ(TS + T + SAT
hthit

).

In contrast, Zhang & Xie (2023) provide an analysis of the complexity of their algorithm. Proposi-
tion 2 of their paper states that the time complexity of their algorithm is Õ(SAT + S2T + S4A).
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The factor of S2 is due to a span projection operation that keeps their value function estimate within
the space of vectors with span no larger than the span of the AMDP’s optimal value function

Agrawal & Agrawal (2025) do not provide a computational complexity analysis. The main cost is
from the structure that adopts techniques from the episodic setting. They make a similar assumption
to our Assumption 4.2 that there is a state which is visited in expected time at most h. The algorithm
maintains a separate estimate Qi for each 1 ≤ i ≤ h

At each time step, computing the next action takes O(A) time due to the argmax operation. Then
the algorithm must update each of h total Q-function estimates, each which takes O(A) time. This
leads to a complexity of O(hAT ). Finally, their algorithm performs an O(S) span projection in-
termittently at the end of every K-th epoch where K is a parameter. Based on the recommended
parameters in the paper, one can compute that the projection operation happens a total of Õ(hS)
times, leading to a contribution of O(hS2). Thus, the complexity of their algorithm is at least
O(hAT + hS2).

Comparing the leading order terms, we see that the computational overhead of Algorithm 1 is lower
by a factor of S compared to Zhang & Xie (2023). The difference is primarily driven by the relative
infrequency of updates in policy optimization compared to the updates occurring every step in Q-
learning.

The computational complexity of Algorithm 1 is roughly comparable to Agrawal & Agrawal (2025)
if h and S are comparable, Algorithm 1 may even be slower if h ≪ S. However, if S ≪ h, then
Algorithm 1 may enjoy a computational advantage.

9 Additional Background on Markov Chains

In this subsection, we briefly review some of the classical Markov chain theory our algorithms are
based on. The lemmas in this section are mostly classical. Full details can be found the books by
Durrett (2019); Levin & Peres (2017).

Lemma 9.1. Let (st) be an irreducible the Markov chain on S induced by following policy π and
let s̄ be a recurrent state. Define

γs̄(s) = Eπs̄

T s̄
1 −1∑
t=0

1(st = s)

 .
Then γs̄ is a stationary measure with γs̄(s) <∞ for each s ∈ S.

Proof. See Theorem 5.5.7 in Durrett (2019).

Note that γs̄ is not a probability measure. However, if s̄ is positive recurrent (as implied by Assump-
tion 4.1) then it can be normalized so that the unique stationary probability measure can be written
µπ(s) = 1

Eπ
s̄ [T

s̄
1 ]
γs̄(s).

We will use this to prove equation (5).

Lemma 9.2. Let µ be the stationary distribution on S for the Markov chain induced by policy π
and let s̄ be a recurrent state. Then

Eπs̄

T s̄
1 −1∑
t=0

r(st, at)

 = Eπs̄ [T s̄1 ]Jπ.

Proof. Let γs̄ be the stationary measure defined by s̄ as in Lemma 9.1 and µπ = 1
Eπ
s̄ [T

s̄
1 ]
γs̄ be the

stationary distribution. Conditioning on the sequence of states and using T s̄1 is a stopping time we
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have

Eπs̄

T s̄
1 −1∑
t=0

r(st, at)

 = Eπs̄

T s̄
1 −1∑
t=0

Eπs̄ [r(st, at)|Ft]

 = Eπs̄

T s̄
1 −1∑
t=0

rπ(st)


where we define rπ(s) =

∑
a∈A r(s, a)π(a|s). Finally,

Eπs̄

T s̄
1 −1∑
t=0

rπ(st)

 = Eπs̄

T s̄
1 −1∑
t=0

∑
s∈S

rπ(s)1(st = s)

 =
∑
s∈S

rπ(s)Eπs̄

T s̄
1 −1∑
t=0

1(st = s)


=
∑
s∈S

rπ(s)γs̄(s)

= Eπs̄ [T s̄1 ]
∑
s∈S

rπ(s)µ(s).

Next we prove that the regenerative cycles are i.i.d. In fact, we prove a slightly more general prop-
erty. Given any sequence of stopping times {τj}j≥1 the chains behavior between time τj+1 and τj
is independent its behavior between τi+1 and τi or i ̸= j provided that for each j there is a fixed
state sj such sτj = sj almost surely.

Lemma 9.3. Let Pπs̄ be the probability measure induced by a Markov chain under policy π started
at s̄. Let τ0 = 0 and {τj}j≥1 be a strictly increasing sequence of stopping times with the property
that for each j, τj < ∞ and there exists sj ∈ S such that sτj = sj with probability one. Then
random vectors

Vj =
(
τj+1 − τj , (sτj , aτj ), . . . , (sτj+1−1, aτj+1−1)

)
are independent and Ps̄(Vj = v) = Psj (V0 = v).

Proof. Since S and A are finite, the set V of all possible values of Vj is at most countable. Fix
v ∈ V and let Ft = σ(s0, a0, . . . , st−1, at−1, st) be the filtration including all randomness up to the
action at−1 and state st. Then by the strong Markov property

Pπs̄ (Vj = v|Fτj ) = Pπsj (V0 = v) = Eπs̄ [Pπsj (V0 = v)] = Eπs̄
[
Pπs̄ (Vj = v|Fτj )

]
= Pπs̄ (Vj = v).

This holding for all v implies that Vj is independent of Fτj and hence of Vi for all i < j.

10 Preliminary Lemmas and Value Function Properties

In this section we state and prove some preliminary results concerning the value functions as defined
in (4). Throughout we consider a single arbitrary stationary policy π.

An important consequence of Lemma 9.2 is that V π as defined in (4) has V π(s̄) = 0. This allows
us to prove that the Bellman equation is satisfied.

Lemma 10.1. The value functions as defined in (4) solve the Bellman equation

Qπ(s, a) + Jπ = r(s, a) + Es′∼P (·|s,a)[V
π(s′)].
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Proof. Note that conditioned on an initial state s ̸= s̄, T s̄1 = inf{t ≥ 0 : st = s̄}. Following a
classical first-step analysis we have

Eπs,a

T s̄
1 −1∑
t=0

(r(st, at)− Jπ)


= r(s, a)− Jπ + Eπs,a

T s̄
1 −1∑
t=1

(r(st, at)− Jπ)


= r(s, a)− Jπ + P (s̄|s, a) · 0 +

∑
s′ ̸=s̄

P (s′|s, a)Eπs′

T s̄
1 −1∑
t=0

(r(st, at)− Jπ)


= r(s, a)− Jπ +

∑
s′∈S

P (s′|s, a)V π(s′)

where the last line used the definition of V π and V π(s̄) = 0.

We record here the well-known performance difference lemma allowing us to compare J π̃ and Jπ

for any two stationary policies π̃ and π.

Lemma 10.2 (Performance Difference Lemma). For any two polices π, π̃,

J π̃ − Jπ =
∑
s∈S

∑
a∈A

µπ̃(s) (π̃(a|s)− π(a|s))Qπ(s, a).

Proof. Using Lemma 10.1 we have∑
s∈S

∑
a∈A

µπ̃(s)π̃(a|s)Qπ(s, a)

=
∑
s∈S

∑
a∈A

µπ̃(s)π̃(a|s)

(
r(s, a)− Jπ +

∑
s′∈S

P (s′|s, a)V π(s′)

)
= J π̃ − Jπ +

∑
s′∈S

µπ̃(s′)V π(s′)

= J π̃ − Jπ +
∑
s∈S

∑
a∈A

µπ̃(s)π(a|s)Qπ(s, a)

with the third line using that µπ̃ is a stationary measure.

Lemma 10.3. Under Assumption 4.2, it holds for any policy π, and any state-action pair (s, a)

|V π(s)| ≤ h and |Qπ(s, a)| ≤ 2h.

Proof. Since we are assuming rewards bounded between zero and one

|V π(s)| ≤ Eπs

T s̄
1 −1∑
t=0

|r(st, at)− Jπ|

 ≤ Eπs [T s̄1 ] ≤ h.

Similarly, we have |Qπ(s, a)| ≤ Eπs,a[T s̄1 ]. To show that this is at most 2h, notice that

Eπs,a[T s̄1 ] = 1 +
∑
s′ ̸=s̄

P (s′|s, a)Eπs′ [T s̄1 ] ≤ 1 + h ≤ 2h.
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An important consequence of of Assumption 4.2 is that the distribution of T s̄1 has an exponentially
decaying tail. We prove this in the following two Lemmas.

Lemma 10.4. Fix a given policy π and let s ∈ S. Fix α ∈ (0, 1) and let θ = α
eh . Under Assumptions

4.1 and 4.2,

Eπs
[
eθT

s̄
1

]
≤
(

e− 1

e1−α − 1

)
<∞. (10)

Proof. Let m = eh. Then Markov’s inequality and Assumption 4.2 together imply Ps′(T s̄1 ≥ m) ≤
h/m = e−1 for any s′ ∈ C(π). Then by the Markov property for any integer k ≥ 2,

Pπs (T s̄1 ≥ km) = Pπs (T s̄1 ≥ m|T s̄1 > (k − 1)m)Pπs (T s̄1 > (k − 1)m)

≤ max
s′

Pπs′(T s̄1 ≥ m)Pπs (T s̄1 > m(k − 1)m) ≤ 1

e
Pπs (T s̄1 > (k − 1)m).

where γ is the distribution of s(k−1)m conditioned on the event {T s̄1 > (k − 1)m}. Proceeding by
induction it follows that Pπs (T s̄1 ≥ km) ≤ e−k. Therefore,

Eπs
[
exp(θT s̄1 )

]
=

∫ ∞

0

Pπs (eθT
s̄
1 > x)dx

=

∫ ∞

0

Pπs
(
T s̄1 >

log x

θ

)
dx

=

∫ emθ

0

Pπs
(
T s̄1 >

log x

θ

)
dx+

∞∑
k=1

∫ e(k+1)mθ

ekmθ

Pπs
(
T s̄1 >

log x

θ

)
dx

≤ emθ + (emθ − 1)

∞∑
k=1

ekmθPπs (T s̄1 ≥ km)

≤ emθ + (emθ − 1)

∞∑
k=1

emθke−k.

≤ eα + (eα − 1)

∞∑
k=1

ek(α−1)

= eα + (eα − 1)
eα−1

1− eα−1
.

Simplifying, we obtain (10).

The next lemma helps control the bias incurred by using the truncated stopping times in Algorithms
2 and 3.

Lemma 10.5. Fix β ≥ eh
1−e−1 . Under Assumptions 4.1 and 4.2 for any s and policy π,

(i) Pπs (T s̄1 ≥ β) ≤ 2β
h e

− β
eh

(ii) Eπs [T s̄1 ]− Eπs [T s̄1 ∧ β] = Eπs [(T s̄1 − β)1(T s̄1 > β)] ≤ O
(
βe−

β
eh

)
Proof. We will focus on the proof of (ii) and prove (i) as well along the way. For ℓ ≥ 1 define the
event Eℓ = {βℓ ≤ T s̄1 < β(ℓ+ 1)}. Then

Eπs [T s̄1 ]− Eπs [T s̄1 ∧ β] =
∞∑
ℓ=1

Eπs [(T s̄1 − β)1(Eℓ)] ≤ β

∞∑
ℓ=1

ℓPπs (Eℓ) ≤ β

∞∑
ℓ=1

ℓPπs (T s̄1 ≥ βℓ).(11)
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Fix α ∈ (0, 1) and let θ be as in Lemma 10.4. Then we have

Pπs (T s̄1 ≥ βℓ) = Pπs (eθT
s̄
1 ≥ eθβℓ) ≤

(
e− 1

e1−α − 1

)
e−θβℓ =

(
e− 1

e1−α − 1

)
e−

αβℓ
eh .

Viewing the right hand side as a function f(α) we have

f ′(α) =
e−

αβℓ
eh (e− 1)

e1−α − 1

(
e1−α

e1−α − 1
− βℓ

eh

)
.

Setting this equal to zero and solving for the optimal α∗ we have that α∗ = log
(
1− eh

βℓ

)
+1 which

is between zero and one for β ≥ eh
1−e−1 . Plugging this into the expression for f(α) and simplifying

gives

f(α∗) =
βℓ(e− 1)(1− eh

βℓ )
1− βℓ

eh

eh
e−

βℓ
eh .

For x ∈ (0, 1) we have g(x) := (1 − x)1−1/x ≤ e. It is easily verified that log g(x) = (1 −
1/x) log(1− x) is decreasing on (0, 1) and limx→0 log g(x) = 1. Using this estimate with x = eh

βℓ
we get

f(α∗) ≤ βℓ(e− 1)

h
e−

βℓ
eh ≤ 2βℓ

h
e−

βℓ
eh . (12)

Plugging this back into (11) we have

Eπs [T s̄1 ]− Eπs [T s̄1 ∧ β] ≤ 2β2

h

∞∑
ℓ=1

ℓ2e−
βℓ
eh = O

(
2β2

h
· eh
β
e−

β
eh

)
= O

(
βe−

β
eh

)
where we have used that

∑
ℓ≥1 ℓ

2e−cℓ = O
(∫∞

1
x2e−cxdx

)
= O

(
c−1e−c

)
for c > 1. Taking

ℓ = 1 in (12) shows (i).

11 Guarantees for the Q-Function Estimate

This subsection is dedicated to the analysis of Algorithms 2 and 3 and the proof of Lemma 5.2.

We will analyze Algorithm 2 in Section 11.1 and use these results in our analysis of Algorithm 3 in
Section 11.2. Throughout, we consider a fixed arbitrary episode k. For notational simplicity we will
sometimes omit k when it is clear from the context, following the conventions used in the definitions
of Algorithms 2 and 3.

11.1 Analysis of Algorithm 2

Lemma 11.1. Let L be as in Algorithm 2. Then

(i) |Ek[Ĵk]− Jπk | ≤ O
(
h2 log T
T 4

)
(ii) |Ĵk| ≤ L almost surely.

Proof. We first show that ∣∣∣∣Ek[T̂−1
j ]− 1

Eπk
s̄ [T s̄1 ]

∣∣∣∣ ≤ O

(
h log T

T 4

)
. (13)
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Recall the definition Xj,ℓ = (T s̄k,m+ℓ − T s̄k,m+ℓ−1) ∧ L from Algorithm 2 where m = (j − 1)M .
Due to the strong Markov property, theXj,ℓ are i.i.d. (see Lemma 9.3) and Ek[Xj,ℓ] = Eπk

s̄ [T s̄1 ∧L].
Therefore,

Ek[T̂−1
j ] = 1

L + 1
L

M−1∑
i=1

Ek

[
i∏

ℓ=1

(1− 1
LXj,ℓ)

]
= 1

L

M−1∑
i=0

(
1− 1

LE
πk
s̄ [T s̄1 ∧ L]

)i
. (14)

Since L > h, Assumption 4.2 implies that both 1− 1
LE

πk
s̄ [T s̄1 ∧ L] and 1− 1

LE
πk
s̄ [T s̄1 ] are between

zero and one. So using (14),∣∣∣∣Ek[T̂−1
j ]− 1

Eπk
s̄ [T s̄1 ]

∣∣∣∣
= 1

L

∣∣∣∣∣
M−1∑
i=0

(
1− 1

LE
πk
s̄ [T s̄1 ∧ L]

)i − ∞∑
i=0

(
1− 1

LE
πk
s̄ [T s̄1 ]

)i∣∣∣∣∣
≤ 1

L

∣∣∣∣∣
M−1∑
i=0

[
(1− 1

LE
πk
s̄ [T s̄1 ∧ L])i − (1− 1

LE
πk
s̄ [T s̄1 ])

i
]∣∣∣∣∣+ 1

L

∣∣∣∣∣
∞∑
i=M

(
1− 1

LEs̄[T
s̄
1 ]
)i∣∣∣∣∣ . (15)

Since 0 < 1 − 1
LE

πk
s̄ [T s̄1 ] ≤ 1 − 1

LE
πk
s̄ [T s̄1 ∧ L], we can drop the absolute value in the first term to

get

1
L

∣∣∣∣∣
M−1∑
i=0

[
(1− 1

LE
πk
s̄ [T s̄1 ∧ L])i − (1− 1

LE
πk
s̄ [T s̄1 ])

i
]∣∣∣∣∣

= 1
L

(
M−1∑
i=0

(1− 1
LE

πk
s̄ [T s̄1 ∧ L])i − (1− 1

LE
πk
s̄ [T s̄1 ])

i

)

≤ 1
L

( ∞∑
i=0

(1− 1
LE

πk
s̄ [T s̄1 ∧ L])i − (1− 1

LE
πk
s̄ [T s̄1 ])

i

)

=
1

Eπk
s̄ [T s̄1 ∧ L]

− 1

Eπk
s̄ [T s̄1 ]

.

Using Lemma 10.5 with β = L as well as T s̄1 ≥ 1,

1

Eπk
s̄ [T s̄1 ∧ L]

− 1

Eπk
s̄ [T s̄1 ]

=
Eπk
s̄ [T s̄1 ]− Eπk

s̄ [T s̄1 ∧ L]
Eπk
s̄ [T s̄1 ]E

πk
s̄ [T s̄1 ∧ L]

≤ Eπk
s̄ [T s̄1 ]− Eπk

s̄ [T s̄1 ∧ L] ≤ O
(
Le−

L
eh

)
.

For the second term in (15), we simply have

1
L

∣∣∣∣∣
∞∑
i=M

(
1− 1

LE
πk
s̄ [T s̄1 ]

)i∣∣∣∣∣ ≤ 1
L

∞∑
i=M

(1− 1
L )

i ≤ (1− 1
L )

M ≤ e−
M
L .

Combining everything and substituting the definition of L andM = NJ/thit = 16eh(log T )2 shows∣∣∣∣Ek[T̂−1
j ]− 1

Eπk
s̄ [T s̄1 ]

∣∣∣∣ ≤ O
(
Le−

L
eh + e−

M
L

)
≤ O

(
h log T

T 4
+

1

T 4

)
= O

(
h log T

T 4

)
completing the proof of (13).

Now we show (i). Again by the strong Markov property, Ek[Rj ] = Eπk
s̄

[∑T s̄
1 ∧L
t=0 r(st, at)

]
. We

have

Eπk
s̄

T s̄
1 −1∑
t=0

r(st, at)

− Eπk
s̄

T s̄
1 ∧L−1∑
t=0

r(st, at)

 = Eπk
s̄

1(T s̄1 > L)

T s̄
1 −1∑
t=L

r(st, at)


≤ Eπk

s̄ [1(T s̄1 > L)(T s̄1 − L)].
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Using Eπk
s̄ [
∑T s̄

1 −1
t=0 r(st, at)] = Eπk

s̄ [T s̄1 ]J
πk (Lemma 9.2) , it follows from the above display and

Lemma 10.5 that

0 ≤ Eπk
s̄ [T s̄1 ]J

πk − Ek[Rj ] ≤ O
(
Le−

L
eh

)
= O

(
h log T

T 4

)
. (16)

Therefore,∣∣∣Ek[Ĵj ]− Jπk

∣∣∣ = ∣∣∣Ek[T̂−1
j ]Ek[Rj ]− Jπk

∣∣∣
≤
∣∣∣∣Ek[T̂−1

j ]− 1

Eπk
s̄ [T s̄1 ]

∣∣∣∣Ek[Rj ] + ∣∣∣∣ 1

Eπk
s̄ [T s̄1 ]

Ek[Rj ]− Jπk

∣∣∣∣
=

∣∣∣∣Ek[T̂−1
j ]− 1

Eπk
s̄ [T s̄1 ]

∣∣∣∣Ek[Rj ] + 1

Eπk
s̄ [T s̄1 ]

∣∣Ek[Rj ]− Eπk
s̄ [T s̄1 ]J

πk
∣∣

≤ h

∣∣∣∣Ek[T̂−1
j ]− 1

Eπk
s̄ [T s̄1 ]

∣∣∣∣+ |Ek[Rj ]− Eπk
s̄ [T s̄1 ]J

πk |

≤ O

(
h2 log T

T 4
+
h log T

T 4

)
= O

(
h2 log T

T 4

)
.

The first line above uses the independence of T̂−1
j and Rj , the second to last line uses Ek[Rj ] ≤

Eπk
s̄ [
∑T s̄

1 −1
t=0 r(st, at)] ≤ h by Assumption 4.2, and the last uses (13) and (16). Then

|Ek[Ĵk]− Jπk | ≤ 1

thit

thit∑
j=1

|Ek[Ĵj ]− Jπk | ≤ O

(
h2 log T

T 4

)
finishes the proof of (i).

Last we show (ii). Since 1 ≤ Xj,ℓ ≤ L we have 0 ≤ 1− 1
LXj,ℓ ≤ 1− 1

L almost surely for each j, ℓ.
Hence,

T̂−1
j = 1

L + 1
L

M−1∑
i=1

i∏
ℓ=1

(1− 1
LXj,ℓ) ≤ 1

L + 1
L

M−1∑
i=1

(1− 1
L )

i ≤ 1
L

∞∑
i=0

(1− 1
L )

i = 1.

In addition, since we are assuming r(s, a) ∈ [0, 1] for all s, a and Rj is the sum of rewards along
a trajectory of length at most L, we have |Rj | ≤ L. Then (ii) follows from Ĵj = T̂−1

j Rj and the
triangle inequality.

The last result we need in this section is a bound on Ek[(Ĵk − Jπk)2]. First, we need the following
preliminary result to control the second moment of T̂−1

j . We could use the trivial estimate |T̂−1
j | ≤ 1

but the following analysis will help save a factor of h in the final regret bound.

Proposition 11.2. Keep the same conditions as in Proposition 11.1. Then

Ek[(T̂−1
j )2] ≤ 1

LEπk
s̄ [T s̄1 ∧ L]

+
2

(Eπk
s̄ [T s̄1 ∧ L])2

.

Proof. Our analysis will twice make use of the following fact that we state here once for conve-
nience: since 2x

L − x2

L2 ≥ x
L for x ∈ (0, L) we have

1− Eπk
s̄ [(1− 1

LT
s̄
1 ∧ L)2] = Eπk

s̄ [ 2LT
s̄
1 ∧ L− 1

L2 (T
s̄
1 ∧ L)2] ≥ 1

LE
πk
s̄ [T s̄1 ∧ L]. (17)

Let ξ0 = 1 and for each 1 ≤ i ≤M − 1 let ξi =
∏i
ℓ=1(1−

1
LXj,ℓ). Then

Ek
[
(T̂−1
j )2

]
=

1

L2
Ek

(M−1∑
i=0

ξi

)2
 =

1

L2

M−1∑
i=0

Ek
[
ξ2i
]
+

2

L2

M−2∑
i=0

M−1∑
n=i+1

Ek[ξiξn]. (18)
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Let us first consider the diagonal terms in the sum. Using independence,

Ek
[
ξ2i
]
= Ek

[
i∏

ℓ=1

(1− 1
LXj,ℓ)

2

]
= Eπk

s̄ [(1− 1
LT

s̄
1 ∧ L)2]i.

holds for i ≥ 1. Then summing over i we get

1

L2

M−1∑
i=0

Ek[ξ2i ] =
1

L2

M−1∑
i=0

Eπk
s̄ [(1− 1

LT
s̄
1 ∧ L)2]i ≤ 1

L2

∞∑
i=0

Eπk
s̄ [(1− 1

LT
s̄
1 ∧ L)2]i

=
1

L2(1− Eπk
s̄ [(1− 1

LT
s̄
1 ∧ L)2])

≤ 1

LEπk
s̄ [T s̄1 ∧ L]

where the summing of a geometric series to obtain the first inequality is justified by |1− 1
LT

s̄
1 ∧L| ≤

1− 1
L and the last is due to (17).

We now turn to the second term in (18). Fix integers i and n ≥ i+ 1. Then

Ek[ξiξn] = Ek

[
i∏

ℓ=1

(1− 1
LXj,ℓ) ·

n∏
ℓ=1

(1− 1
LXj,ℓ)

]
= Ek

[
i∏

ℓ=1

(1− 1
LXj,ℓ)

2 ·
n∏

ℓ=i+1

(1− 1
LXj,ℓ)

]

= Eπk
s̄ [(1− 1

LT
s̄
1 ∧ L)2]i ·

(
1− 1

LE
πk
s̄ [T s̄1 ∧ L]

)n−i
.

where we have again used independence in the last equality. Note also that since ξ0 = 1 the same
equality holds for the case i = 0. Summing the last display over n we then have

M−1∑
n=i+1

Ek[ξiξn] ≤ Eπk
s̄ [(1− 1

LT
s̄
1 ∧ L)2]i

∞∑
n=i

(
1− 1

LE
πk
s̄ [T s̄1 ∧ L]

)n−i
=
LEπk

s̄ [(1− 1
LT

s̄
1 ∧ L)2]i

Eπk
s̄ [T s̄1 ∧ L]

.

Now summing over i we see

2

L2

M−2∑
i=0

M−1∑
n=i+1

Ek[ξiξn] ≤
2

LEπk
s̄ [T s̄1 ∧ L]

∞∑
i=0

Eπk
s̄ [(1− 1

LT
s̄
1 ∧ L)2]i

=
2

LEπk
s̄ [T s̄1 ∧ L](1− Eπk

s̄ [(1− 1
LT

s̄
1 ∧ L)2])

≤ 2

Eπk
s̄ [T s̄1 ∧ L]2

.

where in the last line we have again used (17). Combining everything completes the proof.

Lemma 11.3. The mean-square error of the estimate Ĵk in Algorithm 2 can be bounded above as

Ek[(Ĵk − Jπk)2] ≤ 2

thit
+

4L

thitEπk
s̄ [T s̄1 ∧ L]

+O

(
h4(log T )2

T 8

)
.

Proof. We have

Ek[(Ĵk − Jπk)2] ≤ 2Ek
[
(Ĵk − Ek[Ĵk])2

]
+ 2(Ek[Ĵk]− Jπk)2. (19)
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Recall that Ĵk = 1
thit

∑thit
j=1 Ĵj and the individual estimates Ĵj are all independent under Pk. Thus

Ek
[
(Ĵk − Ek[Ĵk])2

]
=

1

t2hit

thit∑
i=1

Ek[(Ĵj − Ek[Ĵj ])2]

≤ 1

t2hit

thit∑
i=1

Ek[Ĵ2
j ]. (20)

Now note that,

Ek[Ĵ2
j ] = Ek[(T̂−1

j )2]Ek[R2
j ]

≤
(

1

LEπk
s̄ [T s̄1 ∧ L]

+
2

(Eπk
s̄ [T s̄1 ∧ L])2

)
Eπk
s̄ [(T s̄1 ∧ L)2]

≤
(

1

LEπk
s̄ [T s̄1 ∧ L]

+
2

(Eπk
s̄ [T s̄1 ∧ L])2

)
LEπk

s̄ [T s̄1 ∧ L]

= 1 +
2L

Eπk
s̄ [T s̄1 ∧ L]

. (21)

The first equality here used the independence of T̂−1
j andRj and the first inequality uses Proposition

11.2 and Ek[R2
j ] = Eπk

s̄

[(∑T1∧L−1
t=0 r(st, at)

)2]
≤ Eπk

s̄ [(T1∧L)2]. Combining (20) and (21) with

(19) it follows that

Ek
[
(Ĵk − Ek[Ĵk])2

]
≤ 1

thit
+

2L

thitEπk
s̄ [T s̄1 ∧ L]

.

Inserting this into (19) and using Lemma 11.1 to bound the second term we arrive at

Ek[(Ĵk − Jπk)2] ≤ 2

thit
+

4L

thitEπk
s̄ [T s̄1 ∧ L]

+O

(
h4(log T )2

T 8

)
as desired.

11.2 Analysis of Algorithm 3 and proof of Lemma 5.2

In this section we analyze Algorithm 3 and prove Lemma 5.2. To facilitate our analysis, we need to
define a sequence of stopping times. For a fixed state s, we will let τsj and τ̄j be the respective start
and end of the reward trajectory summed to form ζj(s, a) in line 11 of Algorithm 3. Formally, let
τ̄0 = T s̄k,NJ

be the time that Algorithm 3 begins during episode k. For j ≥ 1 recursively define

τsj = inf{t ≥ τ̄j−1 : st = s}, and τ̄j = inf{t > τsj : st = s̄}.

Then

ζj(s, a) =
1(aτs

j
= a)

πk(a|s)

τ̄j∧(τs
j +L)−1∑
t=τs

j

(
r(st, at)− Ĵk

)
. (22)

We point out that, unless the target state is s̄, τ̄j is not necessarily the time of the j-th return to s̄
during the execution of Algorithm 3 since it may be the case that the target state s is not visited
between two successive visits to s̄. See Figure 2 for an illustration.

For each s, we next introduce the random variable Is which is defined as follows: for each ℓ ≥ 1, let

Yℓ,s = 1(∃t ∈ [T s̄k,NJ+ℓ−1, T
s̄
k,NJ+ℓ) : st = s)
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T s̄0

τs1

T s̄1

τ̄1

T s̄2

τs2

T s̄3

τ̄2 τs3

T s̄4

τ̄3ζ1(s, ·) No visits to s ζ2(s, ·)

ζ3(s, ·)

Figure 2: A timeline of the events during Algorithm 3. Black circles, labeled with the notation T s̄
ℓ , are the ℓ-th

hitting times of s̄ during the algorithm. The red circles show the first visit to the target state s between returns
to s̄. The estimates ζj(s, ·) are formed during the windows between τs

j and τ̄j . It is always true that sτ̄j = s̄
but it may not be true that τ̄j = T s̄

j if the target state is not visited between two previous returns to s̄.

be the indicator of the event that state s is visited during the ℓ-th regenerative cycle occurring in
Algorithm 3 of episode k. Then define

Is =

NQ∑
ℓ=1

Yℓ,s. (23)

The random variable Ik,s represents the total number of ζj averaged in line 15 of Algorithm 3 to
form Q̂k(s, a) so that

Q̂k(s, a) =
1(Is > 0)

Is

Is∑
j=1

ζj(s, a).

The strong Markov property implies that the Yℓ,s are i.i.d Bernoulli random variables with

P(Yℓ,s = 1) = Pπk
s̄ (T s1 < T s̄1 )

where T s1 is the time of the Markov chains first visit to s. Then Is ∼ Bin(NQ, p) where p =
Pπk
s̄ (T s1 < T s̄1 ).

There are three sources of bias in our Q function estimate. The first is the accuracy of the estimate
Ĵk, which has been addressed in Proposition 11.1. The other two arise from the possibility that
the target state is not visited at all during the execution of Algorithm 3 (i.e. P(Is = 0)) and the
truncation by L of the cycle length in ζj . The following proposition will be useful for handling the
former.

Proposition 11.4. Under Assumption 4.2 we have

Pπk
s̄ (T s1 < T s̄1 ) ≥ ps :=

Eπk
s̄ [T s̄1 ]µ

πk(s)

2h
.

for any s ∈ S. Consequently, the random variable Is defined in (23) is stochastically lower-bounded
by a binomial random variable Ys ∼ Bin(NQ, ps).

Proof. Let U(s) =
∑T s̄

1 −1
t=0 1(st = s). By Lemma 9.1

Eπk
s̄ [U(s)] = Eπk

s̄ [T s̄1 ]µ
πk(s)

We have Pπk
s̄ (U(s) > 0) ≥ (Eπk

s̄ [U(s)])2

Eπk
s̄ [U(s)2]

by the Payley-Zigmund inequality. Thus, it suffices to show
that

Eπk
s̄ [U(s)2] ≤ 2hEπk

s̄ [U(s)]

and this will complete the proof. Indeed, by expanding the square we have

Eπk
s̄

[
U(s)2

]
≤ 2Eπk

s̄

T s̄
1 −1∑
i=0

T s̄
1 −1∑
j=i

1(si = s)1(sj = s)

 .
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Continuing with the above thr right hand side is equal to

2Eπk
s̄

 ∞∑
i=0

∞∑
j=i

1(si = s)1(sj = s)1(T s̄1 > i)1(T s̄1 > j)


= 2Eπk

s̄

 ∞∑
i=0

∞∑
j=i

1(si = s)1(T s̄1 > i)Eπk
s̄ [1(sj = s)1(T s̄1 > j)|Fi]


= 2Eπk

s̄

 ∞∑
i=0

∞∑
j=i

1(si = s)1(T s̄1 > i)Eπk
s [1(sj−i = s)1(T s̄1 > j − i)]


= 2Eπk

s̄

 ∞∑
i=0

1(si = s)1(T s̄1 > i)

∞∑
j=0

Pπk
s (sj = s, T s̄1 > j)


= 2Eπk

s̄

T s̄
1 −1∑
i=0

1(si = s)

Eπk
s

T s̄
1 −1∑
j=0

1(sj = s)


≤ 2hEπk

s̄ [U(s)]

where we used the Markov property in the third line and Assumption 4.2 in the last.

Proposition 11.5. For j ≥ 1, let V sj be the random vector defined as

V sj =
(
τ̄j − τ sj , (sτs

j
, aτs

j
), . . . , (sτ̄j−1, aτ̄j−1)

)
.

Then V sj is independent of Ik,s under Pk. Lemma 9.3 implies that Ĵk is independent of the entire
trajectory input to Algorithm 3. Consequently, since ζj(s, a) is function of Ĵk and V sj only, it is
independent of Is under Pk.

Proof. By definition of Is, it is sufficient to show for arbitrary j and 1 ≤ ℓ ≤ NQ that V sj is
independent of Yℓ,s. The proof of this is technically involved but the intuition here is that the Yℓ,s
depend only on the intervals of time starting with a visit to s̄ and ending with either the first visit
to s before returning to s̄ or with a return to s̄ if s is not visited. However, V sj depends only on an
intervals starting with a visit to s and ending with a visit to s̄ which contains no other visits to s̄.
Independence follows from the ideas in Lemma 9.3 since these intervals start and end at visits to
fixed states.

A more rigorous proof comes from considering separate cases depending on the relationship be-
tween j and ℓ. Throughout the proof, recall that T s̄k,NJ+ℓ

is the time of the ℓ-th visit to s̄ during
Algorithm 3 and thus marks the end of the ℓ-th regenerative cycle. We let V =

⋃∞
n=1 N× (S ×A)n

be the set of all possible values of V sj and, for ease of notation let, T s̄ℓ = T s̄k,NJ+ℓ
. Let

V0 =
(
T s̄1 , (s0, a0), . . . , (sT s̄

1 −1, aT s̄
1 −1)

)
. The proof will repeatedly use the relations

Pk(Vj = v) = Ek
[
P(Vj = v|Fτs

j
)
]
= Ek [Pπk

s (V0 = v)] = Pπk
s (V0 = v)

for v ∈ V and

Pk(Yℓ,s = z) = Ek[P(Yℓ,s = z|FTk,ℓ−1
)] = Ek[Pπk

s̄ (Y1,s = z)] = Pπk
s̄ (Y1,s = z).

for z ∈ {0, 1}.

Since V is a countable set, it is sufficient to show that

Pk({V sj = v} ∩ {Yℓ,s = z}) = Pk(V sj = v)Pk(Yℓ,s = z)
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for any v, z. We first break up the probability on the left hand side, writing it as

Pk
(
{V sj = v} ∩ {Yℓ,s = z}

)
= Pk

(
{V sj = v} ∩ {Yℓ,s = z} ∩ {T s̄ℓ < τ̄j}

)
(I)

+ Pk
(
{V sj = v} ∩ {Yℓ,s = z} ∩ {T s̄ℓ = τ̄j}

)
(II)

+ Pk
(
{V sj = v} ∩ {Yℓ,s = z} ∩ {T s̄ℓ > τ̄j}

)
. (III)

We address each term in the expansion above separately below.

Term (I):

Since there are no visits to s̄ between τsj and τ̄j we have {T s̄ℓ < τ̄j} = {T s̄ℓ ≤ τsj } so {Yℓ,s =
z} ∩ {T s̄ℓ < τ̄j} ∈ Fτs

j
. Therefore,

Pk
(
{V sj = v} ∩ {Yℓ,s = z} ∩ {T s̄ℓ < τ̄j}

)
= Ek

[
1(Yℓ,s = z)1(T s̄ℓ < τ̄j)P(V sj = v|Fτs

j
)
]

= Ek
[
1(Yℓ,s = z)1(T s̄ℓ < τ̄j)Pπk

s (V0 = v)
]

= Pk({Yℓ,s = z} ∩ {Tℓ < τ̄j})Pπk
s (V0 = v)

= Pk({Yℓ,s = z} ∩ {Tℓ < τ̄j})Pk(V sj = v). (24)

Term (II):

We also know {Yℓ,s = z} ∩ {T s̄ℓ = τ̄j} ∈ Fτs
j

. To see why, first note that {T s̄ℓ = τ̄j} = {T s̄ℓ−1 ≤
τsj < T s̄ℓ } which is Fτs

j
measurable. Furthermore, this event implies Yℓ,z = 1 since it insures that s

is visited between times T s̄ℓ−1 and T s̄ℓ . So

{Yℓ,s = 1} ∩ {T s̄ℓ = τ̄j} = {T s̄ℓ−1 ≤ τsj < T s̄ℓ } ∈ Fτs
j

and {Yℓ,s = 0} ∩ {T s̄ℓ = τ̄j} = ∅. Following the same steps above we get the equality

Pk
(
{V sj = v} ∩ {Yℓ,s = z} ∩ {T s̄ℓ = τ̄j}

)
= Pk({Yℓ = z} ∩ {Tℓ = τ̄j})Pk(V sj = v). (25)

Term (III):

Notice that since τ̄j is the time of a visit to s̄ we have {T s̄ℓ > τ̄j} = {T s̄ℓ−1 ≥ τ̄j}. Moreover,
{V sj = v} ∩ {T s̄ℓ−1 ≥ τ̄j} is an FT s̄

ℓ−1
measurable event, so

Pk
(
{V sj = v} ∩ {Yℓ,s = z} ∩ {T s̄ℓ > τ̄j}

)
= Ek

[
1(V sj = v)1(T s̄ℓ > τ̄j)Pk(Yℓ,s = z|FT s̄

ℓ−1
)
]

= Ek
[
1(V sj = v)1(T s̄ℓ > τ̄j)

]
Pπk
s̄ (Y1,s = z).

Now, we also know that {T s̄ℓ > τ̄j} is measurable with respect to both Fτs
j

and FT s̄
ℓ−1

. The reason
for this is that there are no visits to s̄ between τsj and τ̄j which means that the complement of
{T s̄ℓ > τ̄j} is {T s̄ℓ ≤ τ̄j} = {T s̄ℓ−1 ≤ τsj }. Therefore, using the strong Markov property again

Ek
[
1(V sj = v)1(T s̄ℓ > τ̄j)

]
= Ek

[
1(T s̄ℓ > τ̄j)Pk(V sj = v|Fτs

j
)
]

= Pk(T s̄ℓ > τ̄j)Pπk
s (V0 = v)

= Pk(T s̄ℓ > τ̄j)Pk(V sj = v).

Now reversing the argument we’ve been using gives

Pk(T s̄ℓ > τ̄j)Pπk
s̄ (Y1,s = z) = Ek[1(T s̄ℓ > τ̄j)Pπk

s̄ (Y1,s = z)]

= Ek[1(T s̄ℓ > τ̄j)Ek[1(Yℓ,s = z)|FT s̄
ℓ−1

]]

= Ek[Ek[1(T s̄ℓ > τ̄j)1(Yℓ,s = z)|FT s̄
ℓ−1

]]

= Pk({T s̄ℓ > τ̄j} ∩ {Yℓ,z = z}).
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Then we can conclude

Pk
(
{V sj = v} ∩ {Yℓ,s = z} ∩ {T s̄ℓ > τ̄j}

)
= Pk({T s̄ℓ > τ̄j} ∩ {Yℓ,z = z})Pπk

k (V sj = v). (26)

Finishing the proof:

Combining (24), (25), and (26) we have shown

Pk
(
{V sj = v} ∩ {Yℓ,s = z}

)
= Pk({Yℓ,s = z} ∩ {T s̄ℓ < τ̄j})Pk(V sj = v)

+ Pk({Yℓ,s = z} ∩ {T s̄ℓ = τ̄j})Pk(V sj = v)

+ Pk({Yℓ,s = z} ∩ {T s̄ℓ > τ̄j})Pk(V sj = v).

Rearranging shows that this is equal to Pk(Yℓ,s = z)Pk(V sj = v).

The next lemma shows that each ζj is a nearly unbiased ofQπk and gives upper bounds on its second
moment and absolute value. In the remainder of this section we will use the notation Ek,Ĵk [·] :=
E[·|FTk,NJ

] for the expectation conditioned on all history of the Algorithm’s execution through the
end of Algorithm 2 during episode k.

Lemma 11.6 (Statistics of Individual Estimators). The individual estimates ζj(s, a) as defined in
(22) have the following properties:

(i) |Ek [ζj(s, a)]−Qπk(s, a)| ≤ O
(
h3 log T
T 4

)
.

(ii) Ek
[
ζj(s, a)

2
]
≤ O

(
max{1,h/thit}h2(log T )3

πk(a|s)

)
.

(iii) Ek
[
(Ek,Ĵk [ζj(s, a)]−Qπk(s, a))2

]
≤ O

(
h3(log T )3

thit

)
(iv) |ζj(s, a)| ≤

2L21(aτs
j
=a)

πk(a|s) almost surely.

Proof. Recall that τ0 = T s̄k,NJ
is the time that Algorithm 2 ends and Algorithm 3 begins. By the

strong Markov property and the measurability of Ĵk with respect to FT s̄
k,NJ

⊂ Fτs
j

,

Ek [ζj(s, a)] = Ek

Ek
1(aτs

j
= a)

πk(a|s)

τ̄j∧(τj+L)−1∑
t=τj

r(st, at)− Ĵk
∣∣∣Fτs

j


= Ek

Eπk
s

1(a0 = a)

πk(a|s)

T s̄
1 ∧L−1∑
t=0

r(st, at)

− Eπk
s

[
1(a0 = a)T s̄1 ∧ L

πk(a|s)

]
Ĵk


= Ek

∑
a′∈A

πk(a
′|s)Eπk

s,a′

1(a0 = a)

πk(a|s)

T s̄
1 ∧L−1∑
t=0

r(st, at)


− Ek

[∑
a′∈A

πk(a
′|s)Eπk

s,a′

[
1(a0 = a)T s̄1 ∧ L

πk(a|s)

]
Ĵk

]

= Ek

Eπk
s,a

T s̄
1 ∧L−1∑
t=0

r(st, at)

− Eπk
s,a[T

s̄
1 ∧ L]Ĵk

 .
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Therefore,

|Ek[ζj(s, a)]−Qπk(s, a)|

=

∣∣∣∣∣∣Ek
Eπk

s,a

T s̄
1 ∧L−1∑
t=0

r(st, at)

− Eπk
s,a[T

s̄
1 ∧ L]Ĵk −Qπk(s, a)

∣∣∣∣∣∣
≤

∣∣∣∣∣∣Ek
Eπk

s,a

T s̄
1 ∧L−1∑
t=0

r(st, at)− Jπk

−Qπk(s, a)

∣∣∣∣∣∣+
∣∣∣Ek [Eπk

s,a[T
s̄
1 ∧ L](Jπk − Ĵk)

]∣∣∣
=

∣∣∣∣∣∣Eπk
s,a

T s̄
1 ∧L−1∑
t=0

r(st, at)− Jπk

−Qπk(s, a)

∣∣∣∣∣∣+ Eπk
s,a[T

s̄
1 ∧ L]|Ek[Ĵk]− Jπk |.

Using the formula (4) followed by Lemma 10.5

∣∣∣∣∣∣Eπk
s,a

T s̄
1 ∧L−1∑
t=0

r(st, at)− Jπk

−Qπk(s, a)

∣∣∣∣∣∣ =
∣∣∣∣∣∣Eπk
s,a

1(T s̄1 > L)

T s̄
1 −1∑
t=L

r(st, at)− Jπk

∣∣∣∣∣∣
≤ Eπk

s,a[1(T
s̄
1 > L)(T s̄1 − L)]

≤ O
(
Le−

L
eh

)
= O

(
h log T

T 4

)
.

From Lemma 11.1 and Assumption 4.2 ,Eπk
s,a[T

s̄
1 ∧ L]|Ek[Ĵk] − Jπk | ≤ O

(
h3 log T
T 4

)
. Combining

this with the last line above completes the proof of (i).

For (ii) we use Cauchy-Schwartz to get

Ek
[
ζi(s, a)

2
]
= Ek


1(aτs

j
= a)

πk(a|s)

τ̄j∧(τs
j +L)−1∑
t=τj

r(st, at)− Jπk + Jπk − Ĵk

2


≤ 2Ek


1(aτs

j
= a)

πk(a|s)

τ̄j∧(τs
j +L)−1∑
t=τs

j

r(st, at)− Jπk

2


+ 2Ek


1(aτs

j
= a)

πk(a|s)

τ̄j∧(τs
j +L)−1∑
t=τs

j

Jπk − Ĵk

2
 .
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We have

Ek


1(aτs

j
= a)

πk(a|s)

τ̄j∧(τs
j +L)−1∑
t=τs

j

r(st, at)− Jπk

2


= Ek

Ek

1(aτs

j
= a)

πk(a|s)

τ̄j∧(τs
j +L)−1∑
t=τs

j

r(st, at)− Jπk

2 ∣∣∣Fτs
j




= Eπk
s


1(a0 = a)

πk(a|s)

T s̄
1 ∧L−1∑
t=0

r(st, at)− Jπk

2


=
∑
a∈A

πk(a
′|s)Eπk

s,a′


1(a0 = a)

πk(a|s)

T s̄
1 ∧L−1∑
t=0

r(st, at)− Jπk

2


=
1

πk(a|s)
Eπk
s,a


T s̄

1 ∧L−1∑
t=0

r(st, at)− Jπk

2


≤ L2

πk(a|s)
.

Now using measurability of Ĵk with respect to Fτs
j

we have

Ek


1(aτs

j
= a)

πk(a|s)

τ̄j∧(τs
j +L)−1∑
t=τs

j

Jπk − Ĵk

2


= Ek

Ek

1(aτs

j
= a)

πk(a|s)

τ̄j∧(τs
j +L)−1∑
t=τs

j

Jπk − Ĵk

2 ∣∣∣Fτs
j




= Ek

[
(Jπk − Ĵk)

2Eπk
s

[(
1(a0 = a)

πk(a|s)
T s̄1 ∧ L

)2
]]

= Ek
[
(Jπk − Ĵk)

2
] ∑
a′∈A

πk(a
′|s)Eπk

s,a′

[(
1(a0 = a)

πk(a|s)
T s̄1 ∧ L

)2
]

≤ Ek[(Jπk − Ĵk)
2]

L2

πk(a|s)

≤ L2

πk(a|s)

(
2

thit
+

4L

thitEπk
s̄ [T s̄1 ∧ L]

+O

(
h4(log T )2

T 8

))
= O

(
L3

thitπk(a|s)

)
.

where we used Lemma 11.3 in the last line. Combining everything we get

Ek[ζj(s, a)2] ≤
L2

πk(a|s)
+O

(
L3

thitπk(a|s)

)
= O

(
max{1, h/thit}h2(log T )3

πk(a|s)

)
.

which shows (ii).
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Next we prove (iii). Similar to the proof of (i) we can compute

Ek,Ĵk [ζj(s, a)] = Ek,Ĵk

[
E[ζj(s, a)|Fτs

j
]
]
= Eπk

s,a

T s̄
1 ∧L−1∑
t=0

r(st, at)

− Eπk
s,a[T

s̄
1 ∧ L]Ĵk.

Therefore,

Ek
[
(Ek,Ĵk [ζj(s, a)]−Qπk(s, a))2

]
= Ek


Eπk

s,a

T s̄
1 ∧L−1∑
t=0

r(st, at)

− Eπk
s,a[T

s̄
1 ∧ L]Ĵk −Qπk(s, a)

2


= Ek


Eπk

s,a

T s̄
1 ∧L−1∑
t=0

r(st, at)− Jπk

−Qπk(s, a)− Eπk
s,a[T

s̄
1 ∧ L](Ĵk − Jπk)

2


≤ 2Ek


Eπk

s,a

T s̄
1 ∧L−1∑
t=0

r(st, at)− Jπ

−Qπk(s, a)

2
+ 2Es,a[T s̄1 ∧ L]2Ek[(Ĵk − Jπk)2].

From the proof of (i),
∣∣∣Eπk
s,a

[∑T s̄
1 ∧L−1
t=0 r(st, at)− Jπk

]
−Qπk(s, a)

∣∣∣ ≤ O
(
h log T
T 4

)
. So the first

term above can be bounded by O
(
h2(log T )2

T 8

)
. For the second, we use Lemma 11.3 to get

Es,a[T s̄1 ∧ L]2Ek[(Ĵk − Jπk)2] ≤ L2

(
2

thit
+

4L

thitEπk
s̄ [T s̄1 ∧ L]

+O

(
h4(log T )2

T 8

))
≤ O

(
h3(log T )3

thit

)
.

This finishes the proof of (iii).

Finally, for (iv) we have by the triangle inequality

|ζj(s, a)| ≤
1(aτs

j
= a)

πk(a|s)

τ̄j∧(τj+L)−1∑
t=τj

|r(st, at)− Ĵk| ≤
1(aτs

j
= a)

πk(a|s)
(τ̄j ∧ (τj + L)− τj)(1 + |Ĵk|)

≤
L1(aτs

j
= a)

πk(a|s)
(1 + L)

≤
2L21(aτs

j
= a)

πk(a|s)

where we have used item (iii) of Lemma 11.1 in the second inequality.

We are now ready to prove Lemma 5.2.
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Proof of Lemma 5.2 (i). By Proposition 11.5, Ek[ζj(s, a)|Is] = Ek[ζj(s, a)]. Therefore,

∣∣∣Ek [Q̂k(s, a)]−Qπk(s, a)
∣∣∣ =

∣∣∣∣∣∣Ek
Ek

1(Is > 0)

Is

Is∑
j=1

ζj(s, a)
∣∣∣Is
−Qπk(s, a)

∣∣∣∣∣∣
=

∣∣∣∣∣∣Ek
1(Is > 0)

I

Is∑
j=1

Ek[ζj(s, a)]

−Qπk(s, a)

∣∣∣∣∣∣
≤ Ek

1(Is > 0)

Is

Is∑
j=1

|Ek[ζj(s, a)]−Qπk(s, a)|

+ Pk(Is = 0)|Qπk(s, a)|

≤ O

(
h2(log T )2

T 4

)
+ hPk(Is = 0)

where the last inequality used Lemma 11.6. By Proposition 11.4, and our choice of NQ we have

Pk(Is = 0) ≤ (1− ps)
NQ ≤ e−NQps = exp

(
−10Eπk

s̄ [T s̄1 ]µ
πk(s)hthit log T

2h

)
≤ T−5.

which combined with the previous display completes the proof.

Proof of Lemma 5.2 (ii). Let us define βj(s, a) = ζj(s, a) − Ek,Ĵk [ζ1(s, a)] and δ(s, a) =

Ek,Ĵk [ζ1(s, a)]−Qπk(s, a). Using the definition of Q̂k,

Ek
[(
Q̂k(s, a)−Qπk(s, a)

)2]

= Ek


1(Is > 0)

Is

Is∑
j=1

ζj(s, a)−Qπk(s, a)

2


= Ek


1(Is > 0)

Is

Is∑
j=1

βj(s, a) + 1(Is > 0)δ(s, a) + 1(Is = 0)Qπ(s, a)

2


≤ 3Ek


1(Is > 0)

Is

Is∑
j=1

βj(s, a)

2


︸ ︷︷ ︸
I

+3Ek[1(Is > 0)δ2(s, a)]︸ ︷︷ ︸
II

+3Pk(Is = 0)|Qπk(s, a)|2︸ ︷︷ ︸
III

.

Term I:

Recall that under by Proposition 11.5 and the strong Markov property, the βj(s, a) are independent
of Is, pairwise independent conditioned on Ĵk, and Ek,Ĵk [βj(s, a)] = 0. This means that for i ̸= j,

Ek[βj(s, a)βi(s, a)|Is] = Ek[βj(s, a)βi(s, a)] = Ek[Ek,Ĵk [βj(s, a)βi(s, a)]]

= Ek[Ek,Ĵk [βj(s, a)]Ek,Ĵk [βi(s, a)]]

= 0.
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Therefore,

Ek


1(Is > 0)

Is

Is∑
j=1

βj(s, a)

2
 = Ek

Ek

1(Is > 0)

Is

Is∑
j=1

βj(s, a)

2

|Is




= Ek

1(Is > 0)

I2s

I∑
j=1

Ek[βj(s, a)2]


= Ek

1(Is > 0)

I2s

Is∑
j=1

Ek[βj(s, a)2]


≤ Ek

1(Is > 0)

I2s

Is∑
j=1

O

(
max{1, h/thit}h2(log T )3

πk(a|s)

)
≤ O

(
max{1, h/thit}h2(log T )3

πk(a|s)

)
Ek
[

2

Is + 1

]
(27)

where in the second to last inequality we have used Proposition 11.6 and last line used the fact
that 1

x ≤ 2
x+1 for x ≥ 1. Let Y ∼ Bin(NQ, ps) where ps is as in Proposition 11.4. Then 1

Y+1

stochastically dominates 1
Is+1 . Thus, using eq. 3.4 of (Chao & Strawderman, 1972),

Ek
[

1

Is + 1

]
≤ E

[
1

Y + 1

]
=

1− (1− ps)
NQ+1

(NQ + 1)ps
≤ 1

NQps
.

Combined with (27) we have shown

Term 1 ≤ O

(
max{1, h/thit}h2(log T )3

πk(a|s)Nps

)
= O

(
max{1, h/thit}h3(log T )3

πk(a|s)hthit(log T )Eπk
s̄ [T s̄1 ]µ

πk(s)

)
= O

(
max{1, h/thit}h2(log T )2

πk(a|s)µπk(s)thit

)
.

Term II

Using Proposition 11.6 (iii),

Ek
[
1(Is > 0)δ2(s, a)

]
≤ Ek

[
δ2(s, a)

]
= Ek

[(
Ek,Ĵk [ζ1(s, a)]−Qπk(s, a)

)2]
≤ O

(
h3(log T )3

thit

)
.

Term III

We bound Term III by using Ps̄(Is = 0) ≤ T−5 as in the proof of Lemma 5.2 (i). Then using
|Qπ(s, a)|2 ≤ h2 we have that Term III is upper bounded by h2T−5. Combining everything we
complete the proof.

12 Analysis of Algorithm 1 and Proof of Theorem 5.1

12.1 Stability Properties

This subsection is devoted to the analysis of the optimistic mirror descent update in Algorithm 1.
Two key properties, Lemma 12.1 below follows directly from the analysis of Wei et al. (2020). Thus,
we state this result without proof and refer the interested reader to the work of Wei et al. (2020) and
the proofs therein.
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Lemma 12.1 (Lemma 17 of Wei et al. (2020)). Suppose the output of Algorithm 3 satisfies∑
a∈A

πk(a|s)|Q̂k(s, a)| ≤ C

for some constant C > 0. If we choose η ≤ 1
270C in Algorithm 1 then

(i) |πk(a|s)− π′
k+1(a|s)| ≤ 60ηCπk(a|s)

(ii) |π′
k+1(a|s)− πk+1(a|s)| ≤ 60ηCπk(a|s)

(iii) |πk+1(a|s)− πk(a|s)| ≤ 120ηCπk(a|s).

In order to apply Lemma 12.1 we need to show that
∑
a∈A πk(a|s)|Q̂k(s, a)| ≤ C for some constant

C and all s ∈ S. Fix an episode index k. Then using (iii) in Proposition 11.6

∑
a∈A

πk(a|s)|Q̂k(s, a)| =
∑
a∈A

πk(a|s)

∣∣∣∣∣∣1(I > 0)

I

I∑
j=1

ζj(s, a)

∣∣∣∣∣∣


≤ 1(I > 0)

I

I∑
j=1

∑
a∈A

πk(a|s)|ζj(s, a)|

≤ 1(I > 0)

I

I∑
j=1

∑
a∈A

πk(a|s)
2L21(aτs

j
= a)

πk(a|s)

=
1(I > 0)

I

I∑
j=1

πk(aτs
j
|s) 2L2

πk(aτs
j
|s)

≤ 2L2.

Then the condition holds with C = 2L2. Consequently, we assume η ≤ 1
540L2 for the remainder of

the paper.

The proof of the following Lemma is essentially the same as in Wei et al. (2020). We include it for
completeness since the number of episodes that occur during our algorithm is random.
Lemma 12.2. Let K ≥ 1 be an integer valued random variable. If η ≤ 1

540L2 then for any s ∈ S,

E

[
K∑
k=1

⟨π∗(·|s)− πk(·|s), Q̂k(s, ·)⟩

]

≤ O

(
A log T

η
+ ηE

[
K∑
k=1

∑
a

πk(a|s)2
(
Q̂k(s, a)− Q̂k−1(s, a)

)2])

+ E

[
K∑
k=1

⟨Q̂k(s, ·), π∗(·|s)− π̃(·|s)⟩

]
where Q̂0(s, a) = 0 and π̃(·|s) = (1− 1

T )π
∗(·|s) + 1 1

TA .

Proof. We focus on a single state s throughout the proof and so omit it from the notation. We also
use the notation ∥x∥M :=

√
x⊤Mx for x ∈ RA and positive definite matrix M . For any function

f : RA → R, ∇2f(x) is the Hessian of f at x and ∇−2f(x) = (∇2f(x))−1.

Let π̃ be as in the statement of the Lemma. Define Fk(π) = η⟨π,−Q̂k⟩+Dψ(π, π
′
k). By the update

rule π′
k+1 ∈ argminπ∈∆(A) Fk(π), so first order optimality gives

⟨−ηQ̂k +∇ψ(π′
k+1)−∇ψ(π′

k), π̃ − π′
k+1⟩ ≥ 0.

Rearanging and using the three point indentity, we have

η⟨Q̂k, π̃ − π′
k+1⟩ ≤ ⟨∇ψ(π′

k+1)−∇ψ(π′
k), π̃ − π′

k+1⟩ (28)
= Dψ(π̃, π

′
k)−Dψ(π̃, π

′
k+1)−Dψ(π

′
k+1, π

′
k).
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Similarly, with π′
k+1 replacing the role of π̃, πk ∈ argminπ∈∆(A) Fk−1(π) := η⟨π,−Q̂k−1⟩ +

Dψ(π, π
′
k) implies,

η⟨Q̂k−1, π
′
k+1 − πk⟩ ≤ Dψ(π

′
k+1, π

′
k)−Dψ(π

′
k, πk)−Dψ(πk, π

′
k). (29)

Therefore, adding inequalities (28) and (29) gives

η⟨Q̂k, π̃ − πk⟩ = η⟨Q̂k, π̃ − π′
k+1⟩+ η⟨Q̂k−1, π

′
k+1 − πk⟩+ η⟨Q̂k − Q̂k−1, π

′
k+1 − πk⟩

≤ Dψ(π̃, π
′
k)−Dψ(π̃, π

′
k+1) + η⟨Q̂k − Q̂k−1, π

′
k+1 − πk⟩.

Summing over k then dividing both sides by η we have

K∑
k=1

⟨Q̂k, π̃ − πk⟩ ≤
Dψ(π̃, π

′
1)

η
+

K∑
k=1

⟨Q̂k − Q̂k−1, π
′
k+1 − πk⟩. (30)

From the choice of π̃,

Dψ(π̃, π
′
1) = ψ(π̃)− ψ(π1)

=
∑
a∈A

log
π1(a)

π̃(a)

=
∑
a∈A

log
1/A

(1− 1
T )π

∗(a) + 1/AT

≤ A log T.

where the first line used that ∇ψ(π1) = A1 and A⟨1, π̃ − π1⟩ = 0.

For the second term in (30), a Taylor expansion and optimality of π′
k+1 show that

Fk(πk)− Fk(π
′
k+1) = ⟨∇Fk(π′

k+1), πk − π′
k+1⟩+

1

2
∥πk − π′

k+1∥2∇2Fk(ξ)

= ⟨∇Fk(π′
k+1), πk − π′

k+1⟩+
1

2
∥πk − π′

k+1∥2∇2ψ(ξ)

≥ 1

2
∥πk − π′

k+1∥2∇2ψ(ξ)

for some ξ on the line segement between πk and π′
k+1. Now Lemma 12.1 (i) implies that |ξ(a) −

πk(a)| ≤ 120ηL2πk(a) ≤ 2
9πk(a). Thus, 0 ≤ ξ(a) ≤ 11

9 πk(a). So

∥πk − π′
k+1∥2∇2ψ(ξ) =

∑
a∈A

(πk(a)− π′
k+1(a))

2

ξ(a)2
≥ 92

112

∑
a∈A

(πk(a)− π′
k+1(a))

2

πk(a)2

= ( 9
11 )

2∥πk − π′
k+1∥2∇2ψ(πk)

.

Therefore

92

2 · 112
∥πk − π′

k+1∥2∇2ψ(πk)
≤ Fk(πk)− Fk(π

′
k+1)

= η⟨Q̂k−1 − Q̂k, πk − π′
k+1⟩+ Fk−1(πk)− Fk−1(π

′
k+1)

≤ η∥Q̂k−1 − Q̂k∥∇−2ψ(πk)∥πk − π′
k+1∥∇ψ2(πk)

where the inequality follows from Cauchy-Schwartz and the optimality of πk. Rearranging shows
that

∥πk − π′
k+1∥∇2ψ(πk) ≤

2 · 112

92
η∥Q̂k−1 − Q̂k∥∇−2ψ(πk).
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Thus applying Cauchy-Schwartz again,

K∑
k=1

⟨Q̂k − Q̂k−1, π
′
k+1 − πk⟩ ≤

2 · 112

92
η

K∑
k=1

∥Q̂k−1 − Q̂k∥2∇−2ψ(πk)

= O

(
η

K∑
k=1

∑
a∈A

πk(a)
2(Q̂k−1(a)− Q̂k(a))

2

)
.

Putting everything together

K∑
k=1

⟨Q̂k, π∗ − πk⟩ =
K∑
k=1

⟨Q̂k, π̃ − πk⟩+
K∑
k=1

⟨Q̂k, π∗ − π̃⟩

≤ O

(
A log T

η
+ η

K∑
k=1

∑
a∈A

πk(a)
2(Q̂k(a)− Q̂k−1(a))

2

)
+

K∑
k=1

⟨Q̂k, π∗ − π̃⟩.

Taking expectations we complete the proof.

The last result we need before proving Theorem 5.1 is a bound on how much the true value functions
can change between each policy update. The techniques here are similar to those by Wei et al. (2020)
and Hao et al. (2021). However, the main difference is that we work with an alternative solution to
the Bellman equation based on returns to the recurrent state s̄. Instead of mixing, we rely on the
exponential decay of the tail probabilities Pπs (Ts̄ > t).

Lemma 12.3. For any s ∈ S and a ∈ A if η ≤ 1
540L2 then almost surely

(i) |V πk(s)− V πk−1(s)| ≤ O
(
ηh4(log T )4

)
.

(ii) |Qπk(s, a)−Qπk−1(s, a)| ≤ O
(
ηh4(log T )4

)
.

Proof. We will first show that (i) holds and then (ii) will follow. First, notice that (i) is trivial for
s = s̄ since V π(s̄) = 0 for all π. Thus, we assume that s ̸= s̄. Let us define the short hand

P̄ tπ(s, s
′) = Pπs (st = s′, T s̄1 > t).

We start by observing that

V π(s) = Eπs

[ ∞∑
t=0

1(T s̄1 > t)(r(st, at)− Jπ)

]
=

∞∑
t=0

Eπs
[
1(T s̄1 > t)(r(st, at)− Jπ)

]
=

∞∑
t=0

Eπs
[
1(T s̄1 > t)Eπst [r(s0, a0)− Jπ]

]
=

∞∑
t=0

∑
s′∈S

P̄ tπ(s, s
′)(rπ(s′)− Jπ)
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where rπ(s) =
∑
a∈A π(a|s)r(s, a). Let L = 4eh log T be as in Algorithm 3. Then for any π by

Lemma 10.5∣∣∣∣∣
∞∑

t=L+1

∑
s∈S

P̄ tπ(s, s
′)(rπ(s′)− Jπ)

∣∣∣∣∣ ≤
∞∑

t=L+1

Ps(T s̄1 > t) ≤ 1

h

∞∑
t=L+1

te−
t
eh

= O

(
1

h

∫ ∞

L

xe−
x
eh

)
= O

(
he−

L
eh

)
= O

(
h

T 4

)
.

Therefore,

|V πk(s)− V πk−1(s)|

=

∣∣∣∣∣
L∑
t=1

∑
s′∈S

P̄ tπk
(s, s′)(rπk(s′)− Jπk)−

L∑
t=1

∑
s′∈S

P̄ tπk−1
(s, s′)(rπk−1(s′)− Jπk−1)

∣∣∣∣∣+O

(
h

T 4

)
.

We have∣∣∣∣∣
L∑
t=1

∑
s′∈S

[
P̄ tπk

(s, s′)
(
rπk(s′)− Jπk

)
− P̄ tπk−1

(s, s′)
(
rπk−1(s′)− Jπk−1

)]∣∣∣∣∣
≤

∣∣∣∣∣
L∑
t=1

∑
s′∈S

[
P̄ tπk

(s, s′)− P̄ tπk−1
(s, s′)

]
(rπk(s′)− Jπk)

∣∣∣∣∣
+

∣∣∣∣∣
L∑
t=1

∑
s′∈S

P̄ tπk−1
(s, s′)[rπk(s′)− rπk−1(s′) + Jπk − Jπk−1 ]

∣∣∣∣∣
≤

L∑
t=1

∑
s′∈S

|P̄ tπk
(s, s′)− P̄ tπk−1

(s, s′)|+ Lmax
s′

|rπk(s′)− rπk−1(s′)|+ L|Jπk − Jπk−1 |.(31)

We focus on the first term above. For a policy π, let P̄π ∈ R|S|×|S| be the matrix formed by
zeroing the row and column corresponding to s̄ from the associated state transition matrix. For
states s, s′ ̸= s̄, the quantity P̄ tπ(s, s

′) is exactly the s, s′ of P̄t
π . Then∑

s′∈S
|P̄ tπk

(s, s′)− P̄ tπk−1
(s, s′)| ≤ max

s̸=s̄

∑
s′∈S

|P̄ tπk
(s, s′)− P̄ tπk−1

(s, s′)| = ∥P̄t
πk

− P̄t
πk−1

∥∞

where here ∥A∥∞ denotes the ℓ∞ → ℓ∞ operator norm. We have

∥P̄t
πk−1

− P̄t
πk−1

∥∞ = ∥P̄t−1
πk

P̄πk
− P̄t−1

πk−1
P̄πk−1

∥∞
≤ ∥P̄t−1

πk
∥∞∥P̄πk

− P̄πk−1
∥∞ + ∥P̄πk−1

∥∞∥P̄t−1
πk

− P̄t−1
πk−1

∥∞
≤ ∥P̄πk

− P̄πk−1
∥∞ + ∥P̄t−1

πk
− P̄t−1

πk−1
∥∞

where the last inequality used ∥P̄π∥∞ ≤ 1 for any policy π. Proceeding by induction, it follows
that

∥P̄t
πk

− P̄t
πk−1

∥∞ ≤ t∥P̄πk
− P̄πk−1

∥∞. (32)
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For any s ∈ S,∑
s′∈S

|P̄πk
(s, s′)− P̄πk−1

(s, s′)| =
∑
s′ ̸=s̄

|
∑
a∈A

πk(a|s)P (s′|s, a)−
∑
a∈A

πk−1(a|s)P (s′|s, a)|

≤
∑
s′∈S

∑
a∈S

P (s′|s, a)|πk(a|s)− πk−1(a|s)|

=
∑
a∈A

∑
s′∈S

P (s′|s, a)|πk(a|s)− πk−1(a|s)|

= ∥πk(·|s)− πk−1(·|s)∥1.

Combining this with (32), the first term in (31) can be bounded as

L∑
t=1

tmax
s

∥πk(·|s)− πk−1(·|s)∥ ≤ L2 max
s

∥πk(·|s)− πk−1(·|s)∥1

Now turning to the second term in (31),

|rπk(s′)− rπk−1(s′)| =

∣∣∣∣∣∑
a∈ A

r(s′, a)πk(a|s′)−
∑
a∈A

r(s′, a)πk−1(a|s′)

∣∣∣∣∣
≤ max

s
∥πk(·|s)− πk−1(·|s)∥1.

So this term is bounded by Lmaxs∥πk(·|s)− πk−1(·|s)∥1.

Finally, using Lemma 10.2

|Jπk − Jπk−1 | = |
∑
s∈S

µπk(s)⟨πk(·|s)− πk−1(·|s), Qπk−1(s, ·)⟩

≤
∑
s∈S

µπk(s)∥πk(·|s)− πk−1(·|s)∥1∥Qπk(s, ·)∥∞

≤ hmax
s

∥πk(·|s)− πk−1(·|s)∥1 (33)

Combining everything we have

|V πk(s)− V πk(s′)| ≤ (L2 + L+ Lh)max
s

∥πk(·|s)− πk−1(·|s)∥1 +O

(
h

T 4

)
≤ 3L2 max

s
∥πk(·|s)− πk−1(·|s)∥1 +O

(
h

T 4

)
.

Since the assumptions of Lemma 12.1 are satisfied if η ≤ 1
540L2 ,

∥πk(·|s)− πk−1(·|s)∥1 ≤ 120η2L2
∑
a∈A

πk−1(a|s) = 240ηL2.

Therefore,

|V πk(s)− V πk−1(s)| ≤ O
(
h2(log T )2∥πk(·|s)− πk−1(·|s)∥1

)
+O

(
h

T 4

)
≤ O

(
ηL2h2(log T )2

)
+O

(
h

T 4

)
= O

(
ηh4(log T )4

)
.

This shows (i).
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With (i) in hand, (ii) follows from the Bellman equation, (33):

|Qπk(s, a)−Qπk−1(s, a)|

= |r(s, a)− Jπk +
∑
s′

P (s′|s, a)V πk(s′)− r(s, a) + Jπk−1 −
∑
s′

P (s′|s, a)V πk−1(s′)|

≤ |Jπk − Jπk−1 |+max
s

|V πk(s)− V πk−1(s)|

≤ hmax
s

∥πk(·|s)− πk−1(·|s)∥1 +O
(
ηh4(log T )4

)
= O

(
ηh4(log T )4

)
.

12.2 Proof of Theorem 5.1

The next proposition show that the expected regret during a single episode is a constant multiple of
the expected regret. This is a unique consequence of our randomized episode length the use of the
recurrent state s̄.

Proposition 12.4. Then the regret during a single episode k can be computed as

Ek

T s̄
k+1,0−1∑
t=T s̄

k,0

J∗ − r(st, at)

 = (NJ +NQ)Eπk
s̄ [T s̄1 ](J

∗ − Jπk).

Proof. Define ∆ℓ =
∑Tk,ℓ−1
t=Tk,ℓ−1

J∗ − r(st, at). By Lemma 9.3 the ∆ℓ are i.i.d random variables
with mean Eπk

s̄ [T s̄1 ](J
∗ − Jπk). Then

Ek

T s̄
k+1,0−1∑
t=T s̄

k,0

J∗ − r(st, at)

 = Ek

NJ+NQ∑
ℓ=1

∆ℓ

 = (NJ +NQ)Eπk
s̄ [T s̄1 ](J

∗ − Jπk).

Proposition 12.5. Define KT = inf{k : T s̄k,0 > T} to be the index of the first episode to start after
time T . Then

E[RT ] ≤ h(NJ +NQ)E

[
KT−1∑
k=1

J∗ − Jπk

]
+ h(NJ +NQ).

Proof. Notice that {KT > k} = {T s̄k,0 ≤ T} ∈ FT s̄
k,0

. We can then write

E[RT ] = E

[
T−1∑
t=0

J∗ − r(st, at)

]
= E

T s̄
KT ,0−1∑
t=0

J∗ − r(st, at)

− E

T s̄
KT ,0−1∑
t=T+1

J∗ − r(st, at)


≤ E

T s̄
KT ,0−1∑
t=0

J∗ − r(st, at)

+ E

T s̄
KT ,0−1∑
t=T+1

|J∗ − r(st, at)|

 .
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To handle the second term, we define the random variable ξT to be the time of the NJ +NQ-th visit
to s̄ after time T . Then clearly, ξT ≥ T s̄KT ,0

so the second term can be bounded as

E

T s̄
KT ,0−1∑
t=T+1

|J∗ − r(st, at)|

 ≤ E

[
ξT−1∑
t=T+1

|J∗ − r(st, at)|

]
≤ E[ξT − T ]

= E[E[ξT − T |FT ]]
= E[EsT [T s̄NJ+NQ

]]

≤ h(NJ +NQ)

where we used Assumption 4.2 in the last line.

Now, we have

E

TKT ,0−1∑
t=0

J∗ − r(st, at)

 = E

KT−1∑
k=1

T s̄
k+1,0−1∑
t=T s̄

k,0

J∗ − r(st, at)


= E

 ∞∑
k=1

1(KT > k)

T s̄
k+1,0−1∑
t=T s̄

k,0

J∗ − r(st, at)


= E

 ∞∑
k=1

1(KT > k)Ek

T s̄
k+1,0−1∑
t=T s̄

k,0

J∗ − r(st, at)


= (NJ +NQ)E

[ ∞∑
k=1

1(KT > k)Eπk
s̄ [T s̄1 ](J

∗ − Jπk)

]

= (NJ +NQ)E

[
KT−1∑
k=1

Eπk
s̄ [T s̄1 ](J

∗ − Jπk)

]

where we used {KT > k} ∈ F s̄
Tk,0

followed by Proposition 12.4.

We remark here that the above argument shows that if (Yk)k≥1 is any sequence of integrable random
variables, then

E

[
KT−1∑
k=1

Yk

]
= E

[
KT−1∑
k=1

Ek[Yk]

]
. (34)

This fact will be used repeatedly in the remainder of the analysis. Before moving to the proof of
Theorem 5.1, we will need the following upper bound on the expectation of KT .

Proposition 12.6. Assume T ≥ 10h2thit log T . Then expected value of KT can be bounded as

E[KT − 1] ≤ T

5hthit log T
.

Proof. The proof uses a similar argument to the above with J∗ − r(st, at) replaced with 1. Define

∆k = T s̄k+1,0 − T s̄k,0

to be the length of the k-th episode. Then Ek[∆k] = (NJ +NQ)Eπk
s̄ [T s̄1 ] ≥ NJ +NQ since there

are NJ + NQ returns to s̄ during each episode. As in the proof of Proposition 12.5, let ξT be the
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first time that s̄ is visited NJ +NQ times after T . Then,

E[ξ] ≥ E
[
T s̄KT ,0

]
= 1 + E

[
KT−1∑
k=1

∆k

]
≥ 1 + (NJ +NQ)E[KT − 1]. (35)

Now using the Markov property and Assumption 4.2

E[ξ − T |FT ] = EsT [T s̄NQ+NJ
] ≤ (NJ +NQ)h.

Hence

E[ξ] = T + E[ξ − T ] ≤ T + (NJ +NQ)h.

So by (35),

E[KT − 1] ≤ T + (NJ +NQ)h

NJ +NQ
=

T

NJ +NQ
+ h

≤ T

NQ
+ h

=
T

10hthit log T
+ h

≤ T

5thit log T
.

Proof of Theorem 5.1. As in the previous proposition, we assume T ≥ h2thit log T .

By Proposition 12.5 and Lemma 10.2 we have

E

[
T−1∑
t=0

J∗ − r(st, at)

]

≤ h(NJ +NQ)E

[
KT−1∑
k=1

J∗ − Jπk

]
+ h(NJ +NQ)

= h(NJ +NQ)E

[
KT−1∑
k=1

∑
s∈S

µπ
∗
(s)⟨π∗(·|s)− πk(·|s), Qπk(s, ·)⟩

]
+ h(NJ +NQ) (36)

Using the property (34), Lemma 5.2, and Proposition 12.6

E

[
KT−1∑
k=1

∑
s∈S

µπ
∗
(s)⟨π∗(·|s)− πk(·|s), Qπk(s, ·)⟩

]

= E

[
KT−1∑
k=1

∑
s∈S

∑
a∈A

µπ
∗
(s)(π∗(a|s)− πk(a|s))Ek[Q̂k(s, a)]

]
+O

(
E[KT − 1]h2(log T )2

T 4

)

= E

[
KT−1∑
k=1

∑
s∈S

µπ
∗
(s)⟨π∗(·|s)− πk(·|s), Q̂k(s, ·)⟩

]
+O

(
h log T

T 3

)
. (37)
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Using Lemma 12.2 and πk is measurable with respect to FT s̄
k,0

we have

E

[∑
s∈S

µ∗(s)

KT−1∑
k=1

⟨π∗(·|s)− πk(·|s), Q̂k(s, ·)⟩

]

≤ O

(
A log T

η
+
∑
s∈S

µ∗(s)ηE

[
KT−1∑
k=1

∑
a

πk(a|s)2
(
Q̂k(s, a)− Q̂k−1(s, a)

)2])

+
∑
s∈S

µ∗(s)E

[
KT−1∑
k=1

⟨Q̂k(s, ·), π∗(·|s)− π̃(·|s)⟩

]
.

Using the definition of π̃ and Proposition 12.6, the second term can be bounded as

E

[
KT−1∑
k=1

⟨Q̂k(s, ·), π∗(·|s)− π̃(·|s)⟩

]
≤ E

[
KT−1∑
k=1

∥Ek[Q̂k(s, ·)]∥∞∥π∗(·|s)− π̃(·|s)∥1

]

≤ O

(
hE[KT − 1]

T

)
= O(1).

For the first term, we continue as

O

(
A log T

η
+
∑
s∈S

µ∗(s)ηE

[
KT−1∑
k=1

∑
a

πk(a|s)2
(
Q̂k(s, a)− Q̂k−1(s, a)

)2])

≤ O

(
|A| log T

η
+ ηL4

)
+O

(∑
s∈S

µ∗(s)ηE

[
KT−1∑
k=2

∑
a

πk(a|s)2(Q̂k(s, a)−Qπk(s, a))2

])

+O

(∑
s∈S

µ∗(s)ηE

[
KT−1∑
k=2

∑
a

πk(a|s)2(Qπk(s, a)−Qπk−1(s, a))2

])

+O

(∑
s∈S

µ∗(s)ηE

[
KT−1∑
k=2

∑
a

πk(a|s)2(Q̂k−1(s, a)−Qπk−1(s, a))2

]
.

)
(38)

where the first inequality uses
∑
a∈A πk(a|s)2Q̂1(s, a)

2 ≤
(∑

a∈A πk(a|s)|Q̂1(s, a)|
)2

≤ O(L4)

(proved in Lemma 12.3) and Cauchy-Schwartz.

We now show that the last term in (38) can be bounded by the first. First, we need to replace πk(a|s)
with πk−1(a|s) to cancel the factor of 1

πk−1(a|s) in the bound of (Q̂k−1(s, a) − Qπk−1(s, a))2.
To do so, we use Lemma 12.1 to deduce |πk(a|s) − πk−1(a|s)| ≤ 1

2πk−1(a|s) which implies
πk(a|s)2 ≤ 4πk−1(a|s)2. Then we have

E

[
KT−1∑
k=2

∑
a∈A

πk(a|s)2
(
Q̂k−1(s, a)−Qπk−1(s, a)

)2]

≤ 4E

[
KT−1∑
k=2

∑
a∈A

πk−1(a|s)2
(
Q̂k−1(s, a)−Qπk−1(s, a)

)2]

= 4E

[
KT−2∑
k=1

∑
a∈A

πk(a|s)
(
Q̂k(s, a)−Qπk(s, a)

)2]

≤ 4E

[
KT−1∑
k=1

∑
a∈A

πk(a|s)2
(
Q̂k(s, a)−Qπk(s, a)

)2]
.
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By Lemma 5.2 (ii), we have

ηE

[
KT−1∑
k=2

∑
a

πk(a|s)2(Q̂k(s, a)−Qπk(s, a))2

]

≤ ηE

[
KT−1∑
k=2

πk(a|s)2O
(
max{1, h/thit}h2(log T )2

πk(a|s)µπk(s)thit
+
h3(log T )3

thit

)]

≤ ηE

[
KT−1∑
k=2

O

(
max{1, h/thit}h2(log T )2

µπk(s)thit
+
h3(log T )3

thit

)]
.

Thus the second and fourth terms in (38) can be bounded by

ηE

[
KT−1∑
k=2

∑
s∈S

µ∗(s)O

(
max{1, h/thit}h2(log T )2

µπk(s)thit
+
h3(log T )3

thit

)]

≤ ηE

[
KT−1∑
k=2

O

(
Ccov max{1, h/thit}h2(log T )2

thit
+
h3(log T )3

thit

)]

= O

(
ηE[KT − 1]Ccov max{1, h/thit}h2(log T )3

thit
+
ηE[KT − 1]h3(log T )3

thit

)
≤ O

(
ηTCcov max{1, h/thit}h(log T )3

t2hit
+
ηTh2(log T )3

t2hit

)
where the last line used Proposition 12.6.

Finally, for the third term in (38), we use Lemma 12.3 to get

ηE

[
KT−1∑
k=2

∑
a

πk(a|s)2(Qπk(s, a)−Qπk−1(s, a))2

]
≤ ηE

[
KT−1∑
k=2

η2h8(log T )4

]
= η3E[KT − 1]h8(log T )4

≤ O

(
η3Th7(log T )3

thit

)
.

Combining everything we have shown

E

[
KT−1∑
k=1

∑
s∈S

µπ
∗
(s)⟨π∗(·|s)− πk(·|s), Q̂k(s, ·)⟩

]

≤ O

(
A log T

η
+ ηL4 +

ηTCcov max{1, h/thit}h(log T )3

t2hit
+
ηTh2(log T )3

t2hit
+
η3Th7(log T )3

thit

)
.

Now, adding the lower order terms from (37) then using (36) and multiplying by h(NJ + NQ) =

Õ(thith
2), the total regret is bounded as

E[RT ] ≤ Õ

(
Athith

2

η
+ ηL4h2thit +

ηTCcov max{1, h/thit}h3

thit
+
ηTh4

thit
+ η3Th9 +

h4thit

T 3

)
.

Recall that in order for the results of Lemma 12.1 to hold we require η ≤ 1
540L2 . Taking η =

min

{
1

540L2 ,
√

At2hit
TCcovh2

}
gives

E[RT ] ≤ Õ

√ACcovh6T +

√
ATh6

Ccov
+
L2ht2hit

√
A

c
√
CcovT

+
h4

√
ACcov√
T

+
A3/2t3hith

6

C
3/2
cov

√
T

+
h4thit

T 3

 .
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Lemma 13.1 (Lemma 2 of Even (2023)). Let Xt be a markov chain on finite state space X with
stationary measure µ. Let x ∈ X be positive recurrent and T x1 = inf{t ≥ 1 : Xt = x} be the first
return time to x. Then

max
y∈X

Ey[T x1 ] ≤
2tmix log2(2/µ(x))

µ(x)

Proof. Let τ = tmix(µ(x)/2). We have

Ey[T x1 ] =
∞∑
k=1

Py(T x1 ≥ k) ≤ τ

∞∑
k=0

Py(T x1 > τk).

By the Markov property,

Py(T x1 > τk) = Py(T x1 > τ |T x1 > τ(k − 1))Py(T x1 > τ(k − 1))

≤ max
z

Pz(T x1 > τ)Py(T x1 > τ(k − 1)).

By definition of τ , |Pz(Xτ = x)− µ(x)| ≤ µ(x)
2 . Thus,

Pz(T x1 > τ) ≤ Pz(Xτ ̸= x) = 1− Pz(Xτ = x) ≤ 1− µ(x)/2.

Proceeding by induction on k we have Py(T x1 > τk) ≤ (1− µ(x)/2)k. So

Ey[T x1 ] ≤ τ

∞∑
k=0

(1− µ(x)/2)k =
2τ

µ(x)
.

Using tmix(ε) ≤ ⌊log2 ε−1⌋tmix(1/4) (Levin & Peres, 2017) gives the desired result.


